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Absfracr - We propose a multiagent, distributed approach to 
antonornous mobile robotics which is an alternative to most 
existing systems in literature: robots are thought of as mobile 
units within an intelligent environment where they coexist and 
co-operate with frxed, intelligent devices that are assigned 
different roles: helping the robot to localize itself, controlling 
automated doors and elevaton, detecting emergency situations, 
etc. To achieve this, intelligent sensors and actnaturs (i.e. physical 
agents) are distributed both onboard the robot and throughout 
the environment, and they are handled hy Real-Time software 
agents which exchange inlormation on a distributed message 
board. The paper outlines the benefits of the approach in terms 
of etliciency and Real-Time responsiveness. 

Index Terns -Mobile Robofics, Multiagenl Archileclures. 

I. INTRODUCTION 

In the last twenty years, many approaches were proposed 
in order to implement fully autonomous mobile robots. In most 
cases, the main focus of discussion has been the importance to 
be given to reactive and deliberative activities to govern the 
robot’s actions: see for example the contraposition between 
behavior-based architectures (e.g. Subsumption Architecture 
[ 11, ALLIANCE [21) and hybrid approaches (e.g. AURA [31, 
ATLANTIS [4]). However, in spite of their differences, almost 
all the existing systems share a philosophical choice (partially 
due to efficiency reasons) which unavoidably leads to a 
centralized design. We call it the autarchic robot design; it can 
be summarized in the following two points: . 

I) robots must be fully autonomous: i.e., they are often 
asked to co-operate with humans or other robots but they 
mainly relies on their own sensors, actuators, and decision 
processes in order to carry out their tasks. 

2) robots must be able to operate in non structured 
environments (i.e. environments which have not been 
purposely modified to help robots to perform their tasks). 

Up to now, this approach bas not been very successful. No 
robot (or team of robots) has proven yet to be really 
“autonomous” in a generic, ‘hon structured” environment, i.e. 
able to work continuously, for a long period of time, carrying 
out its tasks with no performance degradation or human 
intervention. On the opposite, the few examples of robots 
which are closer to be considered autonomous (in the sense 
which has been just given) were designed to work in a specific 
-even if unstructured- environment: see for example the 
museum tour-guide robot Rhino [5 ]  and Minerva [6],  which 
heavily relied on the building’s ceiling lights to periodically 
correct its position in the environment. 

Paraphrasing Brooks’ statement [7] about what we can 
expect from biological intelligence and what we cannot, one 

could specify: “Elephants don’t play chess, moreover they 
don’t do it underwater”. The concept is not new: the kind of 
intelligence and behavior we can expect from biological beings 
heavily relies on the sensors and actuators they are provided 
with, and the way in which they evolved in time in tight 
relation with the environment where they live. Given this 
assumption, there is no wonder that all the attempts failed, 
when trying to build an autonomous artificial being which is 
able to “live” in the same environments where biological 
beings live: the current technology in sensors and actuators is 
not adequate to such environments. Thus, we can choose 
between two different approaches: reproducing biological 
beings (which implies reproducing also their sensors and 
actuators) or building robots which have limited sensing and 
actuating abilities, but which operate within an environment 
which is well-suited for them. We claim that, whilst part of the 
current research aims at building very expensive and complex 
humanoid robots, it is possible and preferable to choose the 
second option, which allows to build simpler, cheaper, and 
more reliable fully autonomous systems. 

As a consequence, we face all the problem related to 
autonomy in a full multiagent perspective; robots are thought 
of as mobile physical agents within an intelligent environment 
(we metaphorically call it an “Artificial Ecosystem ~ As’) 
where they coexist and cooperate with fixed physical agents, 
i.e. intelligent sensing/actuating devices that are assigned 
different roles: devices which provide the robots with clues- 
about their position in the environment, devices that control 
automated doors and elevators, devices for detecting 
emergency situations such as fires or liquid leaks, cameras for 
surveillance. etc. Both robots and intelligent devices are 
handled by software agents, which can communicate through a 
distributed message b o d  and are given a high level of 
autonomy. According to this definition, autonomy (and 
intelligence) is not just a characteristic attribute to robots, hut it 
is dismbuted throughout the building (Fig. 1 on the left): we 
say that robots are autonomous hut not autarchic. Next, we 
extend the concept of intelligent devices to the sensors and 
actuators on board the robot: analogously to fixed, intelligent 
devices distributed throughout the building, onboard sensors 
and actuators are implemented as autonomous devices, i.e. they 
are handled by software agents which can communicate with 
other agents through the dismbuted message board and are 
given a high level of autonomy in taking decisions. Thus, 
intelligent control on the robot is performed at two different 
levels (Fig. 1 on the right): on the lower level a higher 
reactivity is reached through simple reactive agents which 
control sensors and actuators; on a higher level, sensorial 
inputs are collected by agents running on the onboard computer 
and performing more sophisticate computations before issuing 
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control to actuators. This increases the tolerance of the system 
to failures: the coupling of intelligent sensors and actuators is 
able to produce an emergency behaviour even in case of a 
failure in the onboard software, 

In Section 2 we show the overall architecture of the 
system; in Section 3 we show how the AE approach can help to 
simplify problem related to autonomous navigation and 
localization, by providing some experimental results. 
Conclusions follow. 

Rg. 1 The Artificial Ecosystem - Left: agents in the 
building: Right: agents on the robot. 

11. AGENTARCHI’IECIWRE 

. Three different types of software agents are devised in the 
AE architecture (agents are classified according to Russel and 
Nofvig’s definition [8]): 

I )  simple reflex agents, i.e. agents with no internal state 
governed by condition-action rules. These agents are used for 
purely reactive behaviors, e.g. stopping the motors to.av0id.a 
collision (a task fundamental for mobile robots) or opening an 
automated door upon request (a task usually assigned to fixed 
devices). 

2) agents thaf keep track of the world, i.e. agents which 
maintain an internal state and/or representation in order to 
choose which action to perform. These agents are used for 
more complex tasks, e.g. avoiding obstacles on the basis of a 
continuously updated local map of the environment (a task for 
mobile robots) or controlling an elevator dealing with multiple 
requests (a task for fixed devices). 

3) goal-based agents, i.e. agents which handle goals and 
find action sequences to achieve their goals. These agents are 
used for high-level planning tasks, e.g. finding a sequence of 
STRIF’S-like rules to reach a target location (a task for mobile 
robots). 

Notice that the agents in the system are requested to run on 
different hardware platform and operating system: agents 
controlling intelligent devices are scheduled by dedicated low 
cost microprocessors with small computational power and 
memory storage (no type 3 - goal-based agents run on fixed 
devices), while agents for high-level control of the robot are 
executed on a standard PC platform with the Linux OS: for 
sake of simplicity, we will refer to them as ID agents and PC 
agents. In spite of differences in their internal model and their 
implementation, ID and PC agents have some common 
requirements in t e r n  of Communication and Scheduling: 

Conununication: agents are not omniscient: at any given 
time, they have only partial knowledge of the state of the world 
and the system. To share information, all agents can 
communicate on the basis of a publish/subscribe protocol. This 
allow to dynamically addremove agents in the system without 
other agents being aware of that, thus increasing the 

versatiIity/reconfigurability of the system. In particular, we 
need to implement a two-level message board (Fig. l), 
composed of 1) a global message-board, which contains 
information of general interest and to which all agents in the 
system can publish/subscribe 2) many local message-boards, 
which contain information which are relevant only within a 
single subset of agents, and to which only these agents can 
publishhbscribe (i.e. only the agents running on a robot need 
to know the trajectory to be followed to avoid an obstacle). 

Scheduling: agents have different requirements in terms of 
computational resource and timing constraints. Since we want 
the system to operate in the real world and to deal with an 
uncertain and dynamic environment, the system architecture 
must have Real-Time characteristics in order to guarantee a 
predictable and safe behavior of the system when 
computational resources are limited. 

A. Agents running on intelligenf devices 
In order to build intelligent devices (sensordactuators both 

in the building and on b a r d  the robot) and implement ID 
agents, we refer to fieldbus technology for dishibuted control 
(in particular Echelon LonWorks. a standard for building 
automation). Communication and scheduling are thus handled 
as follows: 

Communication: the message board and the 
publish/subscribe communication protocol are implemented by 
connecting all the control nodes on a common communication 
bus (as usual in fieldbus systems). ID agents are thus allowed 
to exchange information by sharing “network variables”, i.e. 
strongly typified data which are propagated on the bus and 
delivered to all agents in the system which have subscribed to 
that kind of information (“network variables” abstraction is 
provided by the Application Layer of the LonWorks 
communication protocol). Notice that all the control nodes in 
the system (i.e. sensodactuators both on b a r d  the robot and 
distributed in the building) are connected to the same bus (we 
adopt an infrared channel for the communication between 
robot’s devices and the building network). 

Scheduling: Echelon’s microprocessors allow fast 
response to inputs and fast communication between network‘s 
nodes, but they do not allow to explicitly set bard Real-Time 
constraints. Thus, ID agents computational load must always 
be lower than the computational resources available on the 
intelligent device microprocessor, if we want to guarantee a 
response in Real-Time. However, ID agents can be easily 
programmed by means of an event-based programming 
language: “when” clauses allow to produce a behaviour either 
periodically (i.e., upon the expiration of a timer) or as a 
consequence of a particular event (i.e., upon the reception of a 
subscribed message or a particular VO signal: see Fig. 2 on the 
top). This allows us to easily implement ID agents of type 1 
and 2 which quickly react to environmental changes. 

B. Agents running on the on-board PC 
To implement PC agents, we refer to ETHNOS (Expert 

Tribe in a Hybrid Network Operating System), an operating 
system and programming environment for dishibuted robotics 
application which has been described in details in 191. 
Communication and scheduling requirements are handled as 
follows: 
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Communication: ETHNOS allows PC agents to postlread 
messages from the globaVlocal message board to which all 
agents can publishhubscribe (both PC and ID agents). In 
particular, agents must specify -when publishing a message- if 
they want to post it to the global message board or the local 
one; they can make the decision in run-time, by calling the 
appropriate communication primitive. Finally, some PC agents 
work as a bridge between the fieldbus (which connects ID 
agents) and the standard TCPiIP network (which connects PC 
agents in ETHNOS), thus making inter-agent communication 
transparent. 

Fig. 2 Top: An ID agent conmlling a motor. Bottom: 
E T " 0 S  Real-Time scheduling policy. 

Scheduling: ETHNOS can schedule three different kind of 
agents: 1) periodic agents, i.e. executing at a fixed rate (mostly 
dealing with type 1 and 2 activities, such as piloting actuators, 
reading sensors, etc.), 2) sporadic agents, i.e. executing in 
subordination to specific conditions (mostly type 1 and 2 
activities, such as purely reactive behaviours, emergency 
recovery procedures, etc.), 3) background agents, i.e. non Real- 
Time agents which execute when the scheduler has no pending 
requests coming from periodic and sporadic agents to satisfy 
(mostly type 3 deliberative activities, whose computational 
time and frequency cannot be predicted or upper bounded and 
whose execution is not critical for the system). Fig. 2 on the 
bottom shows ETHNOS scheduling policy in details. 

In. A CASE STUDY: AN ARTIFICIAL ECOSYSTEM AT 
GASLINI HOSPITAL 

The AE approach has been tested at the Gaslini Hospital of 
Genova: the experimental set-up is composed of the mobile 
robot Staffetta' and a set of intelligent devices disebuted in the 
building, which are given the primary purpose of controlling 
active beacons for localization and elevators. Notice that, up to 
now, two different versions of the robot Staffetta has been 
built; since they are mostly identical and the local bus provides 
an easy interface to connectldisconnect all the onboard device, 
we describe all the available ID agents without specifying 
whether they are currently implemented on the old or the new 
version (or both). Finally, all the devices could be easily 
implemented onboard the outdoor robot CARetta, which is 
currently provided with ad-hoc onboard sensors (GPS, 
inclinometers, omnidirectional camera - connected through 
traditional RS-23Uframegabber interface) but relies on the 
LonWorks fieldbus to control two differentially driven rear 
motors. Staffma1 and 2 and CARetta are shown in Figs. 5. 6 
and 8. 

At Gaslini Hospital, Staffetta is requested to carry out 
navigationkansporhtion tasks, i.e. it is able to execute 
concurrently the following activities: 1) plan paths to the target 
2) localize itself 3) generate smooth trajectories and finally 4) 
follow the trajectory while avoiding unpredicted obstacles in 
the environment. Staffetta has a payload of about 120 Kg., 
which allows transporntion of heavy items for real world 
service applications; however it is not able to loadlunload 
items, thus requiring human intervention for this task. 

A. IDagents 
(in Section 2 

classification); i.e., simple reflex agents and agents with 
internal state (no goal-based agents). 

ID agents on board the robot: xI contmls a bumper which 
is able to detect collisions on different areas of the robot 
chassis; m2 and x) control two sonar acquisition boards, each 
composed of eight ultrasonic sensors; a4, as, and x6 control the 
two rear motors and the front steering wheel: 1, controls the 
DLPS (the onboard rotating laser and the infrared 
communication device, which are part of the beacon-based 
localization systems); aB monitors the batteries' state; x9 is 
directly connected to the motors and works as a watchdog, by 
periodically communicating with the onboard PC and disabling 
the motors whenever this communication fails; xl0 has two 
functions: during autonomous navigation it generates motion 
reflexes to avoid collisions with unpredicted obstacles; 
otherwise it allows controlling the robot through a joystick 
interface for manual displacement; finally, one agent .R,, 
handles the communication between the ID and the PC agents. 

ID agents in the building: a varying number of agents 
each controlling a beacon i for localization, two agents x13 
which control the elevator. Notice that ID agents, in spite of 
their internal simplicity, are able to produce interesting 
behaviours. For example, they guarantee safe motion even 
when agents on the onbard PC are no more able to correctly 

All ID agents are type 1 and 2 agents 

' Staffem is cornmidized by the s p i n d f  company Genova Robot 
(www.genovambo1.com) 
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control the robot's motion, either because of some bug in the 
software or even because of a crash of the operating system. 

, ., Fig. 3 on the top shows how interacting ID agents can increase 
the reactivity of the'system to obstacles which suddenly appear 
in the environment (as long as they are detected by the 
ultrasonic sensors or the bumper). The sensorial data collected 
by a, (bumper) and (US sensors) are posted to the local 
message board (message type Proximity Data), thus being 
available to PC agents for map building, trajectory generation, 
loqlization, etc. However, Proximity Data are also available to 
the ID agent ala, which is able to generate simple motion 
reflexes: when required, alo produces a message Speed, Jog 
containing speed and jog values which allow to avoid an 
imminent collision (for example, speed=jo@) and posts it to 
the message board. Finally a4. and a6, which control the 
two rear motors and the front steering wheel, read speed and 
jog values on the message board and consequently stop the 
motors before waiting for a command from PPagents (which 
require a higher computational time and are therefore more 
critical). Notice also that, during motion, +, A ~ .  and 1 6  are 
required to compute inverse kinematics parameters in order to 
keep the rear wheels velocities consistent with the front wheel 
steering angle, since Smffetta relies on a redundant control 
system in order to increase stability (and consequently decrease 

-.wheels. drift and slippage to reduce errors in odomeuic 
reconstruction). 

IDngtN: 1Dngc-c 1DngtM: 
L 4  Moror m$hr Molor FronrMmor 

ID we*: IDqeM: ID q e M :  
Blmprr us S",,Orr Mmo" nq7ex" 

,o,md 

Fig. 3 ID agents -Top: emergency behavior. Bottom: 
heading toward a safcposition. 

' ~ ID-agents make also possible navigation toward a safe 
position in case of a crash in the on board PC. Suppose that PC 
agents are no more.working: we let the ID agents on board the 
robot dialog with the ID agents in the building (through the 
laser beadinfrared channel) and use this information to drive 

the robot to beacons which identify safe locations in the 
environment (it is important to clear the area, since out-of-duty 
robots could obstacle the movements of other robotlhumans). 
The ID agents involved are shown in Fig. 3 on the bottom: 
agents ~ ~ 2 1  (each controlling a beacon 1') and a? (controlling the 
on-board rotating laser) interact to rehieve information about 
the direction to follow to reach a safe location (message type 
Detected Beacons). This information is available to aI0, which 
can produce motion reflexes to drive the robot along the chosen 
direction until an obstacle is found. Finally notice that the 
messages posted by A, and fll; are also available to PC agents, 
which use them to compute the position of the robot by means 
of a localization algorithm. 

Fc*vmt: ma*",: 

Fig. 4 F'C agents - Top: navigation arehitecrure. 
Bouom: Localization 

B. PCagents 
PC agents can be agents of type 1, 2, and 3; i.e., simple 

reflex agents, agents with internal state, and goal-based agents 
(see Fig. 4). Agent a14 is a type 3 goal-based agent responsible 
of plan selection and adaptation, allowing the robot to execute 
high-level navigation tasks such as "go into office A". These 
tasks, depending on the current robot context, may be 
decomposed into many, possibly concurrent, sub-tasks such as 
"localise, go to the door, open door, etc ..." and eventually into 
primitive actions such as "go to position (x,y,6)". In Fig. 4 on 
the top, aI4 plans a path to a target as a sequence of landmarks 
positions, and posts to the message board the location of the 
next landmark to be visited (message type Landmark Position). 
Agent xtS is a type 1 agent which subscribes to Landmark 
Position and is capable of executing smooth trajectories from 
the robot current position to the landmark specified, relying on 
a non linear law of motion. It produces speed and jog values 
which are made available to ID agents aq, A ~ ,  and a6 to control 
motors: however, x15 cannot deal with obstacles in the robot 
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path. In the figure two shared representations (indicated as grey 
rectangles) can be observed: the bitmap, an ecocentrical 
statistical dynamic description of the environment the robot 
moves in, and the AF’F - Abstract Potential Field, based on the 
bitmap and on direct sensorial information. These 
representations are handled and continuously updated to 
maintain consistency with the real world based on sensor data 
by two agents of type 2: 1 1 6  (for the bitmap) and at, (for the 
AF’F). During normal navigation, agents a16 and at,. together 
with aI5 and at*, are responsible of smooth obstacle avoidance: 
should a collision become imminent, ID simple reactive agents 
would take control by stopping the motors to deal with the 
emergency (the details of Staffetta’s navigation system is 
beyond the scope of this paper but can be found in [IO] and 
[I  I]). In Fig. 4 on the bottom two more PC agents are depicted 
aI9 is a type 2 agent which computes the current position of the 
robot when three beacons are detected in the environment (by 
means of a triangulation algorithm); a20 is a type 1 agent 
which corrects the robot position whenever a single beacon is 
detected (by means of an Extended Kalman Filter which 
reduces uncertainty in odomeuy). The robot’s current position 
is shared to PC agent aZt (not shown in Fig. 4) which updates 
its odonietrical reconstruction. 

C. Resolving conflicts beween agents. 
Consider now both ID and PC agents on board the robot: 

the agents in the architecture communicate using messages 
conveying the type of information or command to be executed 
at the appropriate level (i.e. Landmark Position, Speed and 
Jog, etc). However, all agents operate concurrently and the 
architecture is only partially hierarchical, thns implying a 
dynamic competition on the allocation of “resources”. For 
example, both PC agent a15 (which generates a smooth 
trajectory) and ID agent xl0 (which produces motion reflexes) 
publish Speed, Jog messages, thus competing with each other; 
ID agents a,, a5, and a6 need a way to choose which speed and 
jog commands should be issued to actuators. The conflict is 
solved using an authority-based protocol. Each agent is 
assigned a specific authority (possibly varying in time) with 
which it issues command messages. The receiving agent stores 
the command associated authority and begins its execution (for 
example speed = 20 cds ) .  If the action, as in the given 
example, continues indefinitely or requires some time to be 
executed, the agent continues its execution until a contrasting 
message with a similar or higher authority is received. On the 
other hand, messages with lower authorities are not considered. 
For example, in the architecture, al0 has a higher authority than 
at5, thus overriding any command from the latter in case of an 
emergency. 

IV. EXPERIMENTAL RESULTS 

Unfortunately, it is very difficult to provide a quantitative 
measure of the validity of an architectural approach; thus, in 
the following, we will describe some of the successful 
experiments that have been c a n i d  out in the last years. 
Besides Gaslini Hospital of Genova (Figs. 5c and d), 
Staffettal,2 and CARetta (Figs. 5e and 0 have been tested in 
our Lab at DIST - University of Genova and during many 
public exhibitions. During the experiments, almost all the PC 
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Fig. 5 Tap: The robot position is corrected during 
motion. Bottom: Staffenal and CARetia. 

In Fig. 6, Staffetta’s obstacle avoidance behavior is shown: 
the robot trajectory is smooth because of the parlicular 
navigation strategy implemented, described in [ I  I]. In Fig. 7 
on the top, wheels velocities are plotted versus time (we 
measure encoder ticks counted by ad and n5); in Fig. 7 on the 
bottom, the distance of the closest sensed obstacle is plotted 
(we measure the shortest sonar echo returned by a2. a3). In the 
figure, it can be noticed how a4 and behave as a 
consequence of 9 2  and aj’s ontpnts (after the intervention of 
PC agents ais, R16, at7, and at*): the left wheel’s speed 
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decreases and the right wheel’s speed increases, allowing the 
robot to steer on the left. 

Fig. 6 Staffetia2 avoiding an obstacle at 2OOmdsec 
constant speed: snapshots taken every 2 sec. 

i I 

Fig. 7 Tip: veldties of left and right wheels. Bottom: 
closes obstacle sensed by sonars. 

V. CONCLUSIONS 

We describe the “Artificial Ecosystem”, a novel 
multiagent approach to intelligent robotics: we claim that, 
given the current technological state in sensors and actuators, 
mobile robots will have a lot of difficulties in substituting 
humans in a generic, buman inhabited environment, even for 
the simplest navigation task. Thus, on one side, we continue 
pursuing the final target of a fully autonomous anificial being 
which can adapt to “live” in the same environment where 
biological being live; on the other side,’we think that modifying 
the environment to fit the robot’s requirements can be a 
temporary solution to obtain significant results given the 
cunent technological state. To achieve this, we distribute 
sensors and actuators not only onboard the robot, but also in 
the building. As a consequence, intelligence is not only a 
characteristic of each single robot; instead, robots are 
considered as the mobile units within their “natural 
environment”, i.e. a “forest” of intelligent fixed devices, which 

are handled by cooperating software agents with a high level of 
autonomy in taking decisions. 

Fig. 8 Top: Staffetta 2 passing through a dwr. Bottom: 
Moving in a dynamic environment. 
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