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Abstract
This paper presents an Erlang-based framework, developed by the
authors, for the realisation of software systems for autonomous
mobile robots.

On the basis of the analysis of the main problems arising in the
design and implementation of such a kind of robots, a software in-
frastructure has been derived, organised in a set of layers, each one
composed by some modules. This layered architecture is employed
to separate hardware interfacing problems from control loops and
high-level strategy tasks; such an organisation allows also a devel-
oper to concentrate only on the specific problem to be dealt with,
and to immediately identify the module or layer to be involved for
the realisation of a specific functionality. The proposed structure
also favours reuse and rapid refactoring, since the replacement of
a piece of hardware or a change in a functionality requires only
few changes on a specific module, leaving the remaining system
untouched.

The overall software architecture is described in the paper, as
well as the functionality of the various modules composing it; the
advantages introduced by the framework are also highlighted, while
some examples and a case study are used to show its effectiveness.

Categories and Subject Descriptors I.2.9 [Robotics]: Autonomous
vehicles; I.2.5 [Programming Languages and Software]: Expert
system tools and techniques

General Terms Algorithms, Languages.

Keywords Autonomous Robots, Expert Systems, Erlang.

1. Introduction
In the field of robotics, the research on autonomous mobile robots
has gained an increasing interest since it deals with many different
aspects of engineering, ranging from hardware and control systems,
to software architectures and artificial intelligence [10].

Indeed, traditional robots that can be found in automated man-
ufacturing plants—like mechanical arms, automated-guided vehi-
cles or conveyor belts—are in general bound to an environment
that does not change and are responsible of performing repetitive
tasks. An autonomous mobile robot, instead, lives in an environ-
ment that can change and is given a precise goal to perform: the
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robot is therefore required to continuously adapt its behaviour on
the basis of such environmental modifications. As an example, a
mobile robot that has to bring objects from a room to another of
the same building must known the map of the building floor, has to
be able to recognise its own position in the map, should be able to
detect obstacles (e.g. people walking in the area) and to avoid them
properly, has to recognise the objects to be picked, etc. Since all of
these functionalities have to be performed in a complete autonomy,
a software structure and the use of suitable algorithms are required,
in order to allow the robot to properly perceive the environment
(which is dynamic), adapt the behaviour accordingly, and finally
drive itself towards the goal.

As the example suggests, it is quite clear that developing soft-
ware for such kind of robots requires to combine artificial intel-
ligence (AI) concerns, needed to perform perception and adapta-
tion, with motion driving aspects, which are instead typical of con-
trol systems. From the programming languages point of view, AI
aspects for adaptation, like automated reasoning or planning, are
usually faced with logic or functional languages, such as Prolog or
LISP; on the other hand, motion driving is, in general, a matter of
imperative approaches, like C/C++ or assembly, or even Java for
low-level/embedded system programming.

The Erlang language and the OTP system, thanks to the syntax
and programming model, exhibit some characteristics that fit well
both of the aspects above: Erlang is functional and somewhat im-
perative, moreover recent research advances have proved its effec-
tiveness also for AI programming [3, 2, 4, 5, 11, 12], mainly thanks
to the ability of handling symbolic/structured data and expressing
production rules as function clauses.

With these aspects in mind, since 2005 we explored the pos-
sibility of using Erlang/OTP for autonomous robot programming;
as a result, we developed a robotic framework that allows a pro-
grammer to easily and effectively design and implement control
and strategy software in Erlang for such a kind of autonomous sys-
tems. The framework, which is described in this paper, is designed
with a generic and somehow dynamic structure, in order to be eas-
ily adapted to specific robotic applications by simply customising
some of the modules composing it. Organised, at runtime, as a set
of processes tied to a supervision tree, the framework features a
layered software architecture which decouples low-level concerns
(sensor data acquisition or motor driving) from functionalities (sen-
sor data handling, motion control) and robot’s strategy; indeed, as
it will be explained in the paper, this structure is not only able to
separate functional concerns in order to facilitate system design,
but also allows to reuse parts of a previously designed system. For
instance, the same strategy code can be reused, mostly unmodified,
even if a particular sensor is replaced by a different one which pro-
vides the same measure: just a small portion of code, responsible
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Figure 1. Abstract Hardware/Software Model of a Mobile Autonomous Robot

of dealing with low–level and hardware details, should be replaced,
while the interface to higher level modules remains untouched.

The framework has been successfully employed for the reali-
sation of the autonomous robots that participated to the 2006 and
2007 editions of the Eurobot competition (the robots represented
the team of the Department of Computer and Telecommunica-
tion Engineering of the University of Catania–Italy, DIIT Team,
http://eurobot.diit.unict.it). In particular, some parts of
the system used in the last edition will be described in Section 4 as
a case study.

The paper is structured as follows. Section 2 introduces the ba-
sics on autonomous mobile robot programming, presenting the gen-
eral control system model and stating the issues that have to be dealt
with. Section 3 describes the Erlang robotic framework developed
by the authors, highlighting both the abstract layered structure and
the details on the aim of each module. Section 4 shows an example
of the usage of the framework in a real application. Finally, Sec-
tion 5 reports the conclusions and some remarks on future work.

2. Problem Statement
As stated in Section 1, an autonomous mobile robot is a hardware/-
software system living, moving and acting in a real–world envi-
ronment. It is entailed with the task of achieving a specific goal in
a complete autonomy, that is without the intervention of any hu-
man or external system. To accomplish this task, the robot has to
perform a repetitive sequence of steps which include environment
perception, reasoning about perceived data and the goal, and action
execution on the environment. This process is driven by a software
system which usually behaves according to the general schema re-
ported in Figure 1 and described in the following.

As Figure 1 shows, a mobile robot is usually composed by some
hardware parts, mainly sensors and actuators, and some software
modules driving the hardware and implementing the strategies and
actions to let the robot achieve its goal. In such a schema, the first
step is the perception of the environment. This is made possible
by means of various sensors, which are chosen on the basis of
the kind of environmental data to be acquired. A vision system
(webcam) is very often included, in order to allow the robot to

see the scene on which it is operating; if the robot has to pick
objects, the webcam can be used to understand if an object is on
the way, to recognise if it is the needed object and to determine
its relative distance and placement. Other sensors could also be
present for other purposes; for example, obstacles could be detected
using proximity or distance sensors1, while object types can be
recognised by means of colour sensors. These sensors could also
help the robot during navigation, in order to let it to understand if
it is e.g. moving following a black line painted on the floor, or it is
close to a wall, etc.

The set of sensors of a mobile robot does not include only
those for environment perception; there are also other sensors that
gather data from the robot itself. These are called proprioceptive
sensors2 and are often needed to ensure that the actuators are really
performing the actions required. For example, motion is driven by
setting the speed that robot’s wheels have to achieve and maintain,
but to this aim, a feedback system is required, in order to ensure that
the real wheel speed does not differ too much from the desired one.
A similar feedback could also be needed for other actuators, such
as arms, in order to make sure that the position reached is really the
one that has been set.

Once data have been gathered from sensors, they have to be suit-
ably interpreted to extract information needed by the reasoning sys-
tem: this is the task of the S-block in Figure 1. As instance, if a we-
bcam is employed for object recognition, the image acquired must
be properly analysed to extract interesting features and to check if
the desired object is present in the scene. Moreover, if distance sen-
sors are placed in the perimeter of the robot, acquired data has to
be manipulated in order to build the boundary information about
the obstacles present in the robot’s neighbourhood. Similar analy-
ses are needed for other sensors; in all cases, the aim is to transform

1 Proximity sensors often operate by triggering a signal when the distance
to an object is less than a programmed threshold; distance sensors instead
are able to measure the distance (in millimetres or centimetres) with respect
to the object.
2 Sensors acquiring data from the external environment are instead called
exteroceptive.
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Figure 2. The Architecture of the Erlang Robotic Framework

acquired data into some information conforming to what the con-
trol and reasoning system expects and is able to handle.

According to Figure 1, all such transformed data constitute
the input for the Control, Reasoning and Planning System, also
called R-block in the Figure, which constitutes the “brain” of
the robot. This module embeds the main control strategy in the
form of some algorithms that, on the basis of a model of the
reference environment, looking at the goal to be achieved and
using information from sensors, are able to generate the proper
commands for actuators.

The R-block may include various interdependent subsystems;
they rely on the number and type of control loops that are required.
We already discussed the need to acquire and control the speed of
the wheels, and this is one type of closed-loop control; but another
loop is needed for positioning and trajectory control: if the robot is
required to follow a certain path, its current position in the reference
environment has to be detected and exploited by a control algorithm
that is able to properly derive the target wheel’s speed. In turn, this
path could be generated on the basis of the input of e.g. the vision
system, which has detected an object in a certain position that has
to be reached. These control loops depend on one another: the path
is an input for the position control loop which in turn provides the
desired wheel’s speed to the speed control loop. This justifies the
need of having different subsystems, in the R-block, which operate
exchanging data and at different abstraction levels; indeed such
subsystems are not shown in Figure 1 and will clearly appear in
the (concrete) architecture of the robotic framework which will be
illustrated in Section 3.

The output of the R-block is made of some commands for
the robot actuators. These commands are specified according to
the domain the R-block is able to understand and handle; on the
contrary, actuators are driven using special signals and data than
strongly depend on the type and task of each actuator itself. For
this reason, a transformation is needed once again, and this is the
task performed by the A-block in Figure 1. Indeed, it essentially
behaves in a way complementary to S-block: the A-block knows
both the command domain and the way in which actuators have to
be driven, it is therefore able to perform such a translation, making
possible a correct actuator driving and robot movement.

3. The Robotic Framework
The discussion reported in the previous Section highlighted that,
in designing software infrastructures for mobile robots, two main
issues have to be taken into account.

The first one is the decoupling of hardware sensor/actuator de-
tails and functionalities from the data/commands they provide/are
able to execute. This problem is essentially solved by S- and A-
blocks. Achieving this decoupling is very important in order to
avoid any strict binding between hardware technology employed in
the robot and the control, reasoning and planning module. As it has
been said before, any strict binding implies to make the R-block
aware of some hardware details, which appear instead useless since
the R-block is only interested in the information provided, rather
than the way in which such information have been gathered. Indeed
the same information could be provided by different sensors or by
compounding the data gathered from more than one sensor; there-
fore a correct decoupling allows a designer to separate interfacing
problems from information handling and control; this allows, for
example, a designer to replace an hardware part by only interven-
ing on the software interface (S- and A-block), leaving the main
control logic (R-block) untouched.

The second issue concerns the different types, levels and inter-
actions of the various control actions that are needed in the R-
block to correctly drive the robot towards goal achievement. A
proper software architecture has to be employed in the R-block,
in order to identify and separate the various control loops and their
aims, and to make clear their interconnections and dependencies.

The robotic framework described in this paper has been de-
signed taking into account these aspects, as the next Subsections
will explain in details.

3.1 Software Architecture

The Erlang Robotic Framework proposed in this paper is composed
of a set of software modules organised according to the architecture
depicted in Figure 2. It is a layered architecture formed by six
different levels: Native, Interface, Driver, Logic, Control and
Intelligence. The four bottom layers provide the functionalities of
both S- and A-block, while the two top layers correspond to the
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R-block. As it is quite usual in any layered architecture, low-level
layers deal with hardware details and device characteristics, while
approaching to higher layers implies more abstract and application-
oriented functionalities.

As Figure 2 shows, each layer is composed of several software
modules; the ones depicted in the Figure represent a subset of those
that can be really found in a mobile robot using the framework,
even if some of them are always present: motion, motor driving
and positioning modules are obviously mandatory—otherwise such
a robot could not be considered “mobile”—as well as those imple-
menting the robot’s strategy. All the other modules can be added on
the basis of the sensors, actuators and functionalities needed by the
specific mobile robot application to be built. In any case, the main
and important aspect to be dealt with is to make the module pro-
viding the right interface by placing it in the right layer, according
to its characteristics.

The lowest level of the architecture is the Native layer. It con-
tains some native code (C code) needed for a direct interface with
the hardware. In general, in a mobile robot, peripheral devices
(sensors and actuators) are connected to the main CPU using I/O
ports or a serial link. The latter can be a classical RS232 inter-
face or a point-to-multipoint RS485 bus3. To this purpose, we pro-
vide two embedded Erlang drivers written in C, ioport edrv and
serial edrv: they allow Erlang code to access to respectively I/O
ports and serial lines. If the robot is also equipped with one or
more webcams (in general connected via USB), another driver—
vision edrv—embeds the functionalities for webcam interface and
image manipulation [1]. As it has been said before, only modules
of the Native layer are written in C language; all the other ones in
the overall architecture are fully written using Erlang.

Embedded drivers of the Native layer are exploited by modules
belonging to the Interface layer. They essentially permit access to
native modules by providing functions such as reading/writing an
I/O port, sending a byte, sending a string, receiving a string with
a certain timeout, performing a complete request/reply transaction
(with timeout), etc. Moreover they regulate concurrent access to
low-level interfaces—if needed—by properly serialising both mes-
sages and complete transactions.

While the Interface layer provides I/O low-level functionalities,
the Driver layer hosts modules dealing with the details of each spe-
cific external device, sensor or actuator, which is in turn connected
through a serial line or an I/O port (with the exception of the vi-
sion module that instead directly uses the services of vision edrv).
As Figure 2 shows, a module exists for each specific peripheral.
Such a module (i) uses the services provided by one of the mod-
ules of the Interface layer, on the basis of the type of connection of
the peripheral itself; (ii) implements the protocols and interactions
needed by the specific peripheral; (iii) provides higher layers with
a set of functions that specifically deal with functionalities rather
than device/peripheral details. These aspects, which are supported
by any module of the Driver layer, are very important since they
are responsible for providing the right decoupling degree, as de-
scribed in Section 2. As an example, the modules for motion con-
trol are interested only in setting the desired speed and direction of
the robot: it is the task of the Motion Driver to convert such data
into proper values to be sent to wheels, since it knows the structure
and the kinematic model of the robot. Should the driving structure
change (e.g. from differential drive to steering), only the Motion
Driver has to be replaced, while the overall logic and control sys-

3 RS485 connection is more convenient when several devices need to be
connected to the same CPU; in this case, by using only one serial port,
it is possible to drive several peripherals in a master-slave (request/reply)
fashion.

tem remain the same. This specific aspect will be discussed with
more details in Section 3.2.

The services provided by the Driver modules are then exploited
by the Logic layer which is the boundary of the S- and A-block:
upper layers belong to the R-block and thus deal with control,
reasoning and planning functions. The Logic layer is responsible
of translating functions from device-specific to application-specific
(for sensors), and vice versa (for actuators). The description of
some of the modules of such a layer provides a better understanding
of its functionalities. Indeed, while the Distance Driver provides
functions to obtain a distance measure from data acquired by the
sensor, the Distance Logic module discriminates the presence of
the obstacle by using a suitable threshold, which depends on the
type of obstacle to be recognised. In a similar way, while the Servo
Driver implements functions to set a given servo-motor to a certain
position in degrees, the Action Logic can allow upper layers to
use symbols to specify certain actions, corresponding to pre-fixed
positions, e.g. “arm up”, “arm middle”, “window open”, etc.

The Logic layer also includes the Position Estimator module,
which has the role of determining the (absolute) position of the mo-
bile robot in the reference environment. To support such a function-
ality, this module obtains information from the Motor Driver mod-
ule, expressed as encoder ticks measured at wheels, and/or from
Beacon Driver, which uses a triangulation methodology (by means
of GPS, ultrasounds or laser beams). Both these data—encoder
ticks and measure from beacons—are translated and interpolated
by the Position Estimator thus providing a more or less accurate
measure of the robot’s position.

The next two layers belong to the R-block and are Control and
Intelligence. The former, Control, implements feedback loops re-
quired to ensure that some actions are performed as desired. It may
include many modules which mainly depend on the target appli-
cation, but in any case, since we’re dealing with mobile robots,
it will surely provide functionalities for motion control. As Fig-
ure 2 shows, two modules are always present in the Control layer:
Motion Control and Path Control. They are fundamental to ensure
that the robot is moving according to the right desires of the up-
per layer. The former exports a set of primitives to perform simple
motion steps, such as moving forward or backward by a certain
amount, forward(Distance) and forward(-Distance), rotate
of a certain angle, rotate(Degrees), or reach a certain absolute
point in the environment, goto(X,Y). The Path Control module,
instead, performs a control action to let the robot follow a certain
path, specified as a list of commands or {X, Y } coordinates; the
control action terminates when all the steps in the path have been
completed and the last target has been reached, or an exceptional
condition has occurred, as, for example, the presence of an obsta-
cle.

The second layer of the R-block, which is the highest of the
architecture, is the Intelligence, which includes modules for im-
plementing and controlling robot’s strategy by means of high-level
rules. The strategy is supported by ERESYE [11], an Erlang-based
inference engine that allows expert systems to be written by means
of production rules specified as Erlang function clauses, and ma-
nipulating a knowledge base of facts expressed as Erlang tuples or
records. As it happens in classical expert systems [7, 6, 9], rules are
activated by means of facts asserted into the knowledge base. This
is also the way in which underlying layers detect the occurrence
of an event that can be of interest of the Intelligence layer: if, for
example, a path is entirely covered, an obstacle has been detected,
an object has been recognised, etc. a proper fact is asserted in the
knowledge base; if a rule specifies a triggering on such a fact asser-
tion, this rule is immediately executed, thus making the robot able
to perform actions needed to promptly respond to the event.
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Figure 3. Software and Hardware Modules for Robot Motion

Facts are also used to specify a model representing the reference
environment, in order to make the strategy aware of the structure
and the objects populating the world in which the robot lives.
Therefore, rules are in general written by specifying a triggering
based on the occurrence of certain events when the environment is
in a certain state and/or the robot is present in certain zones of the
environment itself. By using a proper set of rules, it is thus possible
to implement a strategy driving robot’s behaviour towards the goal.
This obviously depends on the type of the goal and the application
to be performed. The case study reported in Section 4 will report
more details on strategy design by showing a concrete example.

3.2 Generalisation and Behaviours

As it has been remarked many times in the discussion made above,
one of the key aspects of the proposed architecture is to allow a
fast and easy reuse of software components, not only for different
kinds of mobile robotic applications but also when some changes in
the mechanical structure—or in sensors and actuators—of the robot
are needed. This objective is achieved thanks to both the layered
structure and a strong use of the concept of “behaviours”, which
is proper of the Erlang/OTP system; this is exploited to separate
general from specific functionalities of modules.

In detail, each module of the architecture in Figure 2 is com-
posed by two sub-modules: one representing the behaviour and ex-
porting generic functions, and another implementing the callbacks
for specific purposes. The interface that each module makes avail-
able to upper layers comes from the behaviour; the latter in turn
calls the implementation written in the specific sub-module, invok-
ing the corresponding callbacks. Should some structural changes
be needed in the robot, only the specific part has to be replaced,
without needing to intervene on any other module of the architec-
ture. The following description of the internal composition of mod-
ules involved in robot motion, which is also depicted in Figure 3,

will clarify this generalisation aspect, highlighting the advantages
it provides in robotic applications.

Before dealing with the software infrastructure, it is worthwhile
highlighting that the most general analytical model for robot mo-
tion is based on two different scalar speeds: the linear speed v
and the rotational speed ω (see Figure 3). Then, on the basis of
the mechanical implementation, i.e. number of motors, number
of fixed and steering wheels, type of driving (steering, omnidi-
rectional, differential), a kinematic model is derived to convert v
and ω into the values of speed (and/or steering degree) to be sent
to motors. For this reason, the general part of the Motor Driver,
that is the gen kinematics behaviour in Figure 3, offers the function
set speed to allow higher layers to set the values of v and ω of
the robot. In turn, the gen kinematics behaviour forwards the call
to the callback module, whose code instead strongly depends on
the robot’s structure; in particular, in both the robots we built in the
last two years, we used differential driving, i.e. two independent
wheels, with motors, and a third passive spheric wheel. Therefore,
to correctly drive the robot, the values of v and ω have to be con-
verted into the speeds for the left and right wheels, vL and vR [10].
To this aim, the specialised part of the Motor Driver is made of
the differential driving callback module, whose set speed call-
back function—invoked by gen kinematics—implements the for-
mulas to convert v and ω into vL and vR.

After performing such a conversion, the resulting wheel’s
speeds have to be sent to the hardware board—the motor con-
troller [8]—entailed with the task of setting and controlling such
speeds. In our implementation, as Figure 3 reports, this board is
connected to the main system via a RS485 line and uses a re-
quest/reply serial protocol, designed ad–hoc: driving the board
thus implies to program its registers by means of proper “read-
/write-register” messages. However, various protocols may coexist
in the same bus or even the motor controller could be replaced
with another one using a different protocol; for this reason, also
the communication through serial lines has to be implemented by
separating general-purpose functionalities from specialised com-
munication activities. To this aim, the io485 module is organised
with the gen io485 behaviour which passes function calls to a
callback module. Since the protocol is implemented in the spe-
cialised part, the gen io485 behaviour exports a single function,
protocol transaction, that takes, as parameter, a tuple indicat-
ing the transaction to be executed and the relevant parameters. As
Figure 3 shows, in order to set the wheel’s speed we have to write
vL and vR into the registers 10 (hex) and 11 (hex), respectively. To
this aim, the protocol transaction function is invoked, by the
differential driving callback module, with a tuple specifying the
transaction type (write registers), the number of the first regis-
ter to be written, and the list of values to be written. Such a tuple is
then interpreted in the callback module (simple io485 proto) that
is able to convert the command into proper serial protocol mes-
sages. The reader can clearly understand that, should the protocol
change, the designer needs only to replace simple io485 proto with
the proper code.

3.3 Configuration and Supervision

The discussion above about the software structure based on Erlang
behaviours highlights that the whole framework is organised as an
Erlang/OTP application in which each module of the architecture
in Figure 2 runs as an Erlang process. Such a family of processes
are then grouped and controlled by a supervisor, in order to give the
application a sustainable level of fault-tolerance.

Since each process is made of a general-purpose behaviour and
a specialised callback module which may change on the basis of
the target robotic application, an external configuration file is em-
ployed to specify the names of the callback modules bound to each
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�
1 [{modules , [{ gen_io485 , simple_io485_proto},
2 {gen_kinematics , differential_driving},
3 {gen_servo , servo_on_io485},
4 ...
5 {gen_motion , iosfl_control},
6 {gen_path , simple_path}]},
7 {eresye_engine , caesar_engine},
8 {max_speed , 50},
9 {min_speed , 12},

10 {rotation_speed , 12}
11 ...
12 ].

�� �

Figure 4. An Example of the Configuration File

Figure 5. Caesar: the robot built by DIIT Team at Eurobot 2007

single behaviour. At application startup, the supervisor reads such a
configuration file4, and runs the processes bound to each behaviour,
suitably providing, to each process, the name of the corresponding
callback module. Refactoring an existing application by changing
one or more specialised modules simply implies to patch the con-
figuration file by modifying the names of the callback module(s) to
be replaced.

As a reference, Figure 4 shows an example of such a configu-
ration file. As the reader can note, the configuration file includes
not only the names of the callback modules to be used, but also
some other property variables that can be freely specified by the
programmer and exploited to set relevant constants to be used in
the program code.

4. Case Study: Caesar, the Robot
As a case-study, we will show some code snippets from the module
which implements the intelligence of the robot we built to partic-
ipate to the Eurobot 2007 Competition (http://www.eurobot.
org). This is a competition reserved to students and young enthu-
siasts, and requires participants to build a robot which has to per-
form a specific task. Such a task is different for each year; as for
the 2007 edition, the objective was to gather some garbage and put
it into differentiated bins: two robots, one per team, had to play a
match on a playing field in which some cans, bottles and batter-
ies, suitably painted with different colours, were placed in certain
positions. Each type of garbage had to be gathered and put into
the corresponding bin, all within the match duration which was 90
seconds (for more information about the rules, please check the Eu-
robot web site at the URL above).

4 The name of the file is specified in a proper option of the command line
that launches the emulator.

�
1 -module ( caesar_engine).
2 -compile ([ export_all]).
3
4 start (Engine , { start } = F) ->
5 eresye:retract (Engine , F),
6 eresye:assert (Engine , [{ picked_batteries , 0},
7 {first_step}]),
8 gen_path :go (Engine , [{ forward , 100} ,
9 {goto , 100 , 1800} ,

10 {goto , 800 , 1800}]).
11
12 obstacle_avoidance (Engine , { obstacle } = F1) ->
13 {StepsDone , StepsToDo} = gen_path :stop (),
14 eresye:retract (Engine , F1),
15 % ... avoid obstacle
16 gen_path :go (Engine , StepsToDo).
17
18 first_step (Engine , { first_step},
19 {done} = F2)
20 when not "[{ to_pick_battery}]";true ->
21 eresye:retract (Engine , F2),
22 case gen_vision:find_objects ( battery ) of
23 [] ->
24 eresye:assert (Engine , { no_batteries});
25 Objects ->
26 RelObjects =
27 vision :nearest_object ( Objects ),
28 AbsObject =
29 gen_position:local_to_global(RelObjects),
30 gen_path :go (Engine ,
31 {goto , AbsObject#position .x,
32 AbsObject#position .y}),
33 eresye:assert (Engine , { to_pick_battery})
34 end;
35 %
36 first_step (Engine , { first_step} = F1,
37 {no_batteries} = F2) ->
38 eresye:retract (Engine , [F1 , F2]),
39 eresye:assert (Engine , { second_step});
40 %
41 first_step (Engine , { first_step} = F1,
42 {done} = F2,
43 {to_pick_battery} = F3) ->
44 eresye:retract (Engine , [F1 , F2 , F3]),
45 gen_action: perform ({ pick_battery}),
46 {_, NB} =
47 eresye:extract (Engine , { picked_batteries , ’_’}),
48 eresye:assert (Engine , [{ picked_batteries , NB + 1},
49 {second_step}]).

�� �

Figure 6. Some Rules of Caesar’s Strategy

The Department of Computer Engineering and Telecommuni-
cation of the University of Catania participated to the competi-
tion with a team of students, called Eurobot DIIT Team (http:
//eurobot.diit.unict.it). The robot built, called Caesar and
shown in Figure 5, uses a webcam to recognise objects and pliers to
pick them. Of course, software to control the robot has been writ-
ten in Erlang by means of the robotic framework described in this
paper.

As for the strategy, we decided to establish some fixed positions
to be reached, in the playing area; when the robot reaches such po-
sitions, it uses the vision system to check the presence of objects to
be picked up. Following this approach, we wrote some production
rules to be processed by the ERESYE engine5. A selection of such
rules is reported in Figure 6 and described below.

The first rule, start, is triggered when the fact {start} is
asserted; this correspond to robot activation and thus the code of
the function will execute the initial steps of the robot’s strategy.

5 Rules for ERESYE engines are written using standard Erlang function
clauses; see [11] for further details.
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Since the first aim of the robot is to gather batteries6, the rule
asserts the facts {picked battery, 0}, to track the number of
batteries picked, and {first step}, to indicate that the first step
of the strategy is going to be performed. Then the function go of
the gen path module is invoked in order to make the robot follow
a certain path, which is specified in the list given as the second
parameter; the first parameter of the function call is instead the
name of the inference engine processing the rules: this is required
since the gen path module automatically asserts the fact {done}
when it completes the given path.

The second rule appearing in the listing, obstacle avoid-
ance, is triggered each time the robot meets an obstacle in its
travel; this event is recognised by the Distance Logic module,
which immediately asserts the fact {obstacle} in the knowledge
base. When the rule is triggered, it obtains the path steps that are
not yet completed, performs obstacle avoidance (not detailed in the
listing), and then restarts by executing these remaining path steps.

If the path completes (the {done} fact is asserted), the rule
in line 19 is triggered; in this case, the robot activates the vi-
sion system to check if one or more batteries are present in
front of it. The list of objects found is returned by the function
gen vision:find objects: if it is empty (line 24), no objects
are on the way, so we assert the fact {no batteries}; this causes
rule in line 37 to be triggered which, in turn, activates the sec-
ond step of the strategy (not shown in Figure 6) by asserting
the fact {second step}. On the other hand, if some batteries
have been found (line 25 and subsequents), the nearest one is de-
tected, its coordinates are translated in the global (inertial) refer-
ence system7 and the robot moves towards it; moreover, the fact
{to pick batteries} is also asserted. The rule in line 42 is trig-
gered when the path towards the battery is completed: the robot
now should be near the battery, so we can activate the pliers to pick
the object, update the number of picked batteries and finally pass
to the next (second) step of the strategy.

4.1 Results at Eurobot 2007

The usage of such a framework to write the control software for our
robot at Eurobot 2007 was a winning strategy. Our team scored the
14th position over more than 50 teams coming from all over the
world, after passing the qualification phase and losing the 8th final
match. Many of the other robots had sophisticated and complex
hardware, but most of them had problems with control software,
mainly because it usually was a spaghetti–like C/C++ code, with
many interleaving threads, global locks and so on.

Many robots lost all references to the environment in case of
a collision with another robot, and were not able to effectively
continue the match. Some of them had silly troubles due to the
usage of silly operating systems, while we didn’t experience any
problem at all with the Debian GNU/Linux used upon Caesar.

Because of some hardware problems, we had to refactor our
robot (a couple of times, indeed!), excluding some actuators and
replacing a couple of sensors. The modularity of the robotic frame-
work described in this paper allowed us to rewrite just a small por-
tion of control code, and just that code which had to cope with those
sensors and actuators, with no changes to other modules and min-
imal changes to the strategy (just the changes needed to exclude
some rules or include new ones). As a result, we were able to con-
centrate our efforts into finding a winning strategy, without directly
dealing with low–level details.

On the other hand, writing control code in a high–level language
such as Erlang makes it more readable and more expressive, espe-

6 Batteries score 3 points, while other type of garbage scores only 1 point.
7 The vision system returns a list of objects, together with their coordinates
determined in the robot’s reference system.

cially at the strategy level. The code itself documents what kind
of action it is going to perform, and changes to rules are directly
mapped into changes in the corresponding function clause, making
all the refactory process as easy to implement as it is easy to reason
about it.

5. Conclusions and Future Work
This paper has described an Erlang framework, designed by the au-
thors, to program the control and intelligent parts of an autonomous
mobile robot.

The framework features a layered structure in which the hard-
ware drivers and control details are decoupled from high-level in-
telligence and strategy concerns. The software modules belonging
to the various layers are organised by using Erlang behaviours,
thus allowing a clear separation between general-purpose and
application-specific parts. This structure facilitates the immediate
identification of the code/module that deals with a specific func-
tionality, thus permitting not only rapid prototyping, but also a
fast code refactoring when some application requirements should
change or some hardware parts need to be replaced, together with
the relevant driver code.

The noted advantages have been practically experienced during
the building of the robot used for the Eurobot 2007 competition; in
fact, the design and implementation of such a robot have required
to rethink many choices and therefore to patch and refactor the code
just-in-time. To this aim, the intrinsic characteristics of Erlang,
together with the flexibility introduced by the architecture of the
robotic framework, have been a fundamental help to make the robot
ready to work in time as desired.

Undoubtedly, robotics is a quite new application area for this
language8: the Erlang language and the OTP platform have proven
to be effective. In any case, during the utilisation of the framework,
some interesting issues arose, the most important of which is the
unpredictability of the Erlang scheduler. Indeed, in robotic appli-
cations, control loops often require to execute repetitively with a
pre-fixed period and according to a given deadline; this timing pa-
rameters are due to the control dynamics and thus affect the way in
which control actions can be properly executed. Ensuring that the
period and the deadline are always met during program execution
requires a predictable behaviour of the system and, in particular, a
support for hard real-time periodic scheduling. Such a problem, for
an Erlang application, is being analysed and a solution is currently
being developed, which will be the subject of future papers.
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