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ABSTRACT

Colonoscopy is an important screening procedure for col-
orectal cancer. During this procedure, the endoscopist vi-
sually inspects the colon. Currently, there is no content-
based analysis and retrieval system that automatically an-
alyzes videos captured from colonoscopic procedures and
provides a user-friendly and efficient access to important
content. Such a system will be valuable for endoscopic re-
search and education. The first necessary step for the analy-
sis is parsing for semantic units. Since the characteristics of
colonoscopy videos differ from those of videos studied in
the literature, we introduce a new video parsing framework
that includes (i) a new scene definition and a new video pars-
ing paradigm and (ii) a novel scene segmentation algorithm
using audio analysis and finite state automata to recognize
scenes and associated boundaries. Our experimental results
show average precision and recall of 95% and 81% for pars-
ing scenes, respectively. The framework is extensible to
videos captured from other endoscopic procedures such as
upper gastrointestinal endoscopy, enteroscopy, cystoscopy,
and laparoscopy.

Keywords: Content-based analysis, scene segmentation, med-
ical image processing.

1. INTRODUCTION

Colorectal cancer is the third most common human malig-
nancy and the second leading cause of all cancer deaths
behind lung cancer in the United States [1]. As the name
implies, colorectal cancers are malignant tumors that de-
velop in the colon and rectum. The survival rate is higher
if the cancer is found and treated early before metastasis to
lymph nodes or other organs occurs. However, less than 40
percent of colon cancers are discovered at an early stage.
Colonoscopy allows for inspection of the entire colon and
provides the ability to perform a number of therapeutic op-
erations (e.g., polyp removal) during a single procedure.

Despite a large body of knowledge in medical image
analysis, very little research has been conducted to analyze

colonoscopy videos or to provide a user-friendly and effi-
cient access to important images and video segments from
such videos [2]. Analyses of biopsy images and Computer
Assisted Tomography images for virtual colonoscopy have
been conducted (e.g., [3, 4, 5, 6]). However, these images
are significantly different from images of colonoscopy videos.

Video parsing structures a video into important seman-
tic units: scenes, shots, and key-frames. Recent years have
seen many video parsing techniques for produced videos
(i.e., news, sports, movies, etc). None were developed for
videos generated from endoscopic devices. For produced
videos, a shot is defined as a collection of frames (still im-
ages) recorded in a single camera operation. A scene is
a high-level, meaningful aggregate of shots [7]. Existing
scene segmentation techniques [7, 8, 9] utilize visual and/or
audio properties and unique patterns of produced videos to
cluster shots into scenes. Since frames are grouped into
shots, and shots are clustered into scenes, we call the exist-
ing video parsing paradigm a bottom-up parsing paradigm.

The bottom-up paradigm is not suitable for colonoscopy
videos due to the following reasons. First, the application of
the existing definitions of shots and scenes to colonoscopy
videos will result in only one shot and one scene per video
since the camera at the tip of the endoscope remains on
throughout the entire procedure. Second, colonoscopy videos
do not have prominent visual patterns such as those used in
existing scene segmentation for produced videos. In this pa-
per, we introduce a new framework for parsing colonoscopy
videos. The framework includes (i) a new scene definition
and a new paradigm for parsing colonoscopy videos and (ii)
a novel scene segmentation algorithm based on audio anal-
ysis and speech recognition using domain knowledge and
finite state automata.

The remainder of this paper is organized as follows.
Section 2 provides background on colonoscopy. Section 3
presents the details of the new parsing framework and the
performance of our scene segmentation. Finally, we offer
our concluding remarks in Section 4.
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Fig. 1. The colon endoscopic segments: 1-cecum, 2-
ascending colon, 3-transverse colon, 4-descending colon,
5-sigmoid, 6-rectum

2. BACKGROUND ON COLONOSCOPY
The colon is a hollow, muscular tube about 6 feet long, as
illustrated in Fig. 1. A normal colon consists of six impor-
tant parts: cecum with appendix, ascending colon, trans-
verse colon, descending colon, sigmoid and rectum. During
a colonoscopic procedure, the tiny video camera at the tip of
the instrument generates a video signal of the internal mu-
cosa of the colon. The endoscopist interprets the video data
and acts based on his/her knowledge regarding the condition
of the patient combined with his/her colonoscopic expertise.
A colonoscopic procedure consists of two phases: insertion
phase and withdraw phase. During the insertion phase, the
endoscopist rapidly advances the tip of the endoscope to the
most proximal location possible (cecum or terminal ileum).
Careful mucosal examination, biopsy and therapeutic oper-
ations are typically performed during the withdrawal phase
when the endoscope is gradually withdrawn.

3. NEW FRAMEWORK FOR PARSING
COLONOSCOPY VIDEOS

We define a scene as a segment of visual and audio data that
correspond to an important part of the colon. Since a typical
colon has six different parts and as the terminal ileum is also
reachable during endoscopy, in a complete colonoscopy, a
total of thirteen scenes are expected, as shown in Fig. 2.
To apply this new scene definition to other endoscopic pro-
cedures, we only need to change “colon” to the organ of
interest. We define a shot as a segment of visual and audio
data (in the same scene) with similar visual property. In this
paper, we focus on scene segmentation.
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Fig. 2. Scenes of a colonoscopy video

3.1. Top-down Parsing Paradigm

The proposed top-down parsing paradigm is depicted in Fig.-
3(a). Unlike the bottom-up paradigm in Fig. 3(b), scene seg-
mentation is performed first to divide a colonoscopy video
into a number of scenes based on the new scene defini-
tion. Given the scene boundaries, shot boundaries and key-
frames can be determined.
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(a) Proposed Top-down Parsing Paradigm (b) Existing Bottom-up Parsing Paradigm

Fig. 3. Top-down parsing vs Bottom-up parsing

3.2. Scene Segmentation Algorithm

Because of camera movements, patient’s conditions, and
different ways an endoscopist can maneuver the endoscope,
visual properties are insufficient for scene segmentation. In
this paper, we investigate an alternative approach that uti-
lizes the audio signal of the endoscopist’s comments and
domain knowledge for scene segmentation. We developed
a capturing system that allows recording of both the video
signal from the endoscopy unit and the endoscopist’s dic-
tation when the tip of the endoscope is moving from one
colonic segment into the next in real-time. To facilitate
scene segmentation, we propose a set of reserved terms to
be spoken by the endoscopist during the colonoscopic pro-
cedure. For example, during the insertion phase, the endo-
scopist speaks specific terms, such as “Entering rectum”,
“Leaving rectum, entering sigmoid”, “Leaving sigmoid, en-
tering descending colon”, “Leaving descending colon, en-
tering transverse colon”, “Leaving transverse colon, enter-
ing ascending colon”, “Cecum”, and “Entering terminal
ileum”, to indicate the current position of the video camera.
These terms were tested and found practical. The overview
of the scene segmentation algorithm is depicted in Fig. 4.
The details of each phase of the algorithm are as follows.

Phase 1: Audio Frame Classification: This phase clas-
sifies each audio frame into four types: Silence, Marker,
Speech, and Background. Silence is assigned to audio frames
with very low amplitude whereas Speech is assigned to au-
dio frames with the endoscopist’s voice. Marker is for audio
frames with a special sound pattern indicating the change
in the status of the microphone. Background is assigned
to audio frames with unvoiced speech such as background
voice of the paging system, electrical noise of the micro-
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Fig. 4. The proposed scene segmentation algorithm

phone. We extract four audio features: Short-Time Energy
(STE), Zero-Crossing Rate (ZCR), Pitch (R), and Spectrum
Flux (SF), from each audio frame [10]. We determine an
appropriate threshold for each of the four features via ex-
periments. We use these thresholds to determine the type
of each audio frame as follows. For each frame, if the STE
value is less than the threshold for STE, the frame is clas-
sified as Silence. Otherwise, we check the ZCR value of
the frame. If the value is below the threshold for ZCR,
this frame belongs to Marker. Otherwise, we check the
R and SF values. If the R value is larger than the threshold
for Pitch and the SF value is smaller than the threshold for
SF, we classify this frame as Speech. The frame that has
not assigned to any of the above categories is classified as
Background. Hereafter, a classified audio frame is called
a frame token.

Phase 2: Speech-Segment Detection: This phase lo-
cates the speech segment based on frame tokens using a
Finite State Automaton (FSA) shown in Fig. 5. The FSA
recognizes the following regular expression of the types of
the frame tokens: Marker+ · (Speech∨Background)+ ·
Marker+. This expression denotes a pattern that starts
with one or more Marker tokens, followed by one or more
Speech or Background tokens, and ended with one or more
Marker tokens.
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Fig. 5. Finite state automaton for speech segment detection

Phase 3: Speech Recognition: This procedure accepts
the speech segment as input and outputs the correspond-
ing text transcript. In our implementation, we use Sphinx 2
speech recognition software. Other speech recognition en-
gines can be used. The output of this phase is the associated
text transcript of each speech segment.

Phase 4: Scene Identification: This phase aims to iden-
tify the name of the scene using the text transcript from

Phase 3 and domain knowledge. We employ another Finite
State Automaton (see Fig. 6) to classify recognized words
into six categories as follows: Location, Action, Position,
Abnormal, Error, Unused categories. For instance, the loca-
tion category include words describing important anatomic
landmarks of the colon such as cecum and terminal ileum.
The action category includes words indicating the action of
the endoscopist such as “entering”. The position category
consists of words indicating the position of the camera such
as “begin” and “end”. The abnormal category has the terms
indicating abnormality such as “polyp” and “cancer”. The
unused category includes non-communicative words such
as “uh”. The automaton recognizes the following regular
expression: (Action ∨ Position)∗ · Location. This ex-
pression represents a pattern that starts with zero or more
Action or Position, followed by exactly one Location.
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Fig. 6. Finite state automaton for scene identification

Based on the transcript and the timestamp of each speech
segment, we obtain the scene boundaries as follows. Start-
ing from the first speech segment, we locate the nearest
speech segment that has the same name (e.g., “rectum” in
“entering rectum” and in “leaving rectum, entering sigmoid”).
The starting time of the former speech segment and the end-
ing time of the latter speech segment indicate the scene
boundaries. To extend this phase to process videos from
other endoscopic procedures such as upper gastrointestinal
endoscopy, we only need to add appropriate terms in the lo-
cation category: esophagus, stomach, and duodenum. Sim-
ilarly, the endoscopist can use different terms for other cate-
gories such as the abnormal categories to reflect the standard
of terms acceptable within that community.

3.3. Performance of Scene Segmentation

We implemented the scene segmentation algorithm in C++.
Our segmentation software uses an open source audio/video
multiplexer to separate the visual stream from the audio
stream. Another open source audio decoder is incorporated
to decode MPEG-2 Layer II into raw samples and to per-
form down-sampling on the raw samples so that they are
acceptable by Sphinx speech recognition. The recognition
engine uses acoustic models constructed from the training
data of over 35 videos. All videos were captured by the
same endoscopist. The two finite state automata, the terms,
and the categories used in the scene identification phase are



stored in a configuration file. The file is read by the seg-
mentation software as an input. Hence, the segmentation
software can be extended to recognize other videos of other
endoscopic procedures by modifying the configuration file.

Table 1 demonstrates the effectiveness of the scene seg-
mentation program. We use scene boundaries determined
manually as the reference. For each video, the value in
the Relevant column indicates the number of correct scenes
identified by the program whereas the value in the Irrelevant
column denotes the number of scenes incorrectly detected
by the program. The value in the Missed column shows the
number of correct scenes that are undetected by the pro-
gram. Two performance metrics, recall and precision, are
computed as follows. Recall is defined as the ratio of the
value of Relevant to the sum of the corresponding Relevant
and Missed values. Precision is defined as the ratio of the
value of Relevant to the sum of the corresponding Relevant
and Irrelevant values. High recall and precision are desir-
able.

Table 1. Precision and recall on twenty videos

ID Relevant Irrelevant Missed Precision Recall
001 8 1 5 0.89 0.62
007 9 1 4 0.90 0.69
009 10 1 3 0.91 0.77
010 11 0 2 1.00 0.85
014 10 1 3 0.91 0.77
015 13 0 0 1.00 1.00
017 9 1 4 0.90 0.69
019 9 1 4 0.90 0.69
020 13 0 0 1.00 1.00
047 9 1 4 0.90 0.69
062 10 2 3 0.83 0.77
133 11 0 2 1.00 0.85
148 12 0 1 1.00 0.92
152 12 0 1 1.00 0.92
163 12 0 1 1.00 0.92
177 8 1 5 0.89 0.62
179 9 0 4 1.00 0.69
185 12 0 1 1.00 0.92
190 10 1 3 0.91 0.77
197 11 0 2 1.00 0.85
Avg 10.40 0.55 2.60 0.95 0.81

The last row of Table 1 shows the average precision and
average recall of 0.95 and 0.81, respectively. The preci-
sion and recall quantitatively indicates that our segmenta-
tion algorithm performs reasonably well. However, some
scenes were not detected. This is mostly because the speech
recognition does not recognize the endoscopist’s voice in-
dicating the location of the tip of the endoscope. Utiliz-
ing visual properties in addition to the audio properties in
the segmentation is potentially helpful to address this prob-
lem. However, new techniques for processing visual fea-

tures are needed because of unique visual characteristics of
colonoscopy videos.

4. CONCLUDING REMARKS

We have presented a new framework for discovering scenes
from videos generated from colonoscopic procedures. New
definitions of scenes along with algorithms for determin-
ing scene boundaries are presented. Experiments on real
colonoscopy videos show the effectiveness of our approach.
The research presented here forms the first step toward build-
ing a scalable content-based video retrieval system for a
large colonoscopy video database. Future works include
investigation on scene segmentation using both audio and
visual properties, benign and malignant lesions detection,
video annotation, video summarization, and video brows-
ing and retrieval.
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