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Abstract. Colonoscopy is an important screening procedure for col-
orectal cancer. During this procedure, the endoscopist visually inspects
the colon. Currently, there is no content-based analysis and retrieval
system that automatically analyzes videos captured from colonoscopic
procedures and provides a user-friendly and efficient access to important
content. Such a system will be valuable as an educational resource for en-
doscopic research, a platform to assess procedural skills for endoscopists,
and a platform for mining for unknown abnormality patterns that may
lead to colorectal cancer. The first necessary step for the analysis is pars-
ing for semantic units. In this paper, we propose a new visual model ap-
proach that employs visual features extracted directly from compressed
videos together with audio analysis to discover important semantic units
called scenes. Our experimental results show average precision and recall
of 93% and 85%, respectively.

1 Introduction

Colorectal cancer is the second leading cause of all cancer deaths behind lung
cancer in the United States [1]. As the name implies, colorectal cancers are
malignant tumors that develop in the colon and rectum. The survival rate is
higher if the cancer is found and treated early before metastasis to lymph nodes
or other organs occurs. Colonoscopy allows for inspection of the entire colon
and provides the ability to perform a number of therapeutic operations during a
single procedure. During a colonoscopic procedure, a tiny video camera at the tip
of the endoscope generates a video signal of the internal mucosa of the colon. The
video data are displayed on a monitor for real-time analysis by the endoscopist.
The video data are not typically captured for post review or analysis. We call
videos captured during colonoscopic procedures colonoscopy videos.

To the best of our knowledge, there is no content-based retrieval system
that automatically analyzes colonoscopy videos and provides a user-friendly and



efficient access to important content. Such a system will be valuable as an impor-
tant educational resource for endoscopic research, a platform to assess procedu-
ral skills for endoscopists, and a platform for mining for unknown abnormality
patterns that may lead to colorectal cancer. Colonoscopy videos have unique
characteristics, rendering known definitions of semantic units such as shots and
scenes inapplicable. New definitions are required. Colonoscopy videos contain
many blurry frames due to frequent shifts of camera focus while moving along
the colon. Current endoscopes are equipped with a single, wide-angle lens that
cannot be focused. Sharpness, brightness and contrast of the image therefore are
optimized using the endoscopist’s skills.

We have recently developed a new framework for parsing colonoscopy videos [2].
The framework includes a new scene definition and a novel audio-based scene
segmentation algorithm. In this paper, we introduce a new visual model that
captures a special kind of a cut-like and fade-like pattern appearing frequently
around scene boundaries of colonoscopy videos. The pattern corresponds to the
endoscopist’s action of searching for the next anatomic landmark in the colon.
Our new segmentation algorithm employs visual analysis in compressed domain
based on the visual model together with our audio-based scene segmentation.

The remainder of this paper is organized as follows. Section 2 briefly provides
background on our audio-based scene segmentation and related work. We present
our new scene segmentation algorithm in Section 3. Experimental results are
discussed in Section 4. Finally, we offer our concluding remarks in Section 5.

2 Background and Related Work

We briefly summarize our work on audio-based scene segmentation for colonoscopy
videos. To the best of our knowledge, no visual analysis for scene segmentation
on colonoscopy videos has been investigated. Our observation on these videos
suggests that typical scene segmentation techniques using visual properties de-
veloped for produced videos (e.g., sports, news clips) are not applicable. However,
hard cut and fade detection techniques are relevant and are summarized here.

2.1 Audio-based Scene Segmentation for Colonoscopy Videos

The colon is a hollow, muscular tube about 6 feet long as illustrated in Fig. 1.
A normal colon consists of six important parts: cecum with appendix, ascending
colon, transverse colon, descending colon, sigmoid and rectum. A colonoscopic
procedure consists of two phases: insertion phase and withdrawal phase. During
the insertion phase, the endoscopist rapidly advances the tip of the endoscope to
the most proximal location possible (cecum or terminal ileum). Careful mucosal
examination, biopsy and therapeutic operations are typically performed during
the withdrawal phase when the endoscope is gradually withdrawn.

A scene is defined as a segment of visual and audio data that correspond
to an important part of the colon. Since a typical colon has six different parts
and as the terminal ileum is also reachable during endoscopy, in a complete
colonoscopy, a total of thirteen scenes are expected (see Fig. 2).
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Fig. 1. The colon endoscopic segments: 1-cecum, 2-ascending colon, 3-transverse colon,
4-descending colon, 5-sigmoid, 6-rectum
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Fig. 2. Scenes of a colonoscopy video

Our colonoscopy videos include the video signal from the endoscopy unit and
the endoscopist’s dictation when the tip of the endoscope is moving from one
colonic segment into the next. The endoscopist speaks pre-defined terms during
the colonoscopic procedure to indicate the current position of the video cam-
era. Examples of these terms are “Entering rectum”, “Leaving rectum, entering
sigmoid”. “Leaving sigmoid, entering descending colon”, etc. In addition, the
endoscopist may say terms indicating abnormality such as polyps and cancer.
No patient identifiable information is included in the videos. Our audio-based
scene segmentation algorithm works as follows.

First, audio frames are classified into four types: Silence, Marker, Speech, and
Background. Marker indicates a special sound pattern of the change in the micro-
phone status. To determine the type of each frame, a threshold-based algorithm
using Short-Time Energy, Zero-Crossing Rate, Pitch, and Spectrum Flux is ap-
plied. Only the audio frames of the speech type are given to speech recognition
software that outputs the corresponding text transcript.

We identify the name of each scene and associated boundaries as follows. We
classify recognized words in the transcript into six categories: Location, Action,

Position, Abnormal, Error, and Unused. The location category includes words
describing important anatomic landmarks of the colon such as cecum and ter-
minal ileum. The action category includes words indicating the action of the
endoscopist such as “entering”. The position category has words indicating the
camera position such as “begin” and “end”. The abnormal category has terms
indicating abnormality such as “polyp” and “cancer”. The unused category in-
cludes non-communicative words such as “uh”. Speech segments that cannot
be recognized are assigned to the error category. A finite state automaton that
recognizes the regular expression: (Action ∨ Position)∗ · Location is used to
recognize words spoken at scene boundaries.



Based on the transcript and the timestamp of each speech segment, we obtain
the scene boundaries as follows. Starting from the first speech segment, we locate
the nearest speech segment with the same word in the location category (e.g.,
“rectum” in “entering rectum” and in “leaving rectum, entering sigmoid”). The
starting time of the former speech segment and the ending time of the latter
speech segment indicate the scene boundaries.

2.2 Hard Cut and Fade Detection Techniques for Produced Videos

Hard Cut Detection: A hard cut is a direct concatenation of two shots, which
indicates a temporal, abrupt visual discontinuity in a video. Existing hard cut de-
tection techniques detect significant changes in either intensity/color histograms
[3–5] or edge pixels [6] or motions [7] between consecutive frames.

Fade Detection: A production model of a fade sequence S(x, y, t) of du-
ration T is defined as the scaling of pixel intensities/color of a video sequence
S1(x, y, t) by a temporally monotone scaling function f(t) as in Equation (1)[8].

S(x, y, t) = f(t) × S1(x, y, t), t ∈ [0, T ] (1)

For a fade-in sequence, f(0) = 0 and f(T ) = 1 while f(0) = 1 and f(T ) = 0 for
a fade-out sequence. Typically, f(t) is a linear function. It was observed that a
fade detector based on edge changes does not perform as well as a fade detector
based on changes in standard deviations of pixel intensities [9].

3 New Scene Segmentation Approach

Our proposed scene segmentation consists of two steps. First, we apply our audio-
based scene segmentation algorithm discussed in Section 2.1. However, some
scenes may not be detected because the endoscopist’s speech is not recognized by
the speech recognition software. Domain knowledge about the scenes in a typical
colonoscopy video is helpful in identifying the names of the missing scenes, but
is unable to identify the boundaries of these scenes. We apply visual analysis
based on our new visual model to determine the missing scene boundaries.

3.1 Visual Model for Scene Segmentation

Based on our observations and consultations with our endoscopist, we observe
a specific pattern appearing around 60% of scene boundaries in colonoscopy
videos. We call this pattern the cornering pattern as it corresponds to the en-
doscopist’s action of steering the endoscope around the cornering parts of the
colon (i.e., cecum and terminal ileum, ascending and transverse colons, trans-
verse and descending colons, and descending and sigmoid colons). The cornering
pattern consists of three sequences of images (see Fig. 3). The first sequence is
composed of images with recognized edges. The second sequence has all blurry
images—images with unclear edges. The transition between these two sequences
is quite abrupt like a hard cut in produced videos. The third image sequence



is like a fade-in sequence with a gradual increase in pixel intensities/color and
edges. This sequence happens as the endoscopist starts to recognize some part
of an anatomic landmark and gradually adjusts the camera position to make the
image clearer. Existing production models [8, 10] cannot capture the cornering
pattern. Hence, we propose a new visual model for this pattern. Let S1(x, y, t),
S2(x, y, t), and S3(x, y, t) represent the first, the second, and the third image
sequences, respectively. The spatial dimension is represented by x and y and the
temporal dimension is represented by t. Thus, the cornering pattern S(x, y, t) is
defined in Equation(2).

First sequence

cornering pattern

t1

Images with recognized edges Blurry images

Second sequence Third sequence

Fade-in sequence

t2

Fig. 3. Cornering pattern around a scene boundary

S(x, y, t) = (1 − H(t − t1)) × S1(x, y, t) +

H(t − t1) × (1 − H(t − t2)) × S2(x, y, t) +

H(t − t2) × f(t − t2) × S3(x, y, t) (2)

where t1 denotes the timestamp of the first frame after the first sequence and t2
is the timestamp of the first frame after the second sequence (see Fig 3). H(t) is
a function that outputs 1 when t ≥ 0 and 0 otherwise. When t < 0, f(t) produces
zero; otherwise, the function is a temporally scaling function. This function is
typically not a linear function as in the case of a production model for a typical
fade sequence.

3.2 Feature Extraction and Analysis

Since our colonoscopy videos are already encoded in MPEG-2, we extract visual
features directly from the compressed videos to reduce the segmentation time.
We first obtain a DC-image from the Y-color plane (intensity) of each frame
using the technique in [11]. A DC-image is a spatially reduced version of the
original image. We compute the standard deviation of DCT coefficients in each
DC-image. This is based on our observation that the distribution of the standard
deviations of the DC images in the cornering pattern often follows the pattern in
Fig. 4. That is, the standard deviation of each DC-image in the second sequence
is generally small and smaller than those of the frames in the other two sequences.
We call the second sequence monotone sequence. We observe that the standard
deviations of the frames in the fade-in sequence can be modeled using a curve
fitting method. We choose a linear regression model to describe the standard
deviations of the frames in the third sequence by one or more linear functions.
The challenge is to find the ending frame of each linear curve automatically.
Hence, the scaling function f(t) in Equation(2) may be a combination of one or
more linear functions.
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Fig. 4. Pattern of standard deviations of DC images in the cornering pattern

3.3 Scene Boundary Detection Algorithm

Step 1: Preprocessing: Since more than 99% of the scene boundaries fall
in the speech segments, we restrict visual analysis on the video segments
corresponding to the endoscopist’s speech segments excluding those that
contain the keyword in the abnormal category. This is because the terms in
this category are very specific and irrelevant to scene boundaries. Next, we
apply the filter that removes the black area (the area with DC coefficients
below a threshold) surrounding the useful portion of the image (see Fig. 5)

Fig. 5. Captured image and image after removal of the black surrounding region

Step 2: Detection of a monotone sequence: A sequence of consecutive frames
is declared as a monotone sequence if it has at least a pre-defined minimum
number of consecutive frames with the standard deviation of each of these
frames below a monotone threshold.

Step 3: Hard Cut Detection: To check a discontinuity between the first se-
quence and the monotone sequence, we use a sliding-window of size 2w + 1
consecutive frames. We first position the center of the sliding window at the
frame immediately before the first frame in the monotone sequence. We de-
rive a sequence of bin-wise histogram differences between DC-images of two
consecutive frames in the window. We declare a hard cut at the center of
the sliding-window if the histogram difference of the two consecutive frames
at the center is the largest within the window, and the ratio between the
largest difference and the second largest difference in the window is larger
than a predefined hard-cut ratio. If a cut is not found, we slide the window



away from the monotone sequence by one frame. The same process is re-
peated until a cut is found or a given number of frames before the monotone
sequence have been checked. In the latter case, no hard cut is detected.

Step 4: Detection of a fade-in sequence: We check whether two linear curves
fit well with the standard deviations of the coefficients of DC-images after
the monotone sequence using the algorithm in Fig. 6.

/* Let σi be the standard deviation of the coefficients in the DC-image of frame i */
e := frame ID of the last frame in the monotone sequence
i := 0; c := 0;
repeat

n := 2; /* consider the ending frame of the previous sequence and n

subsequent frames */
repeat /* correlation coefficient value is in the range [0, 1] */

r
2
1 is a correlation coefficient of σe, . . . , σe+n

r2
2 is a correlation coefficient of σe, . . . , σe+n+1

n := n + 1;
while r

2
1 − r

2
2 < (0.05 · r2

1) /* the change in correlation values is small */
if r2

1 > 0.8 then c := c + 1; /* a linear curve fits well with the values*/
i := i + 1; e := e + n;

while i < 2;
if c = 2, a fade-in sequence is detected

Fig. 6. Fade-in sequence detector for a cornering pattern

Step 5: Boundary Identification: If both a monotone sequence and a fade-
in sequence are detected, the scene boundary is declared at the first frame
after the ending frame of the fade-in sequence. However, if a hard cut and
a monotone sequence are detected without the fade-in sequence, we declare
the scene boundary at the hard-cut location.

4 Performance Study

We first obtain appropriate parameter values for the proposed visual analysis
technique using a training set of ten colonoscopy videos. Like scene boundaries
for produced videos, scene boundaries for colonoscopy videos are also subjective.
Since the movement of the camera is slow, the anatomic landmark used for scene
boundary identification by the endoscopist appears in several frames. Therefore,
if the software detected boundary is within two seconds from the boundary deter-
mined by the endoscopist, we treat the detected boundary as a correct boundary.
A detected scene is considered correct if both of the detected boundaries of the
scene are correct. We measure the following performance metrics.

Recall = Number of correctly detected scenes

Number of actual scenes

Precision
Number of correctly detected scenes

Number of detected scenes

Table 1 shows the performance comparison of the fade-in detector using one
linear curve (“Model 1”), two linear curves (“Model 2”), and three linear curves



(“Model 3”). The fade-in detector with two linear curves produces the highest
precision and recall and is used in the subsequent performance comparison.

Table 1. Effect of fade detection models on the training set

Model 1 Model 2 Model 3

Precision 0.91 0.94 0.86

Recall 0.62 0.78 0.71

4.1 Performance Comparison

Given the best parameter values obtained via experiments with the training set,
Table 2 shows the performance comparison among our audio-based segmenta-
tion (AO), our model approach using features in compressed domain (AV-C),
and our model approach using features derived from pixel intensities of uncom-
pressed videos (AV-U) on twenty colonoscopy videos not included in the train-
ing set. Both model-based approaches outperform the audio-based technique in
terms of recall. AV-C and AV-U found 11 and 15 correct scenes missed by AO,
respectively. AV-U performs slightly better than AV-C because AV-U can bet-
ter detect the boundaries of the terminal ileum scene. On average, AV-C takes
only about a third of the time taken by AV-U to segment a video on the same
machine. Hence, a hybrid approach using AV-U for detecting boundaries of the
terminal ileum scene and AV-C for the other scenes should give the best recall
and precision with the segmentation time in between that of AV-C and AV-U.

5 Conclusion Remarks

We have presented a scene segmentation technique for videos generated from
colonoscopic procedures. The technique employs audio analysis and a new visual
analysis method based on our visual model for colonoscopy videos. Experiments
on real colonoscopy videos show average precision and recall of 93% and 85%,
respectively. Future works include benign and malignant lesions detection, video
annotation, video summarization, and video browsing and retrieval.
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