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Abstract—Cloud storage security has been gaining research interest in recent years. Although considerable work has been conducted

on verifying the integrity of the outsourced data in the cloud, how to efficiently verify the file search results returned from the cloud is still

a challenge to be resolved. Towards this direction, we tackle the verifiable file search problem in this paper. We formulate and solve this

problem by proposing two protocols. The first protocol enables verifying the correctness of the file search result when all users have the

same security privilege in accessing the outsourced data. The second protocol, which builds on the first protocol, further enables user

differentiation, i.e., different users can only access files that fit their security privileges. In our protocols, we employ two key strategies in

enabling file search verifiability. One is to separate all possible filenames into two finite sets and the other is to embed some secret

information in the outsourced data. Further, we leverage the key chaining and recursion mechanisms to enable user differentiation. We

have conducted experiments to validate the effectiveness of our proposed protocols. Our results show that both protocols are efficient

in terms of computation, storage, and communication cost.

Index Terms—Verifiable file search, access control, cloud computing, formal language
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1 INTRODUCTION

IN recent years, the cloud computing paradigm has been
widely adopted by both private and business sectors. In the

private sector, individuals outsource their data to Google-
Drive, Dropbox, etc., which later can be accessed at anytime,
anywhere, and through various platforms such as PCs, tab-
lets, and mobile phones. In the business sector, besides cloud
storage applications, enterprises could also host their services
on Amazon cloud, Microsoft Azure, or Google Engine, which
helps enterprises reduce operation costs considerably.
Accompanying these benefits, cloud computing poses numer-
ous security and privacy challenges on outsourced data
because the control of the data is shifted from the users to the
cloud. Professional users who pay for cloud computing serv-
ices indeed require security guarantee for critical applications.

To address these challenges, considerable research
efforts have been conducted on cloud storage security [1],
[2], [3], [4], [5], [6], [7], [8], [9], [10], [11], [12], [13]. These
research efforts can be generally divided into two catego-
ries: cloud storage auditing and encrypted keyword search.
Cloud storage auditing mechanisms ensure the integrity of

the outsourced data [2], [5], [6], [7], [8], [9], [10], [12], [13].
Encrypted keyword search mechanisms enable search over
encrypted data outsourced to the cloud [1], [3], [4], [11].

While existing research efforts mitigate the data security
issue to some extent, other security issues remain. In this
paper, we consider the following problem: Suppose an
enterprise with multiple employees outsources the enter-
prise’s data files to a cloud storage service provider. Later,
in order to search for a file, one employee sends a filename
to the cloud to request the return of the corresponding file.
The cloud, for various reasons (economical incentives,
active insider/outsider attacks, etc.), could lie to the user,
claiming that an existing file does not exist or a nonexistent
file does exist. This problem is nontrivial. It seems that by
downloading the file and then reexamining it, a user could
determine whether the server is malicious. Nonetheless,
what if the server simply claims that the requested file does
not exist in the first place when the user wants to download
a file? Then, the user just cannot download the file.

We refer to the aforementioned problem as verifiable file
search. This is a potential loophole for cloud storage applica-
tions. In some cases, it is correct that the cloud responds to
the user indicating that the searched file does not exist. This
is because the user may send an incorrect file search, e.g.,
the user searches for a nonexistent file or sends an errone-
ous filename; then the queried file indeed does not exist.
Nonetheless, this answer could be abused by a cloud. There-
fore, the cloud could lie to the user, claiming that an existing
file does not exist or a nonexistent file does exist.

In this paper, we formalize the verifiable file search prob-
lem and develop protocols to enable verifiable file search
for enterprise-scale cloud storage applications. Our pro-
posed protocols have two key features: (i) they enable a
cloud storage user to verify the correctness of a search result
when searching for a file on the cloud; (ii) they enable
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different users with different security privileges to only
access data with the matching and appropriate security
level, i.e., they support access control inherently. The pro-
posed protocols also protect the privacy of filenames. In
addition, the proposed protocols are provably secure under
malicious clouds. We have previously reported the partial of
the first feature in our short conference version in [14], and
we now present the second feature for the first time in this
paper. We also show rigorous security analysis of the pro-
posed protocols and conduct a more in-depth experimental
evaluation of the protocols beyond what was reported in
our short conference preliminary result [14].

Specifically, in order to address the verifiable search prob-
lem, we first approach the verifiable file search problem with
only one security level.We propose a baseline protocol, which
can verify whether the file search result returned by the cloud
is correct. This baseline protocol assumes that the queried file-
name sent to the cloud is the original filename, i.e., without fil-
ename privacy protection. Next, we develop an enhanced
fully-fledged protocol to protect the filename privacy. We
employ two strategies to enable filename search verifiability;
the first is to classify all possible filenames in a concise way,
and the second is to embed some secret information in the out-
sourced data. To implement these two strategies, we have lev-
eraged two mechanisms: wildcard representation of strings
over an alphabet, and keyedmessage authentication codes.

Next, we establish a method to support inherent access
control for verifiable file search with multiple security levels,
i.e., supporting user differentiation. We employ recursion to
leverage the proposed protocol for one security level to fur-
ther support multiple security levels. The access control has
been developed as an inherent property in our protocol.
Therefore, no additional special access control mechanism is
needed, which reduces considerable cost for software/hard-
ware development, integration, andmaintenance.

To summarize, our contributions to the topic of cloud
security are outlined as follows:

� Novel Protocols.We formalize the problem of verifiable
file search over outsourced data. We propose two pro-
tocols: the first protocol enables a user to search the
cloud data in a verifiable and privacy-preserving
manner; the second protocol, besides including the
functionality of the first protocol, supports access
control inherently. Thus, the cloud cannot cheat a
user by representing that an existing file does not
exist, or a nonexistent file does exist.

� Theoretical Foundation.We formally prove the correct-
ness of our protocols and their security properties.
We analyze the privacy of our designed protocol
along with the overhead with respect to computa-
tion, storage, and communication. Our theoretical
analysis contributes to the foundation and under-
standing of the verifiable file search problem and the
design of secure and efficient protocols.

� Empirical Validation. We have implemented both
protocols, and using a real-world data set, we have
conducted experiments to measure the computation,
storage, and communication costs of the proposed
protocols. Our experimental results validate the effec-
tiveness and efficiency of the proposed protocols.

2 RELATED WORK

In the area of cloud storage security, a number of mecha-
nisms and technologies associated with cloud storage audit-
ing, encrypted keyword search, and verifiable outsourced
databases have been developed. Closely related to our work
in this paper, we discuss the following.

A number of research efforts have been carried out on
cloud storage auditing. The problem is to design protocols
to enable a cloud storage user to verify the integrity of the
outsourced data. This was first proposed by Juels and
Kaliski [2] and Ateniese et al. [15]. Later, researchers further
developed more advanced protocols for cloud storage
auditing [5], [6], [7], [9], [10], [16], [17], [18], either to enable
additional functionalities, or to propose more efficient pro-
tocols. We point out that the cloud storage auditing problem
is vertical to the verifiable file search problem, and therefore
previous work on cloud storage auditing cannot address
verifiable file search. This is because when a user outsources
thousands or millions of files, the cloud can behave honestly
to pass storage auditing, and can behave maliciously and
supply false information to a file search. In this case, the
user, who does not possess a local copy of the data, cannot
detect such malicious behavior without a verifiable file
search protocol.

Closely related to the verifiable file search problem out-
lined in this paper, the problem of how to search in
encrypted data has also been studied [1], [4], [11], [19], [20].
Encrypted search enables a user to search the outsourced
documents that contain a searched keyword. Most of the
existing research efforts assume an honest cloud without
verifying the correctness of a query result [1], [11], [19], [20],
[21], [22], [23]. Along with the investigations employing pri-
vate-key cryptography, researchers have also studied
encrypted keyword search in the public-key setting [24],
[25]. These solutions feature more functionalities, but they
are far less efficient than those based on private-key cryp-
tography. More practically, [4] considered the verifiable
keyword search problem for the first time. Nonetheless, the
complexity of the protocol proposed in [4] is OðSZLENÞ,
which is exponential, where SZ is the size of the filename
alphabet and LEN is the maximum length of a filename. Sun
et al. also proposed a verifiable keyword search scheme in
[26], yet, in practice the efficiency remains an issue. There-
fore, existing research efforts on encrypted search does not
address the verifiable file search problem, due to the effi-
cient verifiability challenge. We note that our work on file
search verifiability is complement to the work of encrypted
search; the two can be combined together to secure the
cloud storage.

Similar to encrypted keyword search, there have been
some efforts on how to achieve authenticated query on out-
sourced databases [27], [28], [29]. We remark that a database
is more structured than a set of outsourced files as in this
paper. In comparison with existing research efforts, the veri-
fication time of our protocols is much faster, and is indepen-
dent of the size of the outsourced data. It is worth noting
that the security of all protocols proposed in the database
community was discussed only heuristically; a rigid secu-
rity analysis still needs to be pursued for existing work. In
this paper, we have formally addressed the problem of
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verifiable file search and proved the security of the pro-
posed protocols.

Regarding access control, there is a plethora of research.
The area of access control is evolving from the traditional
access control list [30] and role based access control [31] to
attribute based access control andmore general cryptographic
access control [32], [33], [34], [35], [36]. These works are dedi-
cated studies on enforcing access control. Among them, mod-
ern cryptographic access control features more functionalities
and flexible management, though with less efficiency. We
note that all of theseworks are dedicated access controlmech-
anisms that comprise a separate component of a system. In
contrast, we support access control in a verifiable file search
protocol inherently in a light-weight manner, and do not
require a separate access control component in our system.

3 PROBLEM FORMULATION

3.1 Problem Statement

Fig. 1 illustrates a data outsourcing system that supports a
verifiable file search. We consider the cloud storage use case
that consists of three parties: a data owner, a group of data
users, and a cloud storage service provider. The data owner
could be an enterprise and the group of data users could be
the employees. The data has different security levels and
users also have different security privileges. A user can
only access a data/file whose security level fits the user’s
privilege. We will formalize the security level and security
privilege issue in Section 5.

The system works as follows: to reduce management
cost, the data owner outsources the data to an untrusted
cloud. To prevent potential cheating of the cloud (either
intentionally or unintentionally), the data owner embeds
some secret information in the outsourced data to enable
file search verifiability for data users. The data owner and
data users possess some secret information to achieve verifi-
ability; the secret information may be different in order to
differentiate users with various security privileges. When a
data user wants a file that fits the user’s privilege, the user
sends the filename to the cloud. After receiving the searched
filename, the cloud searches the outsourced data. If the file
exists, the cloud returns the corresponding file, along with a
proof showing that the returned data is indeed valid. If the
file does not exist, the cloud proves to the user that it has no
such file.

We argue that providing file search verifiability benefits
both users and the cloud. For professional users, search
results returned from the cloud should be verified for criti-
cal applications. From the cloud’s viewpoint, it is also

rewarding to provide a verifiable search service. First, the
search functionality over the outsourced data is highly
expected by users. Meeting the requirements of users as
best as possible can help the cloud service provider to gain
more market share. Second, providing a verifiable file
search service leads to the user having confidence that the
cloud is indeed honest. This also helps the establishment of
the cloud’s reputation. Therefore, the cloud could attract
more clients and further gain in market share. This also
helps to eliminate various incentives for the cloud to cheat.

3.2 Threat Model & Assumptions

Wemodel the cloud as malicious, thus the cloud may fool the
data user. Such an abnormal behaviormay be caused by vari-
ous factors such as the cloud being hacked, the cloud having
software and hardware failures, employees of the cloud
service providers intentionally interrupting the cloud’s
response for various economical incentives, and others.
Modeling the cloud asmalicious has also been adopted in the
research community [5], [7], [10], [37], [38], [39]. This kind of
modeling is conservative, but it provides a good security
guarantee for those users with security-critical applications.

We assume that the data owner does not want the cloud
to obtain any useful knowledge about the outsourced data.
The same assumption also applies to the data user. We
assume that the file content of each file is well-protected
using encryption and authentication mechanisms. This
helps protect the privacy and integrity of the file content. In
this way, the file content cannot be modified maliciously.
Nonetheless, a filename can leak considerable useful infor-
mation because, typically, a meaningful filename is chosen,
which references some aspect of the file content. Therefore,
we also aim to protect the privacy of filenames.

3.3 Our Approach

We tackle the verifiable file search problem in two phases,
starting from a single security level, and later proceeding to
multiple security levels. The two-phase approach simplifies
the understanding of the verifiable file search problem. In
the first phase, as shown in Section 4, we propose a verifi-
able file search protocol, which simultaneously achieves the
constant-time file search verifiability and effective filename
privacy protection. In the second phase, as shown in Sec-
tion 5, we extend the proposed protocol to support multi-
ple-security-level verifiable file search. We design our
schemes in both phases in a formal and strict manner.

3.4 Preliminary

We now briefly introduce three mechanisms that will be
used in our protocol design. A function fð�Þ is negligible if

it holds that fð�Þ < 1
polyð�Þ asymptotically for any fixed posi-

tive polynomial in � [40]. A good example of a negligible

function is fð�Þ ¼ 2��.
STRINGS & WILDCARD. Denote S as an alphabet containing a

number of characters. A string over S is a finite number of

characters in S. Denote all possible strings over S as S
ð�Þ.

For example, S ¼ fa; b; c; d; . . . ; z; 0; 1; . . . ; 9; :g. Strings over
S can be abc, ab1, temp:txt, file2:pdf , and others. A wildcard
# is a special character that can be used to denote any string

Fig. 1. Verifiable file search model.
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in S
ð�Þ. Therefore, a string file#:pdf can be file:pdf ,

filebcd:pdf , file2ab5:pdf , and others. In this paper, we will
use this mechanism to express all possible filenames for the
outsourced data.

MAC. Generally speaking, a MAC scheme is mainly used
to validate the integrity of a message, preventing illegal
modifications of the message. Formally speaking, it consists
of three algorithms: MAC ¼ ðKeyGen;Tag;VerifyÞ. After
giving a security parameter � as an input, the key genera-
tion algorithm KeyGen outputs a secret key K. After receiv-
ing a message m and the secret key as inputs, the secret-
embedding algorithm Tag embeds some secret information
Tag m;Kð Þ within the message. The secret information is
also referred to as a MAC. After receiving a message m and
its authentication code s as inputs, the verification algo-
rithm Verify outputs ACCEPT if s ¼ Tag m;Kð Þ, otherwise
it outputs REJECT. Denote

Advð�;MACÞ ¼ Pr

K  KeyGenð1�Þ
si  Tagðmi;KÞ
i ¼ 1; . . . ; polyð�Þ

:

Aðfmi; sigÞ where
i ¼ 1; . . . ; polyð�Þ
outputs a different

ðm�; s�Þ and
Verify accepts it

2
6666664

3
7777775
;

as the successful probability that an adversary A is able to
fake a legal message and authentication pair ðm�; s�Þ. We
say a MAC scheme is secure if the probability Advð�;MACÞ
is negligible. In this paper, we use HMAC [41] in our proto-
col design.

PSEUDORANDOM FUNCTION. A pseudorandom function is a
deterministic function, which behaves like a random func-
tion for polynomial-time Turing machines. Denote F as a
set containing functions that map a domain set X to another
image set Y where the bit length of each element is �.
Denote R as a set containing all the functions that map the
setX to the set Y . Also, denote

Advð�;PRFÞ

¼ Pr

F0  F ; F1  R
b f0; 1g
yi  FbðxiÞ

i ¼ 1; . . . ; polyð�Þ

:

Aðfxi; yigÞ where
i ¼ 1; . . . ; polyð�Þ
outputs a bit

b� such that b� ¼ b

2
6664

3
7775�

1

2
;

as the successful probability that an adversary A can distin-
guish the deterministic functions set F from the truly ran-
dom function set R. If Advð�;PRFÞ is negligible, we say the
function set F is pseudorandom. In this paper, we also use
HMAC [41] as a pseudorandom function set.

4 VERIFIABLE FILE SEARCH: SINGLE SECURITY

LEVEL SCENARIO

4.1 Solution Framework

By abstracting the essence of Fig. 1, a verifiable file search
protocol VS ¼ ðKeyGen;Outsource;Query;Search;VerifyÞ
consists of five components listed as follows:

� KeyGenð1�Þ: After inputting a security parameter �,
the data owner executes this algorithm to output a
secret key K, which can protect the security of the

protocol and the privacy of users. The data owner
could share this secret keywith the data users aswell.

� OutsourceðF ;KÞ: After inputting a collection of files
F , the data owner embeds some secret information
in the data using the secret key K and then outsour-
ces the new data F 0 to the cloud.

� Queryðf;KÞ: To search for a file f , a data user sends
a search query q containing the necessary informa-
tion about f to the cloud. The searched filename
depends on the original file f , the secret key, and the
privacy requirement of the data user.

� SearchðqÞ: After inputting a search query q for some
file, the cloud searches for it in the outsourced data.
Then, the cloud returns the searched file x. The cloud
also sends a proof G to show that x is indeed the file
that the data user requested.

� Verifyðf;x;G;KÞ: After inputting the returned
answer x, correctness proof G, the original searched
filename f , and the secret key K, the data user
checks whether or not the cloud has cheated. If the
verification succeeds, the search result is accepted;
otherwise, the search result is rejected.

A verifiable file search system with only one security
level works in the following way. The data owner first runs
VS:KeyGen to generate a secret key and then runs
VS:Outsource to outsource files to the cloud. The data
owner also shares the secret key with the data users. Later,
when a data user wants to search a file on the cloud, the
user runs VS:Query to send a search query to the cloud for
searching. Upon receiving the file search query, the cloud
runs VS:Search to search for the requested file and returns
the search result. Finally, the data user runs VS:Verify to
check whether the returned search result from the cloud is
correct or not. The query, search, and verification processes
may be run in multiple rounds by data users and the cloud
for many different file searches.

4.2 Security Definition

In this paper, we aim to formalize the security of a verifiable
file search protocol in a rigorous way, i.e., via the traditional
definition-and-proof approach. Indeed, there have been a
number of security breaches in real-world protocols [42], [43]
because of the lack of rigorous security design. To define the
security of our protocol, we need to understandwhat security
means in practice, and the power of a malicious cloud. Intui-
tively, such a protocol is secure if no real-world malicious
cloud can fool the data user with a high probability. We say a
tuple ðf�;x�;G�Þ is a forgery if f� is an existing file, but the
cloud ðx�;G�Þ says it does not exist, or f� is a nonexistent file,
but the cloud ðx�;G�Þ says it does exist. Then, we can state
that a protocol is secure if the cloud cannot find such a forgery
with a high probability. In practice, a cloud can observe many
interactions between the user and the cloud. We also allow
the cloud to know the output of the verification algorithm
because the data user may explicitly reject the answer and
adopt further actions (e.g., suing the cloud if a false answer is
found). With the above considerations, we define the security
of a verifiable file search protocol as follows.

Definition 1. Denote VS ¼ ðKeyGen;Outsource;Query;
Search;VerifyÞ as a verifiable file search protocol. Suppose A
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is a malicious cloud. We define the probability that A cheats
successfully after A observes many verification results as

Advð�;VSÞ

¼ Pr

K  KeyGenð1�Þ
F 0  OutsourceðF ;KÞ

qi Queryðfi;KÞ
ðxi;GiÞ SearchðqiÞ

di  Verifyðfi;xi;Gi;KÞ
i ¼ 1; . . . ; polyð�Þ

:

AðfF 0; qi;di;xi;GigÞ
i ¼ 1; . . . ; polyð�Þ
outputs a forgery

ðf�;x�;G�Þ
and the data

user accepts it

2
6666666664

3
7777777775

;

where polyð�Þ is a polynomial function in �. If Advð�;VSÞ is
negligible for every real-world malicious cloud, the protocol is
said to be secure.

We remark that the left part before “:” denotes the power
of a malicious cloud and the right part denotes the forgery.

4.3 A Baseline Protocol Without Filename Privacy

4.3.1 Basic Idea

To conquer the verifiable file search problem, the key is to
understand challenges inherent to the system, and then
build in mechanisms to overcome these challenges. The key
challenge that we find here is that a malicious cloud could
lie about the existence of a file (i.e., confusing the user about
the existence of outsourced files). The reason behind this is
that the user cannot differentiate between existing files and
those that do not exist. To deal with this problem, intui-
tively, we must find a way to enable the user to differentiate
between existing files and nonexistent files. The basic idea
of the proposed protocol is shown as follows.

First, we model all possible filenames as a set Sð�Þ con-
taining all possible strings over an alphabet S with some
maximal length. In modern operating systems, only a lim-
ited number of characters is allowed and there is a maximal
length limit for the filenames.

Second, we differentiate between existing files and non-
existing files. The user knows all existing filenames, denoted
as a set F1. Then, the non-existing filenames are in the set

S
ð�Þ � F1, denoted as F2. To tell F1 and F2 apart, we embed

some special character in each filename of F2. The special
character could be# or @, which is not allowed in a legal fil-
ename. When outsourcing files, the user outsources both F1

and F2.
Third, we authenticate the outsourced data. In order to

prevent the cloud from modifying F1 and F2, which contain
the information about existing files and non-existing files,
respectively, we use the MAC scheme to embed some secret
information accompanying each file in F1 and F2, i.e.,
authenticating the set. If the cloud desires to indicate that an
existing file in F1 does not exist, the cloud needs to return a
special filename containing both information about the
searched filename and some special characters # or @, and
its authentication information. Nonetheless, the cloud can-
not obtain the correct authentication information because
the cloud does not have the secret key of the MAC. The
same analysis also applies to the case where the cloud
attempts to fool a user that a nonexistent file does exist.

To summarize, our protocol design is based on the fol-
lowing two principles: the first is to separate all existing file-
names from nonexistent filenames using the previously
introduced string model of filenames, and the second is to
authenticate each possible filename, either existing or non-
existing.

Nonetheless, one problem still remains open. The size of

Sð�Þ is SZLEN where SZ is the size of the alphabet S and LEN
is the maximum length of a filename, which is allowed by
the operating system. Therefore, the size of F2 is also expo-

nential because F2 ¼ Sð�Þ � F1 and F1 has a polynomial size.
To address this issue, F2 needs to be expressed in a concise
way such that the size of F2 can be reduced substantially.

We use the following example to clarify our method to
reduce the size of F2. Suppose file3, file3a, file3ab, file31
are nonexistent files contained in F2. They can be expressed
by using only one string file3# after the wildcard represen-
tation of strings is used. This can be formalized by using the
equivalence relation language. For two strings s1; s2 2 F2,
we define the relation relðs1; s2Þ ¼ 1 if they share a common
prefix string. Then, it is easy to show that the relation
relð�; �Þ is an equivalence relation, and thus it can divide the
set F2 into finite equivalence classes. For each equivalence
class, we can express it using only one representative ele-
ment. By doing so, the size issue of F2 is solved.

4.3.2 Separation of All Possible Filenames

We fix some notations first. Denote S as the alphabet
allowed by the data owner’s operating system and denote
the length of a filename f as lengthðfÞ. Also, denote a and b

as two strings. Then, aþ b represents the concatenation of a
and b. Denote # and @ as two special characters, which are
not in S. Semantically, we use # to represent a wildcard
character and employ @ to indicate a prefix character. For
examples, the string a# can be any string that begins with a

whereas the string b@ indicates only the string b, which
could be a prefix of some other string.

Using the basic idea introduced in the previous section,F1

and F2 can be generated using Algorithm 1. Specifically, F1

contains all existing filenames, and every non-existing file-
name can be represented using one special string in the set
F2, which has a polynomial size. Algorithm 1 is based on the
fact that either a nonexistent filename is a prefix of some
existing filename or it is completely different from all exist-
ing filenames. Therefore, by scanning each existing filename,
we can find out all possible nonexisting filenames. Intui-
tively, all nonexisting filenames are divided into finite dis-
joint subsets, with each nonexisting filename contained in
only one subset. Then, F2 is the union of the representative of
each subset. We note that all strings in F2 have a special sym-
bol, either # or @. The semantics are listed as follows: if a# is
in F2, then all filenames that begin with a do not exist; if b@
is in F2, then the filename b does not exist and there is some
file in F1, which has b as a prefix. This property is formally
summarized in the following proposition.

Proposition 1. All possible filenames can be represented
uniquely using only one string either in F1 or F2.

Proof. Denote f as an arbitrary filename. If f does exist, it
will be contained in F1. Thus, it can be represented as an
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element in F1. In fact, this element is just f . If f does not
exist, there are only two possible cases.

CASE 1. The string f is different from all existing file-
names inF1 and it is not a prefix of any filename inF1. Sup-
pose that f� is the string which shares the longest prefix
with f . Denote this common string as a and the next char-
acter of f following a is b. When Algorithm 1 handles the
string f� on the prefix a from lines 1 to 1, it will add
aþ bþ 00#00 into F2 as shown in line 1. Notice that the
string aþ bþ 00#00 is a wildcard representation of the
string f and “#” is a special character. Therefore, the string
f can be represented by aþ bþ 00#00, which is inF2.

CASE 2. The string f is a prefix of some existing file-
name in F1. Then, statements from lines 1 to 1 add the
string f þ 00@00, i.e., the concatenation of f and a special
character @, into F2. Therefore, the string f can be repre-
sented by the string f þ 00@00, which is in F2.

Combining the above possible cases, the proof is
completed. tu

4.3.3 A Baseline Protocol

With basic concept now thoroughly developed and the pri-
mary challenge resolved, we develop a baseline protocol, as
a first step, which can verify whether the cloud returns a
false search result based on the separation of all possible fil-
enames constructed in Algorithm 1. This baseline protocol
assumes that the data owner, the data user, and the cloud
all know the true filename. Therefore, the privacy of the file-
name is not protected. Later, we will extend this baseline
protocol to handle the privacy issue of filenames. In the fol-
lowing, we detail the semantics of each algorithm in our
protocol VS ¼ ðKeyGen;Outsource;Query;Search;VerifyÞ.

Algorithm 1. Construct All Possible Filenames

Input: A set of existing filenames F1

Output: A set of non-existing filenames F2

1: F2  ?

2: for all f in F1 do
3: for i ¼ 0 to length(f) do
4: Let a be a prefix of f with length i
5: for all characters b 2 S do
6: g  aþ b

7: if g is not a prefix of all files in F1 then
8: g  g þ 00#00
9: F2 ¼ F2 [ fgg
10: end if
11: end for
12: if a =2 F1 and a is not empty then
13: a aþ 00@00
14: F2 ¼ F2 [ fag
15: end if
16: end for
17: end for
18: return F2

KEYGEN. The data owner generates a secret key K1 for
HMAC, which later will be employed to authenticate a
filename.

OUTSOURCE. When the data owner prepares to outsource
the data, the following steps will be taken. First, all possible
filenames will be separated into two sets F1 and F2 as

shown in Algorithm 1. Notice that the set F1 contains all
existing filenames and all non-existing filenames can be rep-
resented by some elements in F2 with special characters “#”
or “@”. For every existing filename f in F1, the data owner
sends the tuple ðf , HMAC:Tagðf ;K1Þ, file contentÞ to the
cloud, where ‘file content’ is the file content correspond-
ing to the filename. It is worth noting that the file content is
encrypted and authenticated by using a standard encryp-
tion algorithm and a standard message authentication algo-
rithm with other independent keys, as we stated in
Section 3. For every non-existing filename f in F2, the data
owner also gives the tuple ðf , HMAC:Tagðf ;K1Þ, NULLÞ to
the cloud, where ‘NULL’ indicates that there is no real file
corresponding to this f . Later, the data owner shares the
secret keyK1 with the data users.

QUERY. When a data user wants to fetch a file f from the
cloud, the data user sends the filename to the cloud, giving
an unchanged f in an unchanged way to the cloud.

SEARCH. When the cloud receives a searched filename f ,
the cloud first searches the data for existing files. If f does
exist, the cloud can return the tuple ðf , HMAC:Tagðf ;K1Þ,
file contentÞ to the data user. If there is no such f in the
existing files, f must be a non-existing file. The cloud then
first searches f þ 00@00 in nonexistent files, guessing that f is
a prefix of some existing file. If the search is successful, the
cloud returns the tuple ðf þ 00@00, HMAC:Tagðf þ 00@00;K1Þ,
NULLÞ back. If the search fails, f must be different from all
existing files. In this case, for every possible prefix a of f ,
the cloud searches aþ 00#00 in non-existing files. As a result,
the cloud returns the matched single tuple ðaþ 00#00,
HMAC:Tagðaþ 00#00;K1Þ, NULLÞ. Notice that when the cloud
receives the outsourced data, the cloud can store the data in
some tree structure so that search operations can be con-
ducted efficiently.

VERIFY. When the data user receives the returned tuple
from the cloud, the data user first checks the format of the
first entry in the tuple. There are only three kinds of correct
tuples: f , or f þ 00@00, or aþ 00#00, where f is the searched fil-
ename and a is a prefix of f . If the format validation fails,
the data user rejects the search result. If the tuple is in a cor-
rect format, the data user then verifies whether the MAC is
correct by using the secret key K1. If the MAC is also valid,
the data user accepts the search result. Otherwise, the search
result is rejected.

4.4 A Fully-Fledged Protocol with Privacy
Protection

We enhance the baseline protocol to further preserve the
privacy of filenames. Notice that when the data owner out-
sources the data to the cloud, the tuples f;HMAC:Tagð
ðf ;K1Þ; �Þ are transmitted to the cloud, where ‘�’ means
‘file content’ or ‘NULL’. The leakage of privacy originates
from the clear filename f . If we mask the filename in some
secure way, the privacy can be well protected. The basic
idea to preserve the filename privacy is to choose another
secret key for the pseudorandom function HMAC and then
mask the filename from the cloud, i.e., we make up a nick-
name using HMAC for every file.

OUTSOURCE. All details are the same as the baseline proto-
col described in Section 4.3.3 except the tuple sent to the
cloud. Now, the data owner sends HMAC:Tagðf ;K2Þ,ð
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HMAC:TagðHMAC:Tagðf ;K2Þ;K1Þ, �Þ to the cloud, where
K2 is another independent secret key. The data owner also
shares this key with the data users.

QUERY. Suppose a data user wants to search a file f . If f
does exist, the data user only needs to send HMAC:Tag
ðf;K2Þ to the cloud. If f does not exist, the data user can
send all possible masked corresponding filenames in the
non-existing file set. In this case, the data user can send
HMAC:Tagðf þ 00@00;K2Þ and all possible HMAC:Tag
ðaþ 00#00;K2Þ’s, where a is a prefix of f .

Therefore, the data user sends the tuple

HMAC:Tagðf1;K2Þ;
HMAC:Tagðf2;K2Þ;
HMAC:Tagðf3;K2Þ;

. . . ;

HMAC:TagðflengthðfÞþ2;K2Þ

0
BBBBBB@

1
CCCCCCA
; (1)

to the cloud to search for f , where f1 ¼ f , f2 ¼ f þ 00@00,
f3 ¼ a1 þ 00#00, . . ., fiþ2 ¼ ai þ 00#00 and ai is the prefix of f
with length i for i ¼ 1; . . . ; lengthðfÞ.

SEARCH. When the cloud receives a tuple that searches for
a file, the cloud searches for each entry in the tuple until one
match in the outsourced data is found. Suppose the match
is with index j in the search tuple. Then, the cloud returns
the index j of that entry and the corresponding data tuple
ðHMAC:Tagðfj;K2Þ, HMAC:TagðHMAC:Tagðfj;K2Þ;K1Þ, �Þ
back.

VERIFY. After receiving an index j and a data tuple
(HMAC.Tag(fj;K2Þ, HMAC:Tag(HMAC:Tagðfj;K2);K1), �Þ,
the data user uses the secret key K1; K2 to check whether
HMAC:Tag(fj;K2) and HMAC:TagðHMAC:Tagðfj;K2Þ;K1Þ
are expected or not (i.e., whether the MACs are correct or
not). If yes, the data user accepts the search result, otherwise
the search result is rejected.

In its present form, our verifiable file search protocol is
designed to prevent a cloud from lying to a user on a file
query. The cloud is the adversary; the user in the same secu-
rity level is trusted. When the cloud returns the index j to
the user, the index actually indicates the maximum length
of the shared prefix between the query string f and the
existing strings of filenames. With this index, the cloud is
not able to cheat the user, which is guaranteed by our secu-
rity analysis in Section 6. The trusted user indeed knows
some information about the outsourced data. In principle,
we can employ a zero-knowledge proof protocol to hide
this index from the user. However, such a zero-knowledge
proof protocol poses considerable computation and com-
munication burden for the user and the cloud. To trade off
filename privacy for efficiency, we currently allow the
trusted user to know this index. We intend to study how to
hide the index in an efficient manner in our future work.

4.5 Summary

We now formally present our fully-fledged protocol, which
enables verifiable and privacy-preserving file search over out-
sourced data with a single security level. Our verifiable file
search protocol VS ¼ ðKeyGen;Outsource;Query;Search;
VerifyÞ consists of five algorithms listed as follows:

� KeyGenð1�Þ: After receiving a security parameter �
as an input, the data owner runs this algorithm to
generate two secret keys K1 and K2 for the HMAC
algorithm. The data owner also shares them with the
data users.

� OutsourceðF ;K1; K2Þ: After receiving a collection of
files F and the secret keys K1 and K2 as inputs, the
data owner runs Algorithm 1 to get F1 and F2,
which separates all possible filenames. For each
f 2 F1, the data owner sends (HMAC:Tagðf ;K2Þ,
HMAC:TagðHMAC:Tagðf;K2Þ;K1Þ, file content)
to the cloud. For each f 2 F2, the data owner also
sends (HMAC:Tagðf ;K2Þ, HMAC.TagðHMAC.Tagðf ;
K2Þ;K1Þ, NULL) to the cloud.

� Queryðf;K2Þ: After receiving a searched file f and
the secret key K2 as inputs, a data user sends q ¼
ðHMAC:Tagðf1;K2Þ, HMAC:Tagðf2;K2Þ, HMAC:Tag
ðf3;K2Þ, . . ., HMAC.Tag(flengthðfÞþ2;K2ÞÞ to the cloud

as a query, where f1 ¼ f , f2 ¼ f þ 00@00, f3 ¼
a1 þ 00#00, . . ., fiþ2 ¼ ai þ 00#00 and ai is the prefix of f
with length i for i ¼ 1; . . . ; lengthðfÞ.

� Search(q): After receiving the search tuple q as an
input, the cloud searches for each entry in q. The
cloud then returns x;Gð Þ ¼ ðj, HMAC:Tagðfj;K2Þ,
HMAC:TagðHMAC:Tagðfj;K2Þ; K1Þ, �Þ to the data
user, which contains the search result and a correct-
ness proof.

� Verifyðf;x;G;K1; K2Þ: After receiving the returned
search answer x, the correctness proof G, the original
searched filename f , and the secret keys K1 and K2

as inputs, the data user obtains fj using x and f . The
data user then checks whether the proof has the right
MACs or not. If MACs are correct, the data user
accepts the search result; otherwise, the search result
is rejected.

5 VERIFIABLE FILE SEARCH: MULTIPLE SECURITY

LEVELS SCENARIO

While a verifiable file search protocol with a single security
level can satisfy the requirements of simple applications, prac-
tical enterprise applications typically pose access control to its
data users. Thus, a verifiable file search protocol is expected
to support access control, whichwe address in this section.

In this section, we further extend the proposed protocol
with a single security level to multiple security levels, which
can support user differentiation, i.e., access control. Similar
to Section 4, we first propose a framework that abstracts the
multiple security level application scenario. We then pro-
pose a further formal security definition on user differentia-
tion, which is specific to the multiple security level scenario.
Next, we show how to design a simple and efficient verifi-
able file search protocol with multiple security levels.
Finally, we summarize the proposed protocol.

5.1 Solution Framework

For clarity and further discussion, we add the following
notations for the multiple security level scenario. Denote
the set U ¼ fu1; u2; . . . ; umg as all data users and denote
SL ¼ f1; 2; . . . ; lg as all security levels. Let Fi denote all files
with security level i and F ¼ [i2f1;2;...;lgFi denote all files to
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be outsourced. Denote ’ : U [ F ! SL as a function that
maps a user or a file to a security level. In this paper, we
consider the Bell-LaPadula access control model for secu-
rity-critical applications [30]: a user ui can access file fj if
and only if ’ðuiÞ � ’ðfjÞ. This access control model is simple
yet efficient for many applications.

With the framework in Section 4, a verifiable file
search protocol with multiple security levels DiffVS ¼
ðKeyGen;Outsource;Query;Search;VerifyÞ consists of five
components:

� KeyGenð1�; SL ¼ f1; 2; . . . ; lgÞ: After inputting a
security parameter � and a set of security levels SL,
the data owner executes this algorithm to output a
set of secret keysK, which can protect the security of
the protocol, filename privacy, and access control.
The data owner could share part of this secret key
with the data users as well.

� OutsourceðF ¼ [iFi;KÞ: After inputting a collection
of files F ¼ [iFi, where Fi denotes all files with secu-
rity level i, the data owner embeds some secret infor-
mation in the data using the secret key K which is a
set of keys, and then outsources the new data F 0 to
the cloud.

� Queryðf ;K0Þ: After a file f is inserted as an input, the
data user sends a search query q containing the nec-
essary information about f to the cloud. The search
query q depends on the original filename f , partial of
the secret key set K0 that is related to the security
level of file f , and the privacy requirement of the
data user.

� SearchðqÞ: After receiving a query q for some file as
input, the cloud searches for it in the outsourced
data. Then, the cloud returns the searched file x. The
cloud also sends a correctness proof G to show that x
is indeed the file that the data user requested.

� Verifyðf;x;G;K0Þ: After receiving the returned search
answer x, the correctness proof G, the original
searched filename f , and the partial secret key K0

corresponding to the security privilege of the data
user, the data user checks whether the cloud has
cheated or not. If the verification succeeds, the data
user accepts the search result; otherwise, the search
result is rejected.

The running of a verifiable file search protocol is similar
to that in Section 4. In the following, we detail the protocol
design based on the above framework.

We note three differences with the framework in Sec-
tion 4. First, in the key generation algorithm, the security
level set is also input to the algorithm. Unlike the case with
a single security level, a set of secret keys may be generated
according to different security levels. Second, in the out-
sourcing algorithm, the files are divided into a collection of
sets according to the files’ security levels. Third, in the query
and verification algorithms, only part of the secret key set is
input to the algorithm. This helps to achieve user differenti-
ation, i.e., access control.

5.2 Security Definition

Security for verifiable file search is twofold. First, the cloud
cannot cheat a user that an existing file does not exist, or a

nonexistent file does exist. Second, a user ui cannot access
files fj with higher security levels (e.g., ’ðuiÞ < ’ðfjÞ),
which is called access control break. The first has been for-
mally defined in Section 4, which also applies here. The sec-
ond is specific to the multiple security level scenario, and
thus needs further formal treatment.

Similar to the underlying concept of Definition 1, we
define the security for access control as follows.

Definition 2. Denote DiffVS ¼ ðKeyGen;Outsource;Query;
Search;VerifyÞ as a verifiable file search protocol with multiple
security levels. Suppose A is a malicious user with correspond-
ing partial secret keys K0 and searches for a file outside of A’s
security privilege. Let the probability that A succeeds in access
control break from the cloud be

Pr½ACBreak�

¼ Pr

K  KeyGenð1�Þ
F 0  OutsourceðF ;KÞ

qi Queryðfi;KÞ
ðxi;GiÞ SearchðqiÞ

di  Verifyðfi;xi;Gi;KÞ
i ¼ 1; . . . ; polyð�Þ

:

AðfK0; qi;di;xi;GigÞ
where i ¼ 1; . . . ; polyð�Þ

outputs a

filenamef� with
’ðAÞ < ’ðf�Þ
whichA is sure

on its existence

2
666666666664

3
777777777775

;

where f� is a file whose security level is higher than A. If
Pr½ACBreak� is negligible, the protocol is said to be secure
against access control break.

We note that Definition 2 guarantees a strong security—it
only requires the adversary to output a filename while it
does not require the masked filename and the correspond-
ing MAC.

5.3 A User-Differentiated Verifiable File Search
Protocol

5.3.1 Design Principle

In this paper, we aim to design a verifiable file search proto-
col that supports user differentiation in multiple security
levels with minimal cost. We consider the following two
approaches.

The first approach is to integrate traditional access con-
trol mechanisms (e.g., those based on ABE providing flex-
ible access control policies) into our proposed protocol.
This approach incurs additional cost. To exemplify, let us
consider two traditional access control mechanisms: the
Kerberos protocol [31] and the cryptographic protocols
[32]. Kerberos requires a networked infrastructure to sup-
port access control while cryptographic protocols require
heavy private-key/public-key cryptography. Both mecha-
nisms incur additional software and hardware cost,
leading to additional complexity into a verifiable file
search protocol.

The second approach is to enhance our proposed proto-
col in Section 4 with minimal modification. This approach
does not introduce additional software or hardware costs,
and supports access control inherently. Because the second
approach benefits simpler system complexity, high effi-
ciency, and low economical cost, we choose this approach
to design our protocol.
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5.3.2 Basic Idea

Two challenges exist to design a verifiable file search proto-
col with multiple security levels. The first is how to verify
whether a file search result returned from the cloud is cor-
rect. The second is how to differentiate between users with
different security privileges to allow or restrict access to var-
ious files, and protect file privacy against those users with
insufficient security privileges.

To overcome these two challenges, we employ two mech-
anisms. The first mechanism helps to solve the first chal-
lenge, and shares the same underlying concept with that
outlined in Section 4 (i.e., separating all existing files from
non-existing ones). The second mechanism is useful to solve
the second challenge, employing different pseudorandom
functions to mask true filenames with different security lev-
els before outsourcing. We use chained keys for these differ-
ent pseudorandom functions. The key corresponding to a
higher security level can be used to determinate keys corre-
sponding to the lower security levels. Nonetheless, the key
corresponding to a lower security level cannot determine
keys of a higher security level. Therefore, a user with a
lower security privilege cannot guess a correct filename for
a file with higher security levels.

In the following section, we implement the above two
mechanisms in our protocol design by recursively invoking
the proposed fully-fledged protocol in Section 4 for individ-
ual security levels.

5.3.3 Detailed Protocol

We now explain the details of each algorithm in our verifi-
able file search protocol with multiple security levels
DiffVS ¼ ðKeyGen;Outsource;Query;Search;VerifyÞ. Our
proposed protocol recursively invokes the full protocol
with filename protection in Section 4.5, i.e., VS ¼
ðKeyGen;Outsource;Query;Search;VerifyÞ.

KEYGEN. We generate two chains of keys fK1; K2; . . . ; Klg
and fK01;K02; . . . ; K0lg for each security level in the set
SL ¼ f1; 2; . . . ; lg. The first key chain fK1; K2; . . . ;Klgmasks
the true filename of the outsourced data to protect filename
privacy. The second key chain fK01; K02; . . . ; K0lg authenti-
cates outsourced files. We generate two key chains as fol-
lows: First, we generate a random secret key Kl for the
highest level. Then, we leverageKl to generate the first chain
of keys fK1; K2; . . . ; Klg recursively as Ki ¼ PRFKiþ1ðcÞ,
where c is a constant, and PRFKiþ1ð�Þ is a pseudorandom

function keyed withKiþ1. We generate the second key chain
similarly. For both chains, we choose HMAC as our pseudo-
random function. For a user whose security level is i, the
user obtains ðKi;K

0
iÞ.

OUTSOURCE. We first process the data to be outsourced one
security level after another. Denote F ¼ [iFi as the collec-
tion of files to be outsourced, where Fi denotes all files with
security level i. For each security level i, we invoke
VS:OutsourceðFi;K

0
i; Ki) to obtain F 0i , the file collection to

be outsourced with security level i. The set F 0i contains all
existing filenames and non-existing filenames (masked by
Ki) for security level i. F 0i also contains the authentication
information of the outsourced files (MACed by K0i). Once
we finish processing all files with all security levels, we out-
source F 0 ¼ [iF 0i to the cloud.

QUERY. Suppose a user with security privilege i wants to
search for a file f with security level j, where i � j. The user
first generates a pair of key ðKj;K

0
jÞ recursively using the

user’s key ðKi;K
0
iÞ. Then, the user simply invokes

VS:Queryðf ;KjÞ to obtain the query q. Later, the user sends
the query to the cloud.

SEARCH. The search algorithm is the same as
VS:SearchðqÞ, which produces a response x;Gð Þ. We can
reuse the existing algorithm, which satisfies our design
principle, i.e., modifying the already-proposed protocol
with minimal cost. If no match is found, then the user’s
privilege is lower than the file the user queries. The cloud
sends an alert to the system administrator reporting this
abnormal event. The administrator then handles this event
by investigating whether the user is malicious.

VERIFY. The verification algorithm is nearly the same as
Verifyðf;x;G; ðKj;K

0
jÞÞ. The only difference is that the user

needs to generate the key ðKj;K
0
jÞ corresponding to the

security level of the searched file.

5.4 Summary

We now summarize the proposed verifiable file search pro-
tocol with multiple security levels DiffVS ¼ ðKeyGen;
Outsource;Query;Search;VerifyÞ in a well-defined form.
Denote VS ¼ ðKeyGen;Outsource;Query;Search;VerifyÞ as
the fully-fledged protocol proposed in Section 4.5. Our
enhanced protocol that supports user differentiation is as
follows:

� KeyGenð1�; SL ¼ f1; 2; . . . ; lgÞ: The data owner gen-
erates fK1; K2; . . . ; Klg and fK01; K02; . . . ; K0lg, where
the �-bit Kl and K0l are randomly generated,
Ki ¼ PRFKiþ1ðcÞ, K0i ¼ PRFK0

iþ1
ðcÞ, PRFKðcÞ is

HMAC:Tagðc;KÞ, and c is a constant.
� OutsourceðF ; fK1; K2; . . . ; Kl;K

0
1; K

0
2; . . . ; K

0
lgÞ: To

outsource F ¼ [iFi where Fi denotes all files with
security level i, invoke VS:OutsourceðFi;K

0
i; Ki) to

obtain F 0i for each security level. Send F 0 ¼ [iF 0i to
the cloud.

� Queryðf; i; ðKi;K
0
iÞÞ: To search for file f with security

level j, the data user with a higher/equal security
level i computes the key ðKj;K

0
jÞ for level j using

Ki0 ¼ PRFKi0þ1ðcÞ, K0i0 ¼ PRFK0
i0þ1
ðcÞ. Then, the user

invokes VS:Queryðf ;KjÞ to obtain the query q.
� SearchðqÞ: The cloud just invokes VS:SearchðqÞ and

generates a response x;Gð Þ.
� Verifyðf;x;G; i; ðKi;K

0
iÞÞ: The user first computes the

corresponding key ðKj;K
0
jÞ for the searched file with

security level j. Then, the user invokes
VS:Verifyðf;x;G; ðKj;K

0
jÞÞ and outputs ‘accept/

reject’ accordingly.

6 PROTOCOL ANALYSIS

6.1 Correctness

We discuss the single security level scenario first. By
inspecting the property of Algorithm 1, which is shown in
Proposition 1, we can find that our protocol VS ¼ ðKeyGen;
Outsource;Query;Search;VerifyÞ is indeed correct. Suppose
all parties follow the protocol and the data user searches for
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an arbitrary file f . The search query sent to the cloud is
defined by Equation (1). If f does exist, then
HMAC:Tagðf;K2Þ must lie in the outsourced data, which
can be found in VS:Outsource. If f does not exist, either f is
a prefix, or f can be represented using the wildcard repre-
sentation aþ 00#00, where a is a prefix of f . In both cases, f
could be represented as a special string in F2, which is also
outsourced in VS:Outsource. To summarize, the query
Equation (1) contains all possible cases for any file f .

The multiple security level scenario protocol is built on
the single security level protocol. The same analysis can
also be applied in this case. Because the cloud contains all
possible existing filenames and non-existing filenames for
all security levels, the user can always find the correct file
together with a valid proof in either case.

6.2 Security

We discuss security from two aspects. We first show that a
malicious cloud cannot cheat in our protocols by claiming
that an existing file does not exist, or a non-existing file does
exist. We then show that a user cannot access a file whose
security level is higher than the user’s security privilege.

Theorem 1. The protocols VS and DiffVS are secure with respect
to the cloud’s cheating behavior if HMAC is secure and
pseudorandom.

Proof.We first focus on VS and then generalize the analysis
to DiffVS.

Suppose that our protocol is not secure, i.e., there is a
cloud A that can fool the data user. We construct another

adversary A0, who is capable of breaking the security of
HMAC.

Denote A0 as an adversary, who wants to attack the
HMAC scheme. The HMAC scheme randomly generates

a key K1 and then interacts with the adversary A0, who
does the following.

STEP 1. A0 acts as if it is a data owner, randomly gener-
ates a set of files F1 and runs our verifiable file search
protocol with single security level to generate F2. To

mask filenames, A0 randomly generates a secret key K2

and then computes HMAC:Tagðf;K2Þ using the secret

key K2 for any f 2 F1 [ F2. To outsource the data, A0
queries the HMAC scheme for MACs under the key K1.

Now, A0 outsources the data ðHMAC:Tagðf ;K2Þ,
HMAC:TagðHMAC. Tagðf;K2Þ;K1Þ,�Þto the cloud A.

STEP 2. A0 acts as if it is a data user because A0 knows

the secret keyK2.A0 randomly sends queries to the cloud
A and A responds according to the verifiable file search
protocol.

STEP 3. Because A is a successful adversary to our
protocol, A can forge a file f and a proof x;Gð Þ ¼
ðj,HMAC:Tagðfj;K2Þ, HMAC:TagðHMAC:Tagðfj;K2Þ;
K1Þ, �Þ to fool the data user A0.

STEP 4. A0 constructs a forgery for the HMAC scheme
by using the forgery returned from the cloud. There are
only two cases for the forgery the cloud returns.

CASE 1: f does exist, but the cloud says that f does not

exist. This implies j 6¼ 1. The adversary A0 computes
HMAC:Tagðfj;K2Þ by using his own secret key K2. Now,

A0 has a valid message-MAC pair for the key K1, i.e.,

ðHMAC:Tagðfj;K2Þ,HMAC:TagðHMAC:Tagðfj;K2Þ;K1ÞÞ.
Notice that when A0 outsources the data to the cloud A,
ðHMAC:Tagðfj;K2Þ, HMAC.TagðHMAC:Tagðfj;K2Þ;K1ÞÞ
is not given to A because f exists in F1. Therefore,
ðHMAC:Tagðfj;K2Þ, HMAC:TagðHMAC:Tag(fj;K2Þ;K1ÞÞ
is a valid forgery for the HMAC scheme.

CASE 2: f does not exist, but the cloud says that f does
exist. This implies j ¼ 1. The same process of CASE 1 also
applies here.

By combing CASE 1 and CASE 2, we have Adv
ð�;HMACÞ � Advð�;VSÞ because any adversary against
our protocol can be transformed to an adversary for
HMAC. Therefore, if HMAC is secure, our protocol VS is
secure as well.

For the protocol DiffVS, we argue for its security in
two steps. First, suppose the keys for VS are all random
when VS is invoked in DiffVS. Then, the security of VS
directly implies the security of DiffVS. Second, if the keys
for VS are not random, then, HMAC, which is employed
to generate the keys, is not pseudorandom, which contra-
dicts our assumption. Therefore, DiffVS is also secure if
HMAC is secure and pseudorandom. tu

Theorem 2. The protocol DiffVS ¼ ðKeyGen;Outsource;
Query;Search;VerifyÞ can effectively enable the user access
differentiation if the pseudorandom function chosen to mask the
filename is secure.

Proof. We prove the theorem by linking Pr½ACBreak� with
Advð�;PRFÞ.

Suppose a user A can break the access control of
our protocol DiffVS. The user A and the cloud interact
with each other according to the specification of our
protocol. We note that the cloud does not know
whether the user is malicious, but simply functions
according to the protocol specification. After the inter-
actions, the user A successfully accesses a file with
security level higher than the user; that is, an access
control break occurs.

We leverage user A to construct an algorithm that can
distinguish a pseudorandom function from a truly ran-
dom function. The algorithm then implies the insecurity
of a pseudorandom function.

The distinguishing algorithm is as follows: Given a
function that can be either a pseudorandom function
or a truly random function with equal probability, we
plug this function in our DiffVS protocol. Then, we let
the user A interact with the protocol on some random
outsourced files. After running the protocol DiffVS, if
user A indeed finds the existence of a file f� beyond
the user’s security privilege, the algorithm claims that
the input function is a pseudorandom function. Other-
wise, the algorithm claims that the input function is a
truly random function.

Our analysis of the distinguishing algorithm proceeds
as follows. Denote Pr½SUCESS� as the success probabil-
ity of the distinguishing algorithm in guessing correct
input. Then, we have

Advð�;PRFÞ � Pr½SUCESS�: (2)
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From another perspective, we have Pr½SUCESS� ¼
Pr½CorrectGuess j Pseudorandom�Pr½ Input is pseudo-
random] þPr½CorrectGuess j Random�Pr½ Input is truly
random]. Notice that

Pr½CorrectGuess j Pseudorandom� ¼ Pr½ACBreak�:
When a truly random function is employed in our proto-
col, all masked filenames are random bits, which are
independent of the input filename. Then, just by count-
ing, we have a straight-forward bound

0 � Pr½CorrectGuess j Random� � F 0j j
2lenðPRFÞ

;

where lenðPRFÞ denotes the output bit length of the
pseudorandom function. We note that the length of a
PRF determines the masked filename size. The longer it
is, the stronger the security of PRF is, which further
ensures the security of our protocol. The length of the fil-
ename is independently determined by the operating
systems and does not affect the length of a PRF.

Therefore, we have

Pr½SUCESS� ¼ 1

2
Pr½ACBreak� þ Pr½CorrectGuess j Random�:

(3)

Combining Equations (2) and (3), we have Adv

ð�;PRFÞ � 1
2 Pr½ACBreak�.

If A breaks the access control of our protocol, then
Pr½ACBreak� is not negligible. Thus, Advð�;PRFÞ is not
negligible, which contradicts the security of the pseudo-
random function employed.

Therefore, our protocol can enable access control of
different users if the employed pseudorandom function
is secure. tu

6.3 Privacy and Integrity

In our designed protocols, the privacy of the filenames and
file contents is well protected. If an adversary can find out
what the filename is, the cloud can forge a valid message-
MAC pair. This contradicts the security of HMAC. For file
contents, they are encrypted and authenticated under other
independent keys using a secure encryption algorithm and
a secure message authentication code algorithm as we
assumed in Section 3. Thus, they are also well protected.

6.4 Overhead

We now analyze the theoretical asymptotic performance of
our protocols in terms of computation, storage, and commu-
nication cost. Table 1 summarizes analytical results, which
match with our experimental results, shown in Section 7.

Notice that we show a greater detail for the protocol in the
single security level scenario and the same analysis can be
also applied to the multiple security level scenario.

Detailed Analysis. The data owner needs to separate all
possible filenames and then outsource the data to the cloud.
Algorithm 1 handles the process of separation. Denote n as
the number of existing files, LEN as the maximum length of
a filename that is allowed by the file system, and SZ as the
size of the alphabet S. For a direct implementation of this
algorithm, Line 2 takes time OðnÞ; Line 3 takes time
OðLENÞ; Line 5 takes time OðSZÞ; Line 7 takes time
OðLEN � nÞ; Line 12 takes time OðLEN � nÞ. Hence, the total
time complexity for Algorithm 1 is OðnÞ 	OðLENÞ	
OðSZÞ 	OðLEN � nÞ þOðLEN � nÞ½ �. That is, the time com-

plexity of the separation process is OðSZ � LEN2 � n2Þ.
Notice that only the number of files n changes with the

outsourced files, and SZ and LEN are constants. Therefore,

the asymptotic time complexity is Oðn2Þ. In addition, this
operation only needs to be done once and can be amortized
in the following file searches. For storage, because the data
owner only needs to store two secret keys, the complexity of
the storage is Oð1Þ, as a constant. Nonetheless, the cloud
needs to store both the data and the MACs for F1 and F2.
Notice that the size of F1 is OðnÞ, the size of F2 is also
OðnÞ 	OðSZÞ 	OðLENÞ ¼ OðnÞ, and the size of a MAC is
constant. The storage cost is then moderate. The communi-
cation cost is OðnÞ, which is caused by outsourcing the data.
The same analysis also applies for the data user and the
cloud.

7 PERFORMANCE EVALUATION

7.1 Experimental Setup

All protocols are implemented using Java 1.7 on a PC with
an Intel i3 3.1G CPU and 4 GB memory. The source code
of the protocol implementation and evaluation, as well as
the experimental data, can be found online [44]. We
employ “HmacSHA256” for HMAC in our protocol. We
also use public data sets to validate the performance of our
protocol [45].

We chose seven test data sets. The first is a minimal test
set consisting of only four files. This data set helps confirm
the correctness of Algorithm 1 for constructing all possible
filenames. The following four data sets come from the RFC
documents, which can be downloaded online [45]. The test
‘RFC50’ contains RFCs from ‘rfc1.txt’ to ‘rfc50.txt’. Notice
that some RFCs are ‘pdf’ files or ‘ps’ files. This is also true
for ‘RFC100’, ‘RFC200’ and ‘RFC400’. The RFC data set has
similar filenames. To deal with this issue, the sixth data set
contains all files in the home directory ‘. . . nPython27n
include’ of the Python 2.7 installation [46]. The seventh data
set is a transformed version of the sixth data set for consid-
ering the case of long filenames. The transformation is to
rename the python data set by taking the HMAC value of
the original filenames as the new filenames. Thus, all the fil-
enames of the seventh data set are 64 bytes. Table 2 lists the
basic information of these test data sets.

7.2 VFS Results

The size of all possible filenames constructed by Algorithm 1
is shown in Table 2. As we can observe, for the fully-fledged

TABLE 1
Theoretical Asymptotic Performance of Our Protocols

(the Variable n is the Total Number of Files)

Computation Storage Communication

Data Owner Oðn2Þ Oð1Þ OðnÞ
Data User Oð1Þ Oð1Þ Oð1Þ
Cloud OðlognÞ OðnÞ Oð1Þ
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protocol, the minimum and the maximum are 0.12 and 62.4
MB, respectively. Notice that Java stores a character using 2
bytes and uses some metadata to store an object. This means
that in practice the storage cost of our protocols can be
reduced by at least half, if a proper character encoding is
used. Theoretically speaking, in the worst case, storage cost
grows linearly with the total number of files that are out-
sourced to the cloud. The experimental results also validate
the theoretical analysis.

There is a noticeable difference for the ‘Python’ data set:
the storage cost is larger than the ‘RFC100’ data set. This
can be expected as the theoretical analysis focuses on the
worst-case and asymptotic performance, whereas the
experiments measure the exact storage cost. We note that
the exact storage cost also depends on the filename struc-
tures according to Algorithm 1. Nonetheless, the storage
cost grows linearly when more files are outsourced asymp-
totically. For achieving verifiability of the file search result,
additional storage is required. The additional storage is still
affordable compared to the large pool of cloud storage,
especially taking into account the security guarantee gained.

Table 3 contains the time consumption for the baseline
protocol. It indicates that the operation VS:Outsource takes
much more time than other operations. For example, the
maximal time is about 2.6 s. Theoretically speaking, the
time complexity for outsourcing grows quadratically with
the total number of outsourced files. The experimental
result matches with our theoretical analysis well. We can
also observe that VS:Query takes little time.

In our implementation, we randomly generate an exist-
ing file and a non-existing file. We then measure the time
and compute the mean value after 20 runs. Notice that the
time cost is slightly higher than that in practice, because a
filename is generated according to a uniform distribution.
In practice, a data user may simply need to send the
searched filename to the cloud and the time cost is actually
constant. Notice that for VS:Search, it takes little time as
well.

We store the filenames using the ‘TreeMap’ class in Java,
which is a balanced binary tree data structure. Therefore,

the search time depends on two parts: one is searching the
tree and the other is string comparison, both of which
depend on Java detailed implementations of the corre-
sponding classes. Nonetheless, the point is that the time
cost is very small. The same also holds for VS:Verify as we
can find from Table 3. Lastly, it is worth noting that the time
cost also depends on the implementation of the protocol.
The detailed information about our implementation can be
found in [44].

Table 4 illustrates the time cost for our fully-fledged pro-
tocol. As we can find, all observations from Table 3 can be
applied here as well. For example, VS:Outsource takes
much more time than other operations, and the time con-
sumption for file query, search, and verification is quite
small. The time cost for outsourcing grows quadratically
when more files are outsourced. The difference is that all
operations take minimally more time than operations in the
baseline protocol because the filename is processed using
HMAC in order to protect the filename privacy.

7.3 DiffVFS Results

The performance of DiffVFS is rather similar to that of VFS.
Table 5 illustrates the storage and computation cost for
DiffVFS, as well as the total number of security levels. For
storage cost, the maximal cost is roughly 60.1 MB. For com-
putation cost, the outsourcing procedure consumes the larg-
est time, but the time cost is still minuscule. All online
procedures, i.e., querying, searching, and verifying, are quite

TABLE 2
Data Sets and Storage Consumption (Bytes)

Benchmark Toy RFC50 RFC100 RFC200 RFC400 Python Python’

Number of Files 4 50 100 200 400 92 92
Basic Protocol 42,424 1,346,088 2,629,080 5,283,624 9,644,648 4,088,272 65,401,488
Full Protocol 122,592 3,610,104 7,039,920 13,840,144 26,716,696 10,876,272 66,404,992

TABLE 3
Computation Time (Nano-Seconds) for Different

Algorithms in the Basic Protocol

Benchmark Outsource Query Search Verify

Toy 9,945,914 190 139,796 13,449
RFC50 129,859,029 157 8,272 6,174
RFC100 264,431,126 215 8,711 6,612
RFC200 625,044,487 223 11,897 9,675
RFC400 1,595,279,912 273 12,878 10,362
Python 249,927,082 206 10,717 10,258
Python’ 259,5149,734 245,907 10,755 21,525

TABLE 4
Computation Time (Nano-Seconds)

for Different Algorithms in the Full-Fledged Protocol

Benchmark Outsource Query Search Verify

Toy 17,870,332 57,704 13,904 24,929
RFC50 272,240,334 55,859 14,550 16,164
RFC100 540,713,787 61,487 15,402 15,883
RFC200 1,247,998,618 67,959 15,576 16,429
RFC400 2,833,943,104 62,066 356,906 16,131
Python 589,483,592 92,069 15,626 17,563
Python’ 2,532,635,461 246,107 10,990 20,940

TABLE 5
DiffVFS Performance for Storage (Bytes)

and Computation (Nanoseconds)

Benchmark Levels Storage Outsource Query Search Verify

Toy 1 122,592 8,620,860 34,254 7,996 14,604

RFC50 11 4,237,760 190,391,896 41,325 10,791 53,242

RFC100 22 8,317,728 377,783,398 43,420 12,294 51,695

RFC200 44 17,170,176 840,791,221 50,911 12,915 61,638

RFC400 86 24,172,688 1,775,295,158 45,330 12,387 52,294

Python 19 11,363,392 415,015,485 71,802 11,803 30,327

Python’ 19 63,835,840 2,727,462,346 285,807 58,602 15,666
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efficient. Recall that the total number of security levels does
not influence the storage and computation cost ofDiffVFS, as
we designed inDiffVFS. In practice, the number of total secu-
rity levels is determined by the underlying data owner. In the
evaluation, we set the security levels manually.

8 DISCUSSION

Our protocol now can support verifiable file search in both
single and multiple security scenarios. It can adequately
support scenarios where the data/security-levels are static,
e.g., for archival data and static security levels uses. To
enable further applications of our protocol, we plan to
extend our current work in future from the following
perspectives.

Data Dynamics. Our current protocol encounters difficul-
ties when a file is inserted or deleted. This is because the
data dynamics break the structure of the separated file-
names. To solve this issue, one direct solution (though not
practical) is to run the protocol again with the new data set.
Another more reasonable solution is to keep an authenti-
cated cache in the cloud to accommodate the data dynamics.
More advanced protocols need to be studied.

Security-Level Dynamics. Our current protocol naturally
supports lower security-level extension. This can be
achieved by deriving new key pairs for the new lower secu-
rity level from current keys. Nonetheless, reduction of secu-
rity levels may take some cost, i.e., we may need to run the
protocol again to process the data with smaller security lev-
els. How to optimize our protocol in this case is unresolved.

Thin Cloud. Our current protocol, similar to other works
in the cloud storage security area (e.g., [6], [15], [20]),
requires cloud storage to expose additional functionalities
other than a GET and PUT interface. That is, the cloud stor-
age needs to have some compute ability to process the out-
sourced data. This may be achieved by the cloud service
provider designing the software layer above the commodity
cloud storage, or the cloud storage provider exposing the
compute interface to the users. Thus, it is interesting to
study how to extend our current protocol to directly sup-
port the currently well-provided commodity cloud storage
with only a GET and PUT interface.

9 CONCLUSION

In this paper, we have studied and formulated the verifiable
file search problem for cloud storage with single andmultiple
security levels, and addressed the problem by proposing two
lightweight, efficient and secure protocols, i.e., VFS and
DiffVFS. To be specific, the VFS protocol enables a group user
to verify the correctness of a file search result from the cloud.
VFS also protects filename privacy. Built onVFS,DiffVFS fur-
ther enables user differentiation, meaning that different users
can only access files that fit their security privileges. We have
formally defined and then established the security for VFS
and DiffVFS. We have also implemented a prototype for both
protocols. Using a real-world data set, we have carried out
experiments and measured the costs of our proposed proto-
cols. Our experimental results demonstrate that both proto-
cols only consume a small fraction of additional storage, and
that both protocols are extremely fast. Therefore, VFS and

DiffVFS can be integrated with previous proposed cloud stor-
age security protocols, storage auditing protocols, encrypted
search protocols, etc., to assure the security of outsourced
data for users.
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