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Foreword

The Audio Toolkit is a compilation of Matlab functions drawn from many sources. It was possible to make this collection because the results of so many of the most advanced audio research projects have been published in the form of Matlab code. Many of the routines in the Toolkit have been modified somewhat from their original published form. Usually this was done to achieve greater computational efficiency (I attempted to make the execution time of each function no greater than the time it takes to play its output). In some other cases, a function was modified to make it easier to use or to perform an operation different from the one it was originally designed to perform.

The Toolkit is intended primarily for the use of my students. If any of the Toolkit’s routines are used by others for a different purpose, all code not written by me must be properly credited to its authors, and the authors’ restrictions on the use of their code must be respected. The source of each routine is indicated in the M-file below the routine’s definition. Where no source is indicated, I am the author.

Stuart Smith

Chelmsford, MA

August 2011

User Notes

1. Except as noted, Toolkit functions accept either row- or column-vector arguments and return row-vector results.

2. Whenever a Toolkit function does not have a sample rate (sr) parameter, you should assume that the sample rate for both input and output is 44.1 kHz.

3. Toolkit functions have been successfully tested with audio-friendly input arguments, but they do little or no checking of argument values.

4. The Matlab Signal Processing Toolbox contains many additional functions useful for audio signal processing. Check it out.

Simple Oscillators

cosine

  y = cosine( freq , dur , sr )
Generates samples of a sinewave of specified frequency and duration.
Inputs:
  freq = frequency in Hz
  dur  = duration in seconds
  sr   = sample rate in samples per second
Output
  y    = vector of sine samples

one_shot

  y = one_shot( dur , wave , start , finish , sr )
A one-shot oscillator. Creates one cycle of an arbitrary waveform defined in a user-supplied wave table. The table contains one cycle of the desired waveform. A partial cycle can be obtained by specifying start and finish values within the cycle. Example:
  s = sine( 1 , 1 , 65536 ) ; % large table is no big deal for Matlab
  y = one_shot( 2 , s , 0.25 , 0.75 , 44100 ) ; % middle half of sine
  plot( y )
Inputs:
  dur    = signal duration in seconds
  wave   = user-supplied vector of one cycle of the desired waveform
  start  = fraction of cycle where output begins: 0=<start<=1
  finish = fraction of cycle where output ends: start<finish<=1
  sr     = sample rate in samples per second
Output:
  y      = vector of samples of the desired signal 
osc

  y = osc( freq , phs , dur , wave , sr )
Generic oscillator. Creates a periodic signal from an arbitrary
user-supplied wave table. The table contains one cycle of the desired
waveform. The first and last items in the wave table must be identical.
The table can be created with one of the other Toolkit oscillator
functions. For example, a table of 513 samples of a single sinewave cycle can be created with
  wave = sine( 1 , 1 , 512 ) ; % Generate 1 Hz sinewave for 1 sec.
  wave = [ wave wave(1) ] ;    % Append a final element identical to

                               % the first
Inputs:
  freq = frequency of the desired signal in Hz
  phs  = starting phase in degrees, [0,360]
  dur  = signal duration in seconds
  wave = user-supplied vector of one cycle of the desired waveform
  sr   = sample rate in samples per second
Output:
  y    = vector of samples of the desired signal 
saw 

  y = saw( freq , dur , sr )

Generates samples of a sawtooth wave of specified frequency and              duration.
Inputs:
  freq = frequency in Hz
  dur  = duration in seconds
  sr   = sample rate in samples per second
Output:
  y    = vector of sawtooth samples

sine

  y = sine( freq , dur , sr )
Generates samples of a sinewave of specified frequency and duration.

Inputs:
  freq = frequency in Hz
  dur  = duration in seconds
  sr   = sample rate in samples per second
Output:
  y    = vector of sine samples

spike

  y = spike( freq , dur , sr )
Generates a stream of unit impulses of specified frequency and duration.
Inputs:
  freq = frequency in Hz
  dur  = duration in seconds
  sr   = sample rate in samples per second
Output:
     y   = vector of unit impulse samples
sqr

  y = sqr( freq , dur , sr )
Generates samples of a square wave of specified frequency and duration.
Inputs:
  freq = frequency in Hz
  dur  = duration in seconds
  sr   = sample rate in samples per second
Output:
  y    = vector of square wave samples

synthesize

  y = synthesize( freq , dur , amp , sr )
Performs additive synthesis of a tone with an arbitrary number of harmonics.
Inputs:
  freq = fundamental frequency in Hz
  dur  = duration of the tone in seconds
  amp  = vector of amplitudes of the harmonics
  sr   = sample rate in samples per second
Output:
  y    = vector of samples of the synthesized tone

tri

  y = tri( freq , dur , sr )
Generates samples of a triangle wave of specified frequency and duration.
Inputs:
  freq = frequency in Hz
  dur  = duration in seconds
  sr   = sample rate in samples per second
Output:
  y    = vector of triangle wave samples

unit

  y = unit( dur , sr )
Creates a unit impulse within an interval of specified duration.
Inputs:
  dur = duration of the time interval in which the impulse occurs
  sr  = sample rate in samples per second
Output:
  y   = unit impulse
Other Sound Generators

consonant

  y = consonant( cons , sr )
Consonant generator. See consonantDemo for examples of usage.
Inputs:
  cons = the desired consonant: 'S', 'T', 'SH', 'CH', 'P', 'H', 'K',

         or 'SS'
  sr   = sample rate in samples per second
Output:
  y    = vector of sound samples
formant

  y = formant( f0 , f1 , f2 , f3 , dur , sr )
Formant synthesizer. See formantDemo for a demonstration of the use of this function to create vowel sounds. See also vowel and vowelDemo.
Inputs:
  f0         = fundamental frequency in Hz
  f1, f2, f3 = formant frequencies in Hz
  dur        = duration in seconds
  sr         = sample rate in samples per second
Output:
   y         = vector of sound samples
fm_instr

  y = fm_instr( cf , cm , mi , amp , dur , sr )
Implements an FM instrument. The amp argument specifies the amplitudes of a single multi-segment linear envelope, which is applied to both the output amplitude and the modulation index. The modulating frequency is obtained by c:m ratio. See FMDemo for a demonstration of the use of fm_instr.
Inputs:
  cf  = carrier frequency in Hz
  cm  = c:m ratio
  mi  = modulation index
  amp = vector of ending amplitudes of envelope segments (start is

        always 0)

  dur = vector of segment durations in seconds
  sr  = sample rate in samples per second
Output
  y   = vector of samples of the instrument sound

mygrain, mygrainu

  y = mygrain( cf , dur , dev , gs , sr )
  y = mygrainu( cf , dur , dev , gs , sr )

Generates samples of a segment of granular sound.
Inputs:
  cf  = center frequency of the segment
  dur = duration of the segment in seconds
  dev = average deviation above and below the center frequency
  in Hz
  gs  = grain separation in seconds
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of granular sound
noisefilter

  y = noisefilter( type , lf , hf , dur , sr )
Generates filtered white noise.
Inputs:
  type = filter type (‘low’, ‘high’, ‘pass’ , ‘stop’)
  lf   = lowpass cutoff frequency in Hz
  hf   = highpass cutoff frequency in Hz
  dur  = duration of the noise in seconds
  sr   = sample rate in samples per second
Output:
  y    = vector of samples of filtered noise
pluck, plucklp

  y = pluck( freq , dur , pw , sr )
  y = plucklp( freq , dur , pw , sr )

Simulates the sound of a plucked string using an IIR comb filter. A low-pass filter in the feedback loop of plucklp gives greater realism than can be achieved with pluck.
Inputs:
  freq = approximate frequency of output in Hz
  dur  = duration of output in seconds
  pw   = width of driving pulse in samples
  sr   = sample rate in samples per second
Output:
  y    = vector of samples of plucked string sound

powernoise

  y = powernoise( alpha , dur , sr )
Generate samples of power law noise. The power spectrum of the signal
scales as f^(-alpha).
Inputs:
  alpha = power law scaling exponent (0=white, 1=pink, 2=red)
  dur   = duration of noise output in seconds
  sr    = sample rate in samples per second
Output:
  y     = vector of power law samples
Shepard

  y = Shepard( dir , t , num , sr )

Generates continuous Shepard's tones.
Inputs:

  dir = direction: 1=up, 0=down (down seems more convincing to the
        ear in this implementation)
  t   = cycle time in seconds (5-8 sec. typical)

  num = number of cycles desired

  sr  = sample rate in samples per second
Output:

  y   = output vector

vowel
  y = vowel( v , voice , dur , sr )
Vowel synthesizer. User selects the vowel and the voice: male, female,
or child. Vowels are synthesized according to the Peterson and Barney
data (JASA vol. 24, 1952). See also formant.
Inputs:
  v     = the desired vowel:
            'IY' (heed)
            'IH' (hid)
            'EH' (head)
            'AE' (had)
            'AH' (hod)
            'AW' (hawed)
            'OO' (hood)
            'UW' (who'd)
            'UH' (hud)
            'ER' (heard)
  voice = 'male' , 'female' , 'child'
  dur   = duration of vowel sound in seconds
  sr    = sample rate in samples per second
Output:
  y     = vector of vowel sound samples
Synthesizer Units

vca

  y = vca( x , ctrl )
Uses a control signal to regulate the gain of the input signal. The input signal should be in the range [0,1]. If the control signal goes negative, the corresponding output samples will be set to zero. If the input signal and the control signal are not of the same length, the longer will be trimmed to the length of the shorter.
Inputs:
  x    = input signal
  ctrl = control signal, [ 0 , 1 ]
Output:
  y    = vector of samples of the input signal with gain controlled by

         ctrl
vcf

  y = vcf( x , ctrl , fl , fh , d , sr )
Applies a control signal to a resonant filter to continuously update the filter’s center frequency. If the input signal and the control signal are not of the same length, the longer will be trimmed to the length of the shorter.
Inputs:
  x    = input signal
  ctrl = control signal in the range [0,1]
  fl   = lowest center frequency of the filter in Hz
  fh   = highest center frequency of the filter in Hz
  d    = half-bandwidth of the filter in Hz
  sr   = sample rate in samples per second
Output:
  y    = vector of samples of the input signal filtered as specified
vco (MATLAB)
  y = vco( x , fc , sr )

  y = vco( x , [Fmin,Fmax] , sr )

Simulates a voltage-controlled oscillator that generates a sinusoidal waveform whose frequency is determined by a control input. The control signal, x, must be in the range [-1,+1]. If the first form of vco is used, -1 corresponds to 0 Hz, 0 corresponds to fc, and 1 corresponds to 2*fc. If the second form of vco is used, the frequency range of the output is scaled so that -1 corresponds to Fmin and +1 corresponds to Fmax.
Inputs:

  x    = "voltage control" signal

  fc   = center, or reference, frequency in Hz
  sr   = sample rate in samples per second

  Fmin = minimum output frequency, in Hz

  Fmax = maximum output frequency, in Hz

Output:

    y  = vector of samples of vco tone
Filters
EQ10
  y = EQ10( x , G , sr )
Parametric equalizer. This function allows the user to adjust the gain of 10 pre-set frequency bands. The center frequencies of the bands are 31.5, 63, 125, 250, 500, 1000, 2000, 4000, 8000, and 16000 Hz. If the input sample rate is not 44.1 kHz, EQ10 will resample the input. To use this function, the Orfanidis parametric EQ design toolkit must be in your MATLAB path (hpeq.zip from: eceweb1.rutgers.edu/~orfanidi/hpeq/). Without this toolkit, use the function peq.
Inputs:
  x  = vector of sound samples
  G  = 10-element vector of boost/cut values in dB
  sr = sample rate in samples per second
Output:
  y  = equalized vector, sampled at 44.1 kHz
FIRhigh
  y = FIRhigh( x , fcuts , sr )
FIR (Kaiser) highpass filter. Bandpass ripple is 5% and stopband
attenuation is 40 dB. These can be changed by assigning new values to
devs in the function definition.
Inputs:
  x     = input vector
  fcuts = two element vector: 
            stopband frequency, Hz
            cutoff frequency, Hz
  sr    = sample rate in samples per second
Output:
  y     = output vector
FIRlow 
   y = FIRlow( x , fcuts , sr )
FIR (Kaiser) lowpass filter. Bandpass ripple is 5% and stopband
attenuation is 40 dB. These can be changed by assigning new values to
devs in the function definition.
Inputs:
  x     = input vector
  fcuts = two element vector: 
            cutoff frequency, Hz
            stopband frequency, Hz
  sr    = sample rate in samples per second
Output:
  y     = output vector
FIRpass

  y = FIRpass( x , fcuts , sr )
FIR (Kaiser) bandpass filter. Bandpass ripple is 5% and stopband
attenuation is 40 dB. These can be changed by assigning new values to
devs in the function definition.
Inputs:
  x     = input vector
  fcuts = four-element vector:
            low stopband frequency, Hz
            low bandpass frequency, Hz
            high bandpass frequency, Hz
            high stopband frequency, Hz
  sr    = sample rate in samples per second
Output:
  y     = output vector
FIRstop

FIR (Kaiser) bandstop filter. Bandpass ripple is 5% and stopband
attenuation is 40 dB. These can be changed by assigning new values to
devs in the function definition.
  y = FIRstop( x , fcuts , sr )
%
Inputs:
  x     = input vector
  fcuts = four-element vector:
            low passband frequency, Hz
            low stopband frequency, Hz
            high stopband frequency, Hz
            high passband frequency, Hz
  sr    = sample rate in samples per second
Output:
  y     = output vector
flt

  y = flt( x , F , D , R )
Implements a resonant bandpass filter.
Inputs:
  x = signal to be filtered
  F = center frequency of the filter in Hz 
  D = half-bandwidth of the filter in Hz
  R = sample rate in samples per second
Output:
  y = vector of samples of the filtered signal
highshelving
Applies a high-frequency shelving filter to the input signal.
  y = highshelving ( x , Wc , G )
Inputs:
  x  = input vector
  Wc = normalized cut-off frequency, 0<Wc<1, i.e., fcutoff/(sr/2)
  G  = gain in dB
Output:

  y  = output vector
lowshelving
Applies a low-frequency shelving filter to the input signal.
  y = highshelving ( x , Wc , G )
Inputs:
  x  = input vector
  Wc = normalized cut-off frequency, 0<Wc<1, i.e., fcutoff/(sr/2)
  G  = gain in dB
Output:

  y  = output vector

nlreson

Non-linear resonant filter. If overdriven by input outside the range

[-1,+1], this unit will produce harmonic distortion and compression.

  y = nlreson( x , fc , bw , sr )

Inputs:

  x     = input signal

  fc    = center frequency of resonant band (in Hz)

  bw    = bandwidth of resonance (in Hz)

  sr    = sample rate in samples per second

Output:

  y     = filtered signal vector

parmeq

  [ b a ] = parmeq( dB , cf , bw , sr )
Second-order parametric EQ filter designer. Computes the b and a
coefficients to be passed to the Matlab filter function. This
function is intended to be used as a stage in a parametric EQ.
Inputs:
  dB = boost/cut (decibels)
  cf = center frequency in Hz
  bw = bandwidth in Hz
  sr = sample rate in samples per second
Outputs:
  b  = numerator coefficients
  a  = denominator coefficients
peq (equalizer)
  y = peq( x , G , sr )
This function allows the user to adjust the gain of 10 pre-set frequency bands. The center frequencies of the bands are 31.5, 63, 125, 250, 500, 1000, 2000, 4000, 8000, and 16000 Hz. If the input sample rate is not 44.1 kHz, peq will resample the input.
Inputs:
  x  = vector of sound samples
  G  = 10-element vector of boost/cut values in dB
  sr = sample rate in samples per second
Output:
  y  = equalized vector, sampled at 44.1 kHz
shelving

  [ b a ] = shelving( type , g , fc , Q , sr )
Derives coefficients for a shelving filter with a given amplitude and
cutoff frequency. Use Matlab filter to apply the filter to a signal. See     Toolkit shelvingDemo for examples of the use of shelving.
Inputs:
  type = a character string defining filter type.
         Choices are: 'Bass_Shelf' or 'Treble_Shelf'

  g    = the logarithmic gain in dB; positive for boost, negative for

         cut
  fc   = cutoff frequency  
  Q    = adjusts the slope of shelving
  sr   = sample rate in samples per second

Outputs:
  [ b a ] = filter coefficients to be used with Matlab filter
Vibrato and Tremolo

tremolo

  y = tremolo( x , lfo , mi , sr )
Applies tremolo to the input signal.
Inputs:
  x   = input signal
  lfo = tremolo frequency in Hz
  mi  = tremolo depth (normally in the range [0,1])
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the input signal with tremolo applied

vibrato
  y = vibrato( x , lfo , mi , sr )

Applies vibrato (low-frequency frequency modulation) to the input signal.
Inputs:

  x   = input signal
  lfo = vibrato frequency (5-8 Hz typical)
  mi  = depth of vibrato (0.05 typical)
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the input signal with vibrato applied

Dynamics Processing
agc
  [ y , D , E ] = agc( d , sr , t_scale , f_scale , type )
Performs frequency-dependent automatic gain control. See agcDemo for
details on usage.
Inputs:
  d       = the input signal
  sr      = sample rate in samples per second 
  t_scale = the "scale" for smoothing in time (default = 0.5 sec).
  f_scale = the frequency "scale" (default 1.0 "mel").
  type    = 0 or 1. 0 selects traditional infinite-attack, exponential
            release. 1 selects symmetric, non-causal Gaussian-window
            smoothing (default=0).
Outputs:
  y       = the output signal, with approximately constant energy in
            each time-frequency patch.
  D       = the actual STFT used in analysis
  E       = the smoothed amplitude envelope divided out of D to get

            gain control.
a_r

  y = a_r( x , at , rt , sr )

A simple attack/release envelope shaper.

Inputs:
  x  = input signal
  at = attack time in seconds
  rt = release time in seconds
  sr = sample rate in samples per second
Output:
  y  = vector of samples of the input signal with the specified attack 

compexp 
  y = compexp( x , CT , CS , ET , ES , tav , at , rt , sr )
Compressor/expander. 
Inputs:
  x   = signal to be compressed/expanded
  CT  = compression threshold in dB
  CS  = compression slope factor (1–(1/Ratio)), 0<CS<1
  ET  = expansion threshold in dB 
  ES  = expansion slope, ES<0
  tav = rms averaging time (0.005-0.130 sec.)
  at  = smoothing filter attack time (0.001-2.6 sec.)
  rt  = smoothing filter release time (0.001-5.0 sec.)
  sr  = sample rate in samples per second
Output:
  y  = compressed/expanded signal
crossfade

  y = crossfade( a , b , overlap , sr )
Performs a linear cross fade between vectors a and b.
Inputs:
  a , b   = input signals
  overlap = duration of cross fade in seconds
  sr      = sample rate in samples per second
Output:
  y       = vector of samples of the output signal
env
Generates a multi-segment linear envelope. The envelope can be applied to a signal with mul or vca. amp and dur must be of the same length.
  y = env( amp , dur , sr )
Inputs:
  amp = vector containing the amplitude at the end of each 

        segment (starting amplitude is always 0)
  dur = vector containing the durations of the segments
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the specified envelope
expa_r

A simple attack/release envelope shaper similar to Toolkit function a_r, except that the attack and release are exponential rather than linear.
   y = expa_r( x , at , rt , ka , kr , sr )
Inputs:
  x  = input signal
  at = attack time in seconds
  rt = release time in seconds
  ka = attack constant (ka=8 typical)
  kr = release constant (kr=8 typical)
  sr = sample rate in samples per second
Output:
  y  = vector of samples of the input signal with the specified attack
       and release applied
expattack

Creates an exponential attack. The amplitude of the output rises from 0
to 1 over dur seconds.
  y = expattack( dur , k , sr )
Inputs:
  dur = duration of attack in seconds
  k   = attack constant (k=8 typical)
  sr  = sample rate in samples per second
Output:
  y   = vector of attack samples rising exponentially from 0 to 1
expdecay
Creates an exponential decay. The amplitude of the output decays from 1
to 2^(-k) over dur seconds.
  y = expdecay( dur , k , sr )
Inputs:
  dur = duration of decay in seconds
  k   = decay constant (k=8 typical)
  sr  = sample rate in samples per second
Output:
 y   = vector of decay samples decreasing exponentially from 1 to 2(-k)
FadeIn

  y = FadeIn( x , fa , sr )
Attenuates the first fa*sr elements of the vector x linearly from 0 to 1.
Inputs:
  x  = input signal
  fa = fade-in time in seconds
  sr = sample rate in samples per second
Output:
  y  = vector of samples of the input signal with specified fade-in

FadeOut

  y = FadeOut( x , fa , sr )
Attenuates the last fa*sr elements of the vector x linearly from 1 to 0.
Inputs:
  x  = input signal
  fa = fade-out time in seconds 

  sr = sample rate in samples per second
Output:
  y = vector of samples of the input signal with specified fade-out

follow

  y = follow( x , sr )
This function returns a vector of samples that follows the general
amplitude contour, or "envelope", of the input using a local peak detection method.
Input:
  x  = vector of samples
  sr = sample rate in samples per second
Output:
  y  = output vector representing the amplitude envelope of x
inflimit

  y = inflimit( x , t )
Infinite limiter. Restricts the level of the input signal so that the output level can never exceed the range [-1,+1] regardless of the input level.
Inputs:
  x = input signal
  t = threshold, i.e., the level at which limiting begins: 0<t<1
Outputs:
  y = signal limited as specified
limiter
   y = limiter( x , threshold , at , rt , sr )
Limiter with variable attack and release times.
Inputs:
  x         = signal to be limited
  threshold = limit threshold in dBFS
  at        = attack time in seconds
  rt        = release time in seconds
  sr        = sample rate in samples per second
Output:
  y  = output vector
rms
  y = rms( x , sr )
This function returns a vector of samples that follows the general
amplitude contour, or "envelope", of the input by computing the local RMS values of the input signal.
Input:
  x  = vector of samples
  sr = sample rate in samples per second
Output:
  y  = output vector representing the amplitude envelope of x
Delay Lines
allpdelay

  y = allpdelay(  x , dly , g , sr )
Allpass filter, which is typically used as a component of a Schroeder reverb unit (also see schroeder in the reverbs section below.)
Inputs:
  x   = input signal
  dly = length of delay in seconds
  g   = gain [0,1]
  sr  = sample rate in seconds
Output:
  y   = vector of samples of the filtered input signal
crossdelay

 y = crossdelay( x , dly , FBgainL , FBgainR , FFgainL , FFgainR , sr )
Cross delay. Each stereo channel's delayed signal is fed into the 
opposite channel's input as well as its own output. This "ping-pongs" the sound back and forth between channels.
Inputs:
  x        = stereo input signal
  dly      = length of delay in seconds
  FBgainL  = gain for left channel feedback into right channel [0,1]
  FBgainR  = gain for right channel feedback into left channel
  FFgainL  = gain for left channel feedforward into left channel out
  FFgainR  = gain for right channel feedforward into right channel out
  sr       = sample rate in samples per second
Output:
    y                   = stereo matrix
firdelay
  y = firdelay( x , dly , g , sr )
A single-delay FIR comb filter.
Inputs:
  x   = input signal
  dly = delay time in seconds. Standard effects based on the length of 
        the delay are:
            0 - .020 sec = resonator
          .025 - .050 sec = slapback
          .050 sec        = echo
  g   = gain (0-1)
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the filtered input signal
iirdelay

  y = iirdelay( x , dly , g , sr )
A single-delay IIR comb filter. This can be used for simple echo and
reverb effects.
Inputs:
  x   = input signal
  dly = delay time in seconds
  g   = gain [0,1]
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the filtered input signal
lpiirdelay

     y = lpiirdelay(  x , dly , g , sr )

An IIR comb filter with a lowpass filter in the feedback loop. This
configuration is often used in room simulators.
Inputs:
  x   = input signal
  dly = length of delay in seconds
  g   = filter gain [0,1]
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the filtered input signal

multiecho

  y = multiecho( x , gain , reps , BPM , value , sr )

Generates multiple echoes of the sound in vector x. value represents the subdivision of the quarter note (e.g., 2 = eighth note, 3 = eighth note triplet, 4 = sixteenth note, etc.). This routine does not do automatic beat tracking; however, the tempo function can be used to estimate the BPM value.
Inputs:
  x     = input sound vector
  gain  = gain [0,1]
  reps  = number of repetitions per quarter note
  BPM   = tempo in beats per minute (quarter note = 1 beat)
  value = tuplet value of repetitions (1, 2,...,n) 

  sr    = sample rate in samples per second
Output:
    y     = original sound with echoes added

tdl, (tapped delay line)
  y = tdl( x , d , g , sr )

Tapped delay line. As many taps as desired may be specified.
Inputs:
  x  = input signal (mono vector only)
  d  = a vector that contains the delay length of each tap in seconds
  g  = a vector that contains the gain of each tap [0,1]
  sr = sample rate in samples per second
Outputs:
  y  = output signal
pad

  y = pad( x , t , sr )
Pads the input vector with trailing zeroes. This function can be used to lengthen a vector to be processed by delay lines so that the effect does not end abruptly.
Inputs:
  x  = input signal
  t  = length of zero padding in seconds
  sr = sample rate in samples per second
Output:
  y  = vector zero-padded at the end
unidelay

  y = unidelay( x , BL , FB , FF , dly , sr )
Universal (FIR and IIR) comb filter with a single delay. See unidelayDemo for examples of effects possible with this very versatile unit.
Inputs:

  x   = input signal
  BL  = blend control for feedforward of input sample [0,1]
  FB  = gain for feedback (iir) [0,1]
  FF  = gain for feedforward (fir) [0,1]
  dly = length of delay in seconds
  sr  = sample rate in samples per second
Output:
  y   = vector of samples of the filtered input signal

vardelay

  y = vardelay( x , cutoff , mi , sr )
Applies a random, slowly changing delay to the input signal. This
function is intended principally to be a component of a chorusing unit.
Inputs:
  x      = input signal
  cutoff = lowpass cutoff frequency of the modulator (in Hz, subaudio)
  mi     = depth of random delay [0,1]
  sr     = sample rate in samples per second
Output:
  y      = vector of samples of the input signal with random delay 

Reverb Units

artrvb

Artificial (purely digital) reverb.
  y = artrvb( x , predelay , wet , IRdur , k , sr )
Inputs:
  x        = input signal
  predelay = time in seconds for the arrival of the reverb tail
  wet      = percentage of wet sound in the output [0,100]
  IRdur    = duration of an exponentially decaying burst of white
             which serves as an “impulse response”
  k        = decay constant (k=8 typical)
  sr       = sample rate in samples per second
Output:
  y        = signal with artificial reverb
convrvb
Simulates reverberation by convolving an input signal (x) with a recorded or synthesized impulse response (ir). This function will accept either mono or stereo inputs.
   y = convrvb( x , ir , mix , lpf , sr )
Inputs:
  x   = input signal (row vector, column vector, or stereo matrix)
  ir  = impulse response (row vector, column vector, or stereo matrix).
        The Toolkit contains a few impulse responses, which can
        obtained with wavread. Many other ir's are available as free
        downloads from the Web.
  mix = percentage of "wet" sound in the output [0,100]
  lpf = lowpass filter cutoff frequency for simulated air absorption of
        high frequencies
  sr  = sample rate in samples per second (must be the same for x and
        IR)
Output:
  y   = stereo output signal at standard 44100 Hz sample rate
multirvb
Artificial reverb that simulates a point source, multiple reflecting
surfaces, and a reverb tail.
  y = multirvb( x , delay , gain , IRdur , k , sr )
Inputs:
  x     = input signal (mono vector only)
  delay = vector of early reflection delays, in seconds ( <= 0.100 )
  gain  = vector of gains, one for each delay, [0,1]
  IRdur = duration of the late reverb, in seconds
  k     = decay constant (k=8 typical)
  sr    = sample rate in samples per second
Output:
  y     = signal with reverb
schroeder
  y = schroeder( x , delays , apdelay , apgain , rt60 , sr )
A Schroeder-type reverb. This is a more sophisticated unit than the
other reverb functions, offering the user greater control over the reverb effect.
Inputs:
  x       = input vector of samples
  delays  = row vector of delay line (comb filter) lengths in seconds
            example delays: [ 0.0497    0.0674    0.0738    0.0750 ].
            As many delays as desired may be used.
  apdelay = allpass filter delay in seconds (e.g., 0.02)
  apgain  = allpass filter gain [0,1] (e.g., 0.5)
  rt60    = the time taken for a sound to die away to one thousandth of
            its original sound level, in seconds (e.g., 0.2 to 0.5 
            second for speech, 0.6 to 0.8 second for classical music) 
  sr      = sample rate in samples per second
Output:
   y      = vector of samples with reverb applied
Spatial Effects

autopan
  y = autopan( x , rate , phase , depth , wave , shape , sr )
Pans the input signal back and forth between the left and right channels. The modulating signal may be a sine, sawtooth, triangle, or random waveform. The shape parameter sets the location of the peak amplitude of the sawtooth waveform. It has no effect on the other waveforms. The phase and shape parameters have no effect on the random waveform.
Inputs:
  x     = input signal
  rate  = LFO frequency in Hz.
  phase = relative phase angle in degrees between channels
  depth = depth of modulation index (normally in the range 0-1)
  wave  = 'sine', 'sawtooth', 'triangle', or 'random'
  shape = sawtooth shaper (range = [0,1], 0.5 = triangle)
  sr    = sample rate in samples per second
Ouput:

   y    = stereo matrix
delaypan

  y = delaypan( x , ch , delay , sr )
Delay-based panning. Moves the apparent sound source away from the selected channel.
Inputs:
  x     = input signal
  ch    = channel to be delayed ( 'left' or 'right')
  delay = delay for selected channel in seconds (0.005 typical)
  sr    = sample rate in samples per second
Output:
  y     = stereo matrix
phaseinvert

  y = phaseinvert( x )
Creates a spread virtual source by inverting phase in one channel.
Input:
  x = mono signal to be spread across two channels
Output:
  y = stereo matrix
specpan

  y = specpan( x , split , lor , sr )
Distributes a monophonic sound between the left and right channels on the basis of a specified crossover frequency. Spectral components are placed in the right or left channel depending upon whether they are above or below the crossover frequency.
Inputs:
  x     = monophonic input signal
  split = crossover frequency in Hz (900-1000 Hz typical)
  lor   = frequency distribution (0=left low, right high; 1=left
          high, right low)
  sr    = sample rate in samples per second
Output:
  y     = stereo matrix
spreader

  y = spreader( mono , delayL , delayR , pitchL , pitchR , mixer , sr )
Spreads mono input across the stereo image by applying slightly different time delays and pitch shifts to the left and right channels. The output is a stereo matrix.
Inputs:
  mono   = mono input vector to be "spread"
  delayL = delay time in milliseconds for the left side (5 to 15

           typical)
  delayR = delay time in milliseconds for the right side (5 to 15

           typical)
  pitchL = pitch shift in cents for left side (+/-9 to +/-15 typical)
  pitchR = pitch shift in cents for right side (+/-9 to +/-15 typical)

  mixer  = fraction of dry sound in final mix (0-1)
  sr     = sample rate in samples per second
Output:
  y      = stereo matrix
spreadnoise
  y = spreadnoise( x , sr ) ;
Spreads a virtual source over two channels by convolving each channel with a different short noise burst.
Inputs:
  x  = monophonic sound vector
  sr = sample rate in samples per second
Output:
  y  = stereo matrix
stereopan

  y = stereopan( x , theta )
Tangent law stereophonic panning. This function assumes the stereo field is 60 degrees wide. The apparent direction of the sound source can be set to any angle between -30 (all the way left) to +30 (all the way right).
y = stereopan( x , theta ) ;
Inputs:
  x     = input sound vector
  theta = azimuth of source relative to listener, in degrees
Output:
  y     = stereo matrix
superpan
  y = superpan( x , ir , lpf , type , theta1 , theta2 , mix1 , mix2 , sr )
X/Y panpot. Allows sound to be panned left or right as well as nearer or farther away. Panning type may be linear, traditional sin/cos, or tangent law. Tangent law requires the most computation time.
Inputs:
  x      = input signal to be panned (mono vector)
  ir     = impulse response of the space in which the sound is to be
           heard
  lpf    = lowpass cutoff frequency for air absorption of high
           frequencies
  type   = 'lin' = linear, 'sin' = sin/cos, 'tan' = tangent law
  theta1 = azimuth at start of sound (+/- 30 degrees)
  theta2 = azimuth at end of sound (+/- 30 degrees)
  mix1   = percentage of wet sound at beginning of sound (0-100)
  mix2   = percentage of wet sound at end of sound (0-100)
  sr     = sample rate in samples per second
Output
  y      = stereo matrix
Pitch- and Time-Shifting Functions

deci

  y = deci( x , ratio )
Decimates the input signal, raising its pitch by up to one octave (e.g., a ratio of 2 gives the "chipmunk" or "munchkin" effect). NB: deci also reduces the length of the input signal by a factor of 1/ratio. See Matlab decimate for possibly faster and better results.
Inputs:
  x       = input signal
  ratio   = pitch increase factor: >=1, but <= 2
Output:
  y       = vector of samples of the decimated input signal
interp_move (pitch shift)
  y = interp_move( x , n )
This function performs a pitch-shift that preserves the spectral
envelope. Use large values of n (e.g., 400-500) to shift pitch up,
smaller values (e.g., 70-150) to shift pitch down.
Inputs:
  x = input sound vector
  n = analysis hop size
Output:
  y = pitch-shifted vector 
lint

  y = lint( x , ratio )
Shifts the pitch of the input signal down by linearly interpolating
between samples. NB: this function will lengthen the duration of the
sound by a factor of 1/ratio. With speech input, this typically produces the effect of slurred, drunken speech. See Matlab interp for possibly faster and better results.
Inputs:
  x     = input signal
  ratio = pitch reduction factor, >0 and <= 1

Output:
  y     = vector of samples of the interpolated input signal

pitch_shift

  pitch_shift( x , r )
Performs pitch shifting. If r>1, pitch will be shifted up; if r<1, pitch will be shifted down.
Inputs:
  x = input vector
  r = ratio of output pitch to input pitch
Output:

  y = vector of samples of the pitch-shifted input signal
pv_move (pitch shift)
  pv_move( x , n )
This function performs a pitch-shift that preserves the spectral
envelope. Use large values of n (e.g., 400-500) to shift pitch down,
smaller values (e.g., 70-150) to shift pitch up.
Inputs:
  x = input signal vector
  n = analysis hop size (controls pitch)
Output:
  y = pitch-shifted vector
pvoc (time scale)
  y = pvoc( x , r , n )
Time-scale a signal to r times faster/slower with phase vocoder. See pvocDemo for examples of usage.
Inputs:
  x = an input sound
  r = Use r>1 to speed up playback, r<1 to slow it down.
  n = FFT size, defaults to 1024
Output:
  y = time-scaled vector of samples
resample (MATLAB)
  y = resample( x , newsr , oldsr )
Resamples an array of samples so it is usable at a higher or lower sample rate without change of pitch or duration. See also Matlab upsample and downsample.
Inputs:
  x     = input signal
  newsr = desired new sample rate

  oldsr = original sample rate of x
Output:
  y     = vector of samples at new sample rate
time_stretch

  y = time_stretch( x , r )

This function performs time stretching. If r>1, duration will be
increased; if r<1, duration will be reduced. Pitch is not changed.
Inputs:
  x = input signal
  r = ratio of output duration to input duration (r>0)
Output:
  y = vector of samples of the time-stretched input signal

Miscellaneous Digital FX

atx (pitch quantization)
  y = atx( x , type , base , sr )
Simulates (crudely) the “autotune” effect. The input vector can be
quantized to the chromatic, major, or minor scale.  This function works
best on simple monophonic inputs (e.g., a single singing voice or solo
instrument) and it may be desirable to apply denoising to the output. This function does significantly more computing per sample than most other Toolkit functions and will take several times the duration of the input sound to produce its result.
Inputs:
  x    = input signal
  type = the type of scale use for quantization
         'chromatic' - the equal-tempered chromatic scale
         'major'     - the equal-tempered major scale
         'minor'     - the equal-tempered natural minor scale

  base = MIDI note number of the lowest note in the scale
  sr   = sample rate in samples per second
Output:
  y    = vector of samples
auto_wah

  y = auto_wah( x , damp , minf , maxf , fw , sr )
State variable bandpass filter with narrow pass band. The center frequency oscillates up and down the spectrum to produce a continuous wah-wah effect.
Inputs:
  x    = input signal
  damp = damping factor (typically 0.05); the lower the damping factor 

         the smaller the pass band.
  minf = minimum center cutoff frequency (typically 500 Hz)

  maxf = maximum center cutoff frequency (typically 3000 Hz)
  fw   = center cutoff frequency change rate (typically 2000 Hz/sec)
  sr   = sample rate in samples per second
Output
  y    = vector of samples of the input signal with wah-wah applied
cross_synthesis

  y = cross_synthesis( type , x1 , x2 )
This function performs cross synthesis. It combines two sounds by
spectrally shaping the first sound by the second one and preserving the pitch of the first sound. Four different methods are available. See ch. 8 of DAFX, 2nd ed., for a complete discussion of the methods. See also cross_synthesisDemo.
Inputs:
  type = spectral shaping method ('cepstrum', 'whiten', or 'CV')
  x1   = first input sound vector
  x2   = second input sound vector
Output:

  y    = vector of combined-sound samples
dispersion

    y = dispersion( x , FirLength , type , f0 , f1 , sr )
Performs time-frequency filtering. This produces a variety of effects
depending on the values chosen for FirLength, type, f0, and f1. The 
usual effect sought is a blurring or dispersion of transients. See
dispersionDemo for examples of possible effects.
Inputs:
  x         = vector of samples to be filtered
  FirLength = length of the FIR (1280 nominal value)
  type      = Fir chirp type:
                  'bandpass'
                  'linear'
                  'quadratic'
                  'logarithmic'
                  'exponential'
  f0        = lower frequency limit for chirp (50 Hz nominal value)
  f1        = upper frequency limit for chirp (1000 Hz nominal value)
  sr        = sample rate in samples per second

Output:
  y         = vector of filtered samples
flanger

  y = flanger( x , max_time_delay , rate , sr )
Creates a single delay, with the delay time oscillating from zero to 
max_time_delay seconds at the frequency specified by rate.
Inputs:
  x              = input signal
  max_time_delay = maximum flange delay in seconds (.003-.015 typical)

  rate           = flange delay oscillation rate in Hz (3-10 typical)
  sr             = sample rate in samples per second
Output:
  y              = vector of samples of the flanged input signal

fuzzexp

  y = fuzzexp( x , gain , mix )
Creates distortion based on an exponential function.
Inputs:
  x    = input signal
  gain = amount of distortion, > 0
  mix  = amount of distorted sound in the output [0,1]; 0 = none,

         1=only distorted
Output:
  y    = vector of samples of the distorted input signal
f_warp

  y = f_warp( x , wc )
This function performs formant warping. It can be used to alter a sound that possesses a formant structure. Different effects can be obtained 
by varying the value of the warping coefficient.
Inputs:
  x  = input signal vector
  wc = warping coefficient; nominal range: [0.25,2.5]
Output:
  y  = output signal vector
leslie

  y = leslie( x , lfo , td , vd , sr )
Simulates the effect of a rotary loudspeaker. See leslieDemo for a demonstration of the use of this function.
Inputs:
  x   = mono input signal
  lfo = speaker rotation rate in revolutions per second
  td  = tremolo depth (~0.3)
  vd  = vibrato depth (~0.003) 
  sr  = sample rate in samples per second
Output
  y   = stereo matrix
morph

  y = morph( x1 , x2 )
This function "morphs" the first argument into the second using spectral interpolation.
Inputs:
  x1 = first sound vector
  x2 = second sound vector
Output:
  y  = morphed sound vector

mutate

  y = mutate( x1 , x2 )
This function performs a mutation between two sounds, taking the phase of the first one and the modulus of the second one. If necessary, the longer input vector is trimmed to the length of the shorter prior to processing to assure conformability.
Inputs:
  x1 = input vector to provide phase information
  x2 = input vector to provide amplitude information
Output:
  y  = vector of samples of the mutated input signals
noisegt

  y = noisegt( x , holdtime , ltrhold , utrhold , release , attack , sr )
Simulates a noise gate with hysteresis.
Inputs:
  x        = input vector
  holdtime = time in seconds the sound level has to be below the 
             threshold value before the gate is deactivated (0.02-0.03

             seconds typical)
  ltrhold  = threshold value for activating the gate
  utrhold  = threshold value for deactivating the gate
  release  = time in seconds before the sound level reaches zero
             (0.002-0.01 sec. for fast release, 3-5 sec. for very slow 

             release).
  attack   = time in seconds before the output sound level is the 
             same as the input level (<0.001 sec. for fast attack, up 

             to 1 sec. for very slow attack)
  sr       = sample rate in samples per second
Output:
  y        = vector of samples of the gated input signal
phaser

  y = phaser( x , damp , minf , maxf , fw , sr )
State variable notch filter with narrow reject band. The center frequency oscillates up and down the spectrum, producing a continuous phasing effect.
Inputs:

  x    = input signal
  damp = damping factor (typically 0.1-0.3); the smaller the damping

         factor the greater the phasing effect.
  minf = minimum center cutoff frequency (typically 200 Hz)
  maxf = maximum center cutoff frequency (typically 1000 Hz)

  fw   = phasing center frequency change rate (typically 1000-3000

         Hz/sec)
  sr   = sample rate in samples per second

Output:
  y    = vector of samples of the phased input signal
robotize

  y = robotize( x )
Performs a "robotization" of sound, especially voice.
Input:
  x  = input signal
Output:
  y = vector of samples of the robotized input signal
symclip

  y = symclip( x )
"Overdrive" simulation with symmetrical clipping.
Input:
  x = input signal
Output:
  y =  vector of samples of the clipped input signal
wah

  y = wah( x , FS , FF , D , sr )
Applies a "wah" effect to the input signal.
Inputs:
  x  = input signal
  FS = center frequency of the filter in Hz at start and end of wah

       (100 Hz typical)
  FF = center frequency of the filter in Hz at middle of wah (1500 Hz
       typical)
  D  = half-bandwidth of the filter in Hz (100 Hz typical)
  sr = sample rate in samples per second
Output:
  y  = vector of samples of the input signal with wah effect applied

wah_wah

  y = wah_wah( x , wr , fs , ff , d , sr )
Applies a continuous "wah-wah" effect to the input signal. This function is similar to auto_wah but computes much faster.
Inputs:
  x  = input signal
  wr = wah-wah frequency in Hz (1-3 Hz typical)
 fs = center frequency of the filter in Hz at start and end of
 wah(100 Hz typical)
  ff = center frequency of the filter in Hz at middle of wah (1500 Hz
       typical)
  d  = half-bandwidth of the filter in Hz. (100 Hz typical)
  sr = sample rate in samples per second
Output:
  y  = vector of samples of the input signal with wah-wah applied
whisperize

  y = whisperize( x )
"Whisperizes" the input sound.
Input:
  x = input signal
Output:
  y = vector of samples of the input signal whisperized

Denoising

BT (block thresholding)
  y = BT( x , sigma_noise , sr )
Denoising via the block thresholding method. This method assumes the
desired signal is contaminated with white noise. The user must provide
an estimate of the standard deviation of the noise (sigma_noise). This
can be obtained by trial and error: start with a value of 0.047 and then either decrease it if BT produces a muffled sound or increase it if it produces "musical noise" in the output.
Inputs:
  x           = the signal to be denoised
  sigma_noise = estimate of the standard deviation of the noise
  sr          = sample rate in samples per second
Output:
  y           = the denoised signal
denoise

  y = denoise( x )
"Denoises" a signal
Input:
  x = input signal
Output:
  y = vector of samples of the denoised input signal
xerase 
  y = xerase( x , r )
"Erases" transient spikes in a vector of sound samples. 
Increasing the value of r increases the erasing effect.
Inputs:
  x = vector of sound samples
  r = remediation factor (typical value = 2)
Output:
  y = vector of samples with spikes mitigated
specsub

  y = specsub( x , sr ) ;
Performs speech enhancement using spectral subtraction
Inputs:
  x  = input speech signal
  sr = sample rate in samples per second
Output:
  y  = output enhanced speech
ssubmmse

  y = ssubmmse( x , sr )
Performs speech enhancement using mmse estimate of spectral amplitude
or log amplitude
Inputs:
  x  = input speech signal
  sr = sample rate in samples per second
Outputs:
  y  = output enhanced speech
Stereo

destereo

  [ a b ] = destereo( y )
The inverse of the stereo function: it separates a single Nx2 matrix into two 1xN row vectors. These vectors may then be manipulated by other Toolkit functions.
Input:
  y = Nx2 matrix
Outputs:
  a , b = 1xN row vectors
stereo

  y = stereo( a , b )
Combines two vectors into a single Nx2 matrix that can be used as
input to sound, soundsc, or wavwrite. If the input vectors do not have the same length, the longer will be trimmed to match the length of the shorter.
Inputs:
  a , b = input vectors
Output:
  y     = stereo matrix
Data Conversions
abs2dbfs

  y = abs2dbfs( x )

Converts absolute units to dBFS. Use mag2db with the Signal Processing Toolbox.
Input:
  x = quantity expressed in absolute units, 0=<x<=1
Ouput:
  y = quantity converted to dB Full Scale units
dbfs2abs
  y = dbfs2abs( x )
Converts dBFS to absolute units. Use db2mag with the Signal Processing Toolbox.
Input:
  x = quantity expressed in dB Full Scale, x>0
Ouput:
  y = quantity converted to absolute units
freq2midi

  nn = freq2midi( f )
This function converts from a given frequency to the MIDI note number of the equal-temperament frequency that lies closest to it (based on a reference frequency of A-440). This function and midi2freq are not exact inverses, i.e.,
           midi2freq( freq2midi( f ) )
will not necessarily return the original value of f.
Input:
  f  = a frequency or vector of frequencies in Hz.
Output:
  nn = the MIDI note number(s) most closely corresponding to f
midi2freq

  f = midi2freq( m )
Converts MIDI note numbers to frequencies in Hz
Input:
  m = vector or matrix of MIDI note numbers (0-127)
Output:
  f = vector or matrix of the corresponding frequencies
General Vector Operations

colvec

  y = colvec( x )
Converts any valid sample-array format to column vector format. Stereo
matrices are reduced to a mono sum. Output is normalized to the range
[-1,+1]. This routine should not be needed for any use of Toolkit
functions; however, it may be useful in reformatting arrays given as
arguments to Matlab functions that require column vector arguments.
Input:
  x = array of samples (row or column vector, or Nx2 matrix)
Output:
  y = normalized column vector of samples
fastconv

  cxy = fastconv( x , y )
Fast convolution of vectors x and y.
Inputs:
  x   = input vector (typically an impulse response)
  y   = input vector (typically sound samples)
Output:
  cxy = x convolved with y
magresponse

   magresponse( b , a , sr )
Plots the frequency response of any filter defined in terms of b and a
coefficient vectors.
Inputs:
  b , a = vectors of the coefficients that define the filter
  sr    = sample rate in samples per second
mix

  y = mix( a , b )
Adds two input vectors and returns the sum. Prior to the addition, the
longer vector will be trimmed to the length of the shorter to assure conformability.
Inputs:
  a , b = vectors to be added
Output:
  y      = elementwise sum of a and b, trimmed to the length of the
          shorter
mul

  y = mul( a , b )
Multiplies two input vectors and returns the product. Prior to the 
multiplication, the longer vector will be trimmed to the length of the shorter to assure conformability.
Inputs:
  a , b = vectors to be multiplied
Output:

  y     = elementwise product of a and b, trimmed to the length of the
          shorter

pwrspec

   pwrspec( x , sr  )
Plots the power spectrum of a vector of sampled data. (Matlab has its own suite of spectral analysis functions, which may be more appropriate for specific applications than pwrspec.)
Inputs:
  x     = vector of samples
  sr    = sample rate in samples per second

qnf

   y = qnf( x , sr )
Estimates the frequency of a signal.

Inputs:
  x  = vector of samples

  sr = sample rate in samples per second

Output:

  y  = frequency estimate in Hz  
rev, reverse

  y = rev( x )
    y = reverse( x )
Reverses a vector.
Input:
  x = vector to be reversed
Output:
  y = reversed vector

rowvec

  y = rowvec( x )
Converts any valid sample-array format to the standard Toolkit row
vector format. Stereo matrices are reduced to a mono sum. Output is
normalized to the range [-1,+1].
y = rowvec( x )
Input:
  x = array of samples (row or column vector, or Nx2 matrix)
Output:
  y = normalized row vector of samples
trim2
  [ a b ] = trim2( x , y )
Trims the length of the longer of two vectors to the length of the shorter vector.
Inputs:

  x , y = any vectors
Outputs:
  a , b = row vectors trimmed to the length of the shorter of x and y
tempo

  t = tempo( x , sr )
Calculates estimates of the tempo of a vector of music samples. The vector result, t, contains two different estimates, t(1) and t(2), and a weighting factor, t(3). If t(3) is greater than 0.5, t(1) is the preferred estimate of the tempo.

Inputs:

  x  = vector of samples

  sr = sample rate in samples per second

Output:
  t( 1 ), t( 2 ) = tempo estimates in beats per minute
  t( 3 )         = weighting factor
Matlab Sound Functions

sound, soundsc
  sound( x , sr )

  soundsc( x , sr )
Plays the sound represented by the samples in vector or matrix x. If sr is omitted, sound will be played at the default sample rate of 8192 Hz. soundsc automatically scales samples to the range [-1,+1]. sound plays the samples as-is; therefore clipping will occur on out-of-range samples. IMPORTANT: because there is a known bug in the version of Matlab currently on the systems in DR406, you should use SRTsound( x , sr ) or SRTsoundsc( x , sr ) to play sound vectors that are greater than 11 seconds long.
Inputs:
  x     = vector or stereo matrix (n x 2) of sound samples
  sr    = sample rate in samples per second

wavread

    x = wavread( filename )
  [ x sr ] = wavread( filename )
  [ x sr nbits ] = wavread( filename )
Reads the .wav file filename into variable x and stores the sample rate at which the file was created in sr.
Input:
  filename = string containing the name of the file to be read in
Outputs:

  x     = vector or matrix of sound samples

  sr    = sample rate in samples per second

  nbits = the bit width of the samples
wavwrite

  wavwrite( x , filename )
  wavwrite( x , sr , filename )
  wavwrite( x , sr , nbits , filename )
Writes the sound samples in x to the .wav file filename.

Inputs:

  x        = vector or matrix (n x 2) to be written to a file

  sr       = sample rate in samples per second
  filename = string containing the name of the file to be written

  nbits    = bit width of the samples

Text-to-speech
text2speech

  text2speech( txt )
Synthesizes speech from text. This is a cover function for both tts and the Macintosh speech output system call. For more control over speech output in the Windows environment, use tts.
Input:
  txt = string representing the desired utterance
tts (Windows only)
  wav = tts( txt , voice , pace , fs )

text to speech. Note that there are several options for using tts:
tts( txt ) synthesizes speech from string txt and speaks it. The audio format is mono, 16 bits, 16kHz by default.

wav = tts( txt ) does not vocalize but outputs to the variable wav
tts( txt , voice ) uses the specific voice. Use tts( '' , 'List' ) to see a list of available voices. Default is the first voice.

tts( ... , pace ) set the pace of speech to pace. pace ranges from -10 (slowest) to 10 (fastest). Default is 0
tts(...,fs) sets the sampling rate of the speech to fs Hz. fs must be one of the following: 8000, 11025, 12000, 16000, 22050, 24000, 32000, 44100, 48000. Default is 16000.

Examples:

       % Speak the text;

       tts( 'I can speak.' ) ;

       % List available voices;

       tts( 'I can speak.' , 'List' ) ;
       % Do not speak out; store the speech in a variable.
       w = tts( 'I can speak.' , [] ,-4 , 44100 ) ;

       sound( w , 44100 ) ;
Text-to-speech For Macintosh

For text-to-speech on a Macintosh, use the system hook:

   system( ‘say your_text_here’ ) ;
Just substitute whatever text you want spoken for your_text_here.
Demos
agcDemo

Demonstrates the automatic gain control function.
BTDemo
Demonstrates the block-thresholding method of noise reduction.

compressionDemo
Demonstrates the use of the discrete cosine transform to reduce the size of .wav files.
  compressionDemo( filename )

Input:
  filename = name of the .wav file to be compressed

consonantDemo

A compilation of synthesized speech examples demonstrating a few consonants.

cross_synthesisDemo
Demonstrates cross synthesis with four different methods of spectral shaping.

dispersionDemo

Demonstrates various effects that can be achieved 
with the dispersion function.
FMDemo

Demonstrates how to use the fm_instr function to synthesize the sound of several different musical instruments.

formantDemo
Demonstrates the use of the formant function to generate vowel sounds.

leslieDemo

Demonstrates various effects that can be achieved with the Toolkit leslie function.
noisegtDemo

Demonstrates the use of a noise gate to clean up drum sounds. 

pvocDemo

Demonstrates how to use the phase vocoder function, pvoc, to speed up or slow down the playback of a vector of sound samples.

unidelayDemo

Demonstrates various effects that can be achieved with the unidelay function.

vowelDemo

Demonstrates how to synthesize English vowel phonemes using the vowel function.

