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Goals

Gencpp stands for C++ generator.  It is an application which came into being as an extension of an older application, chgen.  The purpose of gencpp is to generate C++ code to provide a memory-resident network database based on a relational schema provided by application developers and to support a C++ language API to that database.  The remainder of this document discusses modifications and enhancements to the code generated by gencpp unless otherwise noted.  All changes relating to the generated code will be worked back into gencpp so that gencpp will create the modified files.  To further clarify the difference between gencpp and the code it generates, this specification will refer to the generated code as "database code".

The database code uses intrusive data structures, structures that contain pointers within the application objects, to maintain database tables and rows.  Similarly, intrusive data structures are used to maintain the parent-child relationships.  These data structures are implemented as doubly linked lists.  In fact, a table is nothing more than a linked list of rows.  Replacing these data structures with non-intrusive ones will allow for the further separation of data from implementation--an important goal of object oriented design.

Functional Specification

Target User

Application Developer.

Existing Behavior

Replacing the data structures will not change the functionality of the database code.  However, this project is adding two new functions that will enhance functionality:   the first will print a row to the terminal and the second will print all rows of a table to the terminal.  This will not affect existing functionality.  Therefore, for a description of the existing behavior, please refer to "Final Report:  Refactoring CHGEN to GENCPP" (5/18/2000) by Naiyana Tansalarak and "CHGEN Users Manual Version 8.0" (10/20/1999) by Micheal Moretti, et al.

Syntax Description 

Back pointers will no longer be necessary and therefore the "-nobp" option to gencpp will no longer be needed.  However, it is a goal of this project to keep the current interface intact.  Hence, no functionality will be removed in either gencpp or its generated code.

Semantics Description

One important difference between the older version of database code and this proposed version is that a "row" will be available to a user application as an STL iterator.  Thus, "row++" will return the next row.  However, if the row iterator refers to a child list, then "row++" will return the next child in the list, not the next row in the table.  This is consistent with the table_loop, child_loop, etc., macros that are available in the database code.  In other words, typical applications either loop over a table or loop over a child list.  This change in semantics will require an additional level of indirection to retrieve actual row information as shown in the third line below:

rowIterator = XX->getFirstRow();    /* Get the first row in table XX */

rowIterator++;                           /* Get next row in table XX */

printf("%s", (*rowIterator)->get_name)); /* Prints an attribute      */

Performance Impact

The present data structures will be replaced by Lists which are Standard Template Library (STL) containers.  Additional overhead is involved when using STL containers.  For list-containers, the overhead involves traversing additional pointers.  However, because the typical database is small, the performance impact will be negligible.

Implementation Specification

Typedefs
The modified code will use iterators as defined in the Standard Template Library (STL).  Typedefs for these iterators will be used to clean up the code:

typedef list<XXrow*> XXROW;

typedef list<XXrow*>::iterator XXROWITERATOR;

Data Structures

All methods that act on a row will be moved from class XX to class XXrow.  Class XX, which is renamed class XXtable, will no longer contain row-related data and methods; it will contain only table-related data and methods.

/* XXtable represents a table in a database */

class XXtable

{

  private:

    char  *abbrev;    /* 2-char abbreviation                   */

    char  *name;      /* Table name                            */

    XXROW  row;       /* List of Rows using STL List container */

  public:

    char        *getAbbrev();        /* Returns table abbreviation */

    void         setAbbrev(char *);  /* Sets table abbreviation    */

    char        *getName();          /* Returns table name         */

    char        *setName();          /* Sets table name            */

    unsigned int getRowCount();   /* Returns number of rows in table */

    XXROWITERATOR getFirstRow();  /* Returns iterator to first row   */

    void insertRow(XXrow *newRow); /* Inserts a row at end of table */

    XXROWITERATOR removeRow(XXROWITERATOR i);/*Removes row from table*/

    /* Prints out entire table to file */

    void dump_table(char *viewname, char *file_name, int new_version, 

                    char *modestr);

    /* Prints out entire table to terminal */

    void dump_table(char *viewname, int new_version, char *modestr);

    XXtable(char *abbrev, char *name);  /* Constructor            */

   ~XXtable();                          /* Destructor             */

};

/* XXrow represents a row in a table */

Class XXrow : public RC

{

  private:

    ...attribute data...

    YYROW YYid_fcp;  /* List of this row's children        */

    ...              /* Other lists of children as needed  */

    /* These lists are only 1 deep */

    ZZROW ZZid_pp;  /* This row's parent                   */

    ...             /* Other parents of this row as needed */

  public:

    ...get/set routines to access attribute data...

    void insertChild_YYid(YYROW *childRow); /* Adds a child to list */

    ...

    YYROWITERATOR getFirstChild_YYid();     /* Returns 1st child     */

    ...

    void setParent_ZZid(ZZrow *currentRow);   /* Initializes parent */

    ZZROWITERATOR getParent_ZZid();  /* Returns parent     */

    ...

    void add_row(char *viewname);

    /* Sets attributes for first time */

    void parse_row(char *buffer, int idx, hcg_key hcg_k);

    void link_row();                     /* Sets children and parent */

    XXROWITERATOR delete_row(XXROWITER rowIter);  /* Deletes the row */

    /* Prints out a row to file */

    void dump_row(char *viewname, char *file_name, int new_version, 

                  char *modestr);

    /* Prints out a row to terminal */

    void dump_row(char *viewname, int new_version, char *modestr);

    /* Log methods when gencpp -log option is specified */

    void add_row_log(char *);  

    void log_do_add_row(char *, char *, int);

    void log_do_set_int_row(const char *, const int );

    void log_do_set_flt_row(const char *, const int );

    void log_do_set_key_row(const char *, hcg_key );

    void log_do_set_str_row(const char *, const char * );

    XXrow();             /* Constructor         */

   ~XXrow();             /* Destructor          */

};

Algorithms/PseudoCode/Subroutines

Most of the get* and set* methods are trivial.  Those that are not trivial will be presented here.  Class XXtable represents a table, and the following methods act on a table:

/* getRowCount() returns the number of rows in the table */

unsigned int XXtable::getRowCount()

{

  return row().size();

}

/* getFirstRow() returns an iterator to the first row in the table */

XXROWITERATOR XXtable::getFirstRow()

{

  return row.begin();

}

/* insertRow() inserts a row into a table in order of primary keys ** ** unless the -noorder option was applied to gencpp 

*/

void XXtable::inserRow(XXRow *newRow)

{

  /* Verify the row */

  if (newRow->get_pkid() != 0)

    insert_element(XX);

}

      /* removeRow() removes the row from the table but it does not delete 

      ** it.  list::erase() returns an iterator that designates the next row 

      ** or end of list.  removeRow() is called from XXrow::delete_row().

      */

XXROWITERATOR XXtable::removeRow(XXROWITERATOR i)

{

  XXrow *tmpRow = (*i);

  return row.erase(i);   /* Removes the row from the table */

}

/* dump_table() prints the table to a file */

void XXtable::dump_table(char *viewname, char *file_name, 

                         int new_version, char *modestr)

{

  table_loop(viewname,XX)

  {

    XXcurr->dump_row(viewname,file_name,new_version,modestr); 

  }

}

/* dump_table() prints the table to terminal */

void XXtable::dump_table(char *viewname, int new_version, 

                         char *modestr)

{

  table_loop(viewname,XX)

  {

    XXcurr->dump_row(viewname,new_version,modestr); 

  }

}

/* XXtable constructor */

XXtable::XXtable(char *abbrev, char *name)

{

  setAbbrev(abbrev);

  setName(name);

}

/* XXtable destructor */

XXtable::~XXtable()
{

  XXrow *currRow;

  XXROWITERATOR iterator;

  /* pseudo-code */

  for each row /* loop over iterator */

  {

    currRow = *iterator;

    /* delete_row must return the next iterator because the erased 

    ** iterator is invalid upon returning from delete_row.

    */

    iterator = currRow->delete_row(iterator);/*calls row's destructor*/

  }

}

Class XXrow represents a row in the XX table.  The following methods act on a row:

/* insertChild_YYid() inserts a child row into the appropriate list */

void XXrow::insertChild_YYid(YYrow *childRow)

{

  YYid_fcp.insert(childRow);

}

/* getFirstChild_YYid() returns the first child row */

YYROWITERATOR XXrow::getFirstChild_YYid()

{

  return YYid_fcp.begin();

}

/* setParent_ZZid() sets the parent for this row */

void XXrow::setParent_ZZid(ZZrow *currentRow)
{

  ZZid_pp.insert(currentRow);

}

/* getParent_ZZid() returns an iterator to the parent */

ZZROWITERATOR XXrow::getParent_ZZid()

{

  return ZZid_pp.begin();

}

/* add_row() verifies the existence of the view, locates the table, 

** sets the new pkey, and calls link_row() to add a row to a table.  

** The actual insertion is done in link_row().  Note that prior to 

** calling add_row(), an application can set the attributes for this 

** row.

*/

void XXrow::add_row(char *viewname)

{

  char error_table[HCG_ABBR_SIZE+1];

  char tempkey[HCG_KEY_SIZE+1];

  hcg_key XXid;

  if (!hcg_initialized)

  {

    printf(

     "Error: pr_add() called when database is not yet initialized.\n");

    return;

  }

  if (!find_view_idx(viewname))

  {

    printf("Error: view %s passed to pr_load is not defined.\n",

           viewname);

    return; 

  }

  if (!find_tbl_idx("XX"))

  {

    strncpy_null(error_table, "XX", HCG_ABBR_SIZE);

    printf(

          "Warning: unknown table (%s) passed to add_row,  ignored.\n",

          error_table);

    return;

  }

  hcg_version = 

       hcg_view_list.view_list[hcg_view_idx].version_list[hcg_tbl_idx];

  hcg_table_seq_list[hcg_tbl_idx].rcount++;

  hcg_ts_list[hcg_tbl_idx].ts_list[hcg_version].rcount++;

  XXelt = this;

  pr_gen_pkey(viewname,XX,XXid);

  set_pkid(XXid);

  pr_check_fkey(XX,XXelt,YYid1,YY,YYid,YYelt);

  pr_check_fkey(XX,XXelt,YYid2,YY,YYid,YYelt);

  link_row(); /* this also inserts row into table */

  hcg_ts_list[hcg_tbl_idx].ts_list[hcg_version].maxrow++;

}
/* parse_row() parses a buffer and updates the row's attributes */

void XXrow::parse_row(char *buffer, int idx, hcg_key hcg_k)

{

  set_pkid(hcg_k);  /* Changed this from RC::set_pkid(hcg_k); */

  hcg_parse(buffer, hcg_t, &idx);

  encode(hcg_t, &hcg_k);

  HNid1 = hcg_k;

  hcg_parse(buffer, hcg_t, &idx);

  encode(hcg_t, &hcg_k);

  HNid2 = hcg_k;

}

In link_row(), the call to the insert_element macro will be replaced by a call to the table's insertRow() method.  link_row() is called by load_data() and XX::add_row(), where XX is an object of type XXtable:

/* link_row() inserts a row into the table and updates child/parent 

** links as necessary

*/

void XXrow::link_row()

{

  hcg_key HLid;

  /* Add row to table */

  XX->insertRow(this);  /* XX is global */

  link_parent_bp_m(HL,HN,HNid1,HNid,HNid1,HLid1);

  link_parent_bp_m(HL,HN,HNid2,HNid,HNid2,HLid2);

}

/* delete_row() calls removeRow() for the table which merely removes 

** the row from the table, but does not delete it.  Then, delete_row() 

** calls its own destructor via the delete operator.  It returns an 

** iterator to the next row.

*/

XXROWITERATOR XXrow::delete_row(XXROWITERATOR rowIter)

{

  ZZROWITERATOR parent = getParent_ZZid();

  if this row has parents

    unlink_parent_bp_m(); /* or unlink_parent_nobp_m */

  if this row has children

    unlink_child_bp_m();  /* or unlink_child_nobp_m */

  /* The following is to support logging */

  XXid = get_pkid();

  decode(temp_key, &XXid);

  sprintf(log_text,"DL %s\n",temp_key);

  logstr(log_text);

  rowIter = XX->removeRow(rowIter);

  delete this;  /* Calls the row's destructor */

  return rowIter;

}

/* dump_row() prints the row to a file */

XXrow::dump_row(char *viewname, char *file_name, int new_version, 

                char *modestr)

{

  char outkey[2][HCG_KEY_SIZE+1];

  hcg_key COid;

  if (open_file==1)

  {

    if ((hcg_dump_fp=fopen(file_name,modestr)) == NULL)

    {


printf(

            "Error: dump_row() cannot open %s using file mode %s\n", 

            file_name,modestr);

      exit(1);

    }

  }

  /* CO and SE are here for example only */

  COid = get_pkid();

  hcg_update_version(&COid,CO_idx,new_version);

  decode(outkey[0], &COid);

  hcg_update_version(&SEid,SE_idx,new_version);

  decode(outkey[1], &SEid);

  PrintCheck(fprintf(hcg_dump_fp," %-8s %-8s %-8s %-20s %-80s %8.4f\n", 

                     outkey[0], outkey[1], number, dept, title, 

                     credits));

  if (open_file==1)

    fclose(hcg_dump_fp);

}

/* dump_row() prints the row to the terminal */

void XXrow::dump_row(char *viewname, int new_version, char *modestr)

{

  char outkey[2][HCG_KEY_SIZE+1];

  hcg_key COid;

  /* CO and SE are here for example only */

  COid = get_pkid();

  hcg_update_version(&COid,CO_idx,new_version);

  decode(outkey[0], &COid);

  hcg_update_version(&SEid,SE_idx,new_version);

  decode(outkey[1], &SEid);

  PrintCheck(printf(" %-8s %-8s %-8s %-20s %-80s %8.4f\n", outkey[0], 

                    outkey[1], number, dept, title, credits));

}

log_do_set_key_row() will be modified to remove "RC::" from in front of set_pkid() because the row has access to its inherited data members:

void XXrow::log_do_set_key_row (const char fieldname[NAMELENGTH+1], 

                                hcg_key new_key)

{

  if (strcmp(fieldname,"XXid")==0)

    set_pkid (new_key);

}

/* XXrow constructor */

XXrow::XXrow()

{

  set_pkid(0); /* initialize */

}

/* XXrow destructor */

XXrow::~XXrow()

{

  /* empty */

}

The following line of code in the user's generated *.h file

extern class XX *XXbegin, *XXcurr, *XXtemp, *XXend, *XXelt, *XXcurr2, 

                *XXtemp2;

will be replaced by

extern class XXtable *XX;

extern XXROWITERATOR XXcurr, XXtemp, XXelt, XXcurr2,XXtemp2;

#define XXbegin XX->row.begin()

#define XXend   XX->row.end()

Likewise, the following line of code in pr_load.cpp

class XX *XXbegin, *XXcurr, *XXtemp, *XXend, *XXelt, *XXcurr2, 

         *XXtemp2;

will be replaced by

XXROWITERATOR *XXcurr, *XXtemp, *XXelt, *XXcurr2, *XXtemp2;

pr_parse() can be rewritten to use the table and row methods described above.  Presently, pr_parse() calls XX::create_row().  However, this particular call to create_row() is at the class level not the object level.  I.e., the XX object does not exist until after create_row() is called.  To rectify this, a row object will be instantiated via its constructor, making XX::create_row() obsolete.  However, by moving pr_parse()'s code into load_data(), we can skip the call to pr_parse() and call XX::parse_row() directly.  Similarly, we can call link_row() directly and by-pass the call to pr_link().  Now, pr_parse() and pr_link() are obsolete:

void load_data(char *viewname)

{

   ...

  /* ORIGINAL CODE */

  ///* 93su523 PGEN merge (BEGIN) */

  //tbl_encoding = encoding(hcg_table_seq_list[hcg_tbl_idx].ttabbrev );

  //pr_parse(viewname, hcg_buffer, tbl_encoding, idx, hcg_k);

  //pr_link( tbl_encoding );

  ///* 93su523 PGEN merge (END) */

  /* NEW CODE FROM PR_PARSE */

  /* 93su523 PGEN merge (BEGIN) */

  tbl_encoding = encoding(hcg_table_seq_list[hcg_tbl_idx].ttabbrev );

  /* This code is from pr_parse, and it calls XXrow's constructor 

  */

  switch( tbl_encoding )

  {


case 0 :
/* encoding of XX */



XXelt = new XXrow;  /* Calls XXrow's constructor */

            XXelt->parse_row(buffer, idx, hcg_k);

            XXelt->link_row();



break;


case 1 :
/* encoding of YY */



YYelt = new YYrow;

            YYelt->parse_row(buffer, idx, hcg_k);

            YYelt->link_row();



break;

  }

}

Minor modifications will be needed by pr_dump() and will consist of replacing "XXbegin" with "XX":

void pr_dump ( char *viewname, char *file_name, int new_version, 

               char *modestr )

{

  ... /* No modifications until the switch stmt */

  switch( encoding(hcg_table_seq_list[hcg_tbl_idx].ttabbrev) )

  {

    case 0 : /* encoding of XX */

           /* Replaced XXbegin with XX */

           XX->dump_table(viewname,file_name,new_version,modestr);


     break;

    case 1 : /* encoding of YY */

           /* Replaced YYbegin with YY */


     YY->dump_table(viewname,file_name,new_version,modestr);


     break;

    ... /* more cases as needed */

  }

}

Since the table objects, XX and YY for example, are allocated by the new operator, they must be deallocated by the delete operator.  pr_free() must call the delete operator instead of free():

void pr_free()

{

  static char rcsid[] = 

      "$Id: gen_pr_free.c,v 1.3.4.1 1999/05/04 16:59:55 jkarner Exp $";

  /* free_table(XX) replaced by */

  delete XX;  /* Calls destructor for XX table */

  delete YY;

  ... /* all remaining tables */

  hcg_initialized = 0;

}

Since XX is a table object now, it is replaced in pr_stats() by the row object, XXrow:

void pr_stats ( char *file_name, char *modestr )

{

  ...

  for (...)

  {

    switch (encoding(hcg_table_seq_list[hcg_tbl_idx].ttabbrev))

    {

      case 0 : /* encoding of XX */

               /* replace row_size = sizeof(XX); */

               row_size = sizeof(XXrow);



   break;


case 1 : /* encoding of YY */



   row_size = sizeof(YYrow);



   break;

    }

  }

  ...

}

add_row_log() will be modified to remove "RC::" from in front of get_pkid() because the row has access to its inherited data members:

void COrow::add_row_log (char *viewname)

{

  ...

  /* Remove RC in COid = RC::get_pkid(); */

  COid = get_pkid();

  ...

}

XX_elt is a row object and thus its declaration will change from "struct XX *XX_elt;" to "XXrow *XX_elt;".  Also, log_do_add() will call the new operator to allocate memory for XX_elt instead of calling create_row():

int log_do_add(char *view, char *tablename, char *theRest)

{

  int status = 0;  /* the return status of the function */

  int idx = 0;     /* parsing temp index                */

  char pkey[HCG_KEY_SIZE+1];

  int tablename_size;

  int tbl_encoding;

  XXrow *XX_elt; /* Replace XX by XXrow */

  YYrow *YY_elt; /* Replace YY by YYrow */

  if (!find_tbl_idx(tablename))

  {

    fprintf(stderr,

            "%s: %d: log_do_add: unknown table (%s) found in log\n",

            __FILE__, __LINE__, tablename);

    return -1;

  }

/* global hcg_tbl_idx is set by find_tbl_idx */

  tbl_encoding = encoding(hcg_table_seq_list[hcg_tbl_idx].ttabbrev);

/* the following switch statement is adapted from the one in pr_parse*/

  switch( tbl_encoding )

  {

    case 0:
/* encoding of XX */



XX_elt = new XXrow;



if (!XX_elt)


        fprintf(stderr,"%s: %d: do_log_add: new failed\n",


                      __FILE__, __LINE__);



else

              XX_elt->log_do_add_row (view, theRest, idx);



break;

    case 1:
/* encoding of YY */



YY_elt = new YYrow;



if (!YY_elt)



  fprintf(stderr,"%s: %d: do_log_add: new failed\n",


                      __FILE__, __LINE__);



else



  YY_elt->log_do_add_row (view, theRest, idx);



break;

  }

}

Once the changes to the functions above have been made, all references to XXtable's next_ptr and prev_ptr must be replaced by XXtable's iterator, such as XXcurr.  Then XXcurr can be incremented or decremented to get the next row, XXcurr++ or XXcurr--, respectively.  The following macros will need to be modified:

next_all, pr_find, find_str_loop_all, find_str_loop, find_key_loop_all, find_key_loop, find_fkey_loop_all, find_fkey_loop, find_int_loop_all, find_int_loop, table_loop_all, table_loop, pr_var_find, var_find_str_loop_all, var_find_str_loop, var_find_int_loop_all, var_find_int_loop, var_table_loop_all, var_table_loop, insert_element, link_child_1, link_child_bp_m, link_child_nobp_m, link_parent_1, link_parent_bp_m, link_parent_nobp_m, del_row (obsolete), and free_table (obsolete).

All references to parent pointers *_pp must be modified to call XXrow::getParent_ZZid() or XXrow::setParent_ZZid() depending on the specified action.  The following macros will need to be modified:

link_child_1, link_child_bp_m, link_child_nobp_m, link_parent_1, link_parent_bp_m, link_parent_nobp_m, unlink_parent_1, unlink_parent_bp_m, unlink_parent_nobp_m, unlink_child_1, unlink_child_bp_m, and unlink_child_nobp_m.

Any macro that uses *_fpp or *_bpp must be modified to use the child-row iterators in class XXrow:

next_child, last_child, child_loop, var_child_loop, var_last_child, link_child_bp_m, link_child_nobp_m, link_parent_bp_m, link_parent_nobp_m, unlink_parent_bp_m, unlink_parent_nobp_m, unlink_child_bp_m, and unlink_child_nobp_m.

Any macro that uses *_bcp must be modified since this is an obsolete pointer:

link_child_bp_m, link_parent_bp_m, and unlink_parent_bp_m.

Any macro that uses *_fcp must be modified to use the child-row iterators in class XXrow:

start_child_chain, first_child, child_loop, var_child_loop, var_first_child, link_child_1, link_child_bp_m, link_child_nobp_m, link_parent_1, link_parent_bp_m, link_parent_nobp_m, unlink_parent_1, unlink_parent_bp_m, unlink_parent_nobp_m, unlink_child_1, unlink_child_bp_m, and unlink_child_nobp_m.

The following macros that assign a value to XXbegin or XXend must be modified.  XXbegin and XXend will no longer need to be assigned because they will be rewritten as macros as described above:

hcg_declare, insert_element(obsolete), del_row (obsolete), and free_table (obsolete), start_chain_all.

Other macros that need to be verified and/or modified are:

child_exists:  There is no longer a (struct parent *).  The parent is a class and it is type XXtable, not XX.

exists:  This macro uses XXcurr to check if the table has any rows.  However, using the row iterator in XXtable, we can check the row size to verify that the table contains rows.

pr_check_str:  This macro attempts to access a row's private data, and it needs to be modified to call the row's get* method.

The access macros will need to be modified to call the row's getParent_YYid() method.  For example:

#define XX__YY XX->getParent_YYid()

#define ZZ__YY ZZ->getParent_XXid()->getParent_YYid()

Obsolete Functions/Methods/Macros
pr_parse():  The code from pr_parse() has been modified and moved into load_data(), as described above, making pr_parse() obsolete.

pr_link():  pr_link() is called only by load_data().  Moving its code into load_data(), renders it obsolete.  Note that the only thing pr_link() does is call XX::link_row().

XX::create_row():  The new operator calls XXrow's constructor making create_row() obsolete.  (See load_data() for an example.)

del_row:  This macro is replaced by XX::removeRow() followed by the delete operator (see XXrow::delete_row()).

pr_del_bt(): This function is called only by del_row() which is obsolete.  Hence, this function is also obsolete.  Bear in mind that the rows are now stored in STL containers not btrees as this function suggests.  Since pr_del_bt() is the only function in pr_delete.cpp, this file does not need to be generated by gencpp.

free_table:  This macro is obsolete.

pr_get_int, pr_get_flt, pr_get_str, and pr_get_key:  These four macros have been obsolete since the original conversion of chgen to gencpp.  However, they were never removed.

pr_delete:  This macro has been obsolete since the original conversion of chgen to gencpp.

pr_dump_row:  This macro calls dump_row().  However, the dump_row() function does not exist in the generated files.  It does, however, exist in the gencpp code.  Regardless, there is no reason to continue writing this macro to the application's *.h file.

alloc_element:  This macro is no longer needed now that we use the new operator to allocate space for a row.  However, it is used in gencpp itself.

link_child_bp_m, unlink_child_bp_m, link_parent_bp_m, and unlink_parent_bp_m:  All link and unlink macros that implement backpointers are obsolete.

Future Work
1) Among gencpp's files are five pr_*.c files used to maintain the meta-schema (TT, TA, etc.).  This project does not include updating gencpp such that it uses the new class structures described in this document.  This project consists solely of updating the generated files such that they use the new class structures for table and row.  One possible future project would be to use these class structures in gencpp, making gencpp object oriented.

2) Presently, table and row statistics such as row count are not kept in the table or row classes.  Future work could include moving this data to the appropriate classes.  Note that some of these statistics are view dependent.

3) Another future project is to add exception handling to the database code.
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