GENCPP Enhancement to Use Container Classes

Project Phase 1 requirements

Mark Ottesen and Katherine Miu

11/20/00

91.522 Object Oriented Analysis and Design


Gencpp stands for C++ generator.  It is an application which came into being as an extension of an older application, chgen.  The purpose of chgen is to generate C language code to provide a memory-resident network database based on a relational schema provided by application developers, and support for a C language API to that database.  Gencpp is an evolutionary step towards generating object-oriented C++ code by refactoring the current chgen application. Once we start down the road of generating C++ code instead of C code, it opens the door to projects which change the nature of the generated code so that it follows the idiom of the C++ language more closely than that of the C language.  Because C is a subset of C++, all of the old code remains functional.  However, the opportunity is present for the generation of much more object-oriented code, and to leverage additional facilities of the C++ language.  At this point, gencpp extends chgen by generating a C++ class type for each table type, instead of the C structure type previously used.   In addition, modifier and accessor methods are provided to get and set the data values within each row of data in the table. 

In a network database created by either chgen or gencpp, a table is a linked list of row structures, doubly linked if certain command line options are specified as the C or C++ language source and header files are generated.  Foreign keys and parent-child relationships are implemented as circular linked lists from the parent row through each of the child rows and back again to the parent.  As with the table, these linked lists are doubly linked if certain command line options are set.  For navigability, each child row also contains a direct pointer to its parent row.  Suppose that three tables were declared in a schema definition file as follows:

dept DE        /* DE - University Department */

{

DEid NA c8  1 /* unique pkey of dept */

name NA c20 0 /* dept name */

}

course  CO       /* CO - Course information */

{

COid       NA  c8  1  /* unique pkey of course */

DEid       NA  c8  1  /* foreign pkey of dept */

name       NA  c15 0  /* course name */

}

prereq PR     /* PR - Prerequisite */

{

PRid  NA c8  1 /* unique pkey of prereq */

COid1 NA c8  1 /* foreign pkey of course that has this prereq */

COid2 NA c8  1 /* foreign pkey of course that describes this prereq */

test  NA t35 0 /* field used for testing only */

}

This schema represents a course-prerequisite relationship where a course may have one or more prerequisites.  Here, the prerequisite object represents an associative relation.  The information model for the classes currently generated, when the embedded pointers are added in as attributes, looks like this.











Figure 1.

This is what Soukup would call an intrusive data structure, because the pointers to the next row of the table or the next child of a given parent are stored inside the object as if they were attributes of the object being abstracted by this row of the table.  This has the advantage of making navigability very easy. On the other hand, the member variables in the class and the objects they reference really don’t reflect the real world relationships between the objects in the information model.  For instance, “next sibling” and “previous sibling” do not abstract an association between instances of CO.  These attributes reflect a one-to-many relationship from DE to CO.  Normally this would be implemented by having only a referential attribute in the CO object pointing at the single parent DE object.  In this case, that is reflected by the DEid_pp attribute.  However, Teptenhart says by way of Rumbaugh that “if fast traversal is critical, then it would be better to add attributes to both sides of the association.  In this case, the attribute added to the class on the ‘one’ side is not a buried pointer, but a set of pointers to a class object on the other side”  (UML and C++ [Prentice Hall, 1997] p.259).  A C++ standard library container class can be used in the parent row to implement this relationship, eliminating the need for previous and next pointers in the child row class.  The direct parent pointer will be maintained.  

In addition, the table as an object does not exist in the current class diagram.  The table is a collection of row instances of a given type.  Currently, the row class is responsible for maintaining the abstraction of the table by maintaining links to the next and previous rows with the next_ptr and prev_ptr attributes.  Like the parent-child relationship, these attributes don’t abstract a real world property of the row.  By implementing the table as a separate object, the row classes in turn are a more direct reflection of the objects they are designed to abstract.

 The goal of this project is to enhance gencpp to generate code that leverages the Standard C++ library list container class to encapsulate the table-row relationship between like objects, and the parent-child relationship between associated objects.  This project will endeavor to maintain backward compatibility for applications which currently use gencpp-generated code by retaining the current behavior of the macros which comprise the API such applications use. This project will also maintain the current functionality of the global cursors XXbegin, XXend, XXcurr, XXtemp, XXcurr2, and XXtemp2, where XX is the two letter mnemonic for the entity type being abstracted as a table.  However, these will most likely be made into iterators.

This type of project has been attempted before, most notably by Tom Janzen in the fall of 1997.  This failed for two reasons.  The first is that at that time, support for the C++ Standard Library was not available in many computing environments.  Since that time, the version of the g++ compiler on cs has been upgraded from 2.7.2 to 2.9.5 and does include support for the C++ standard library.  The second reason for failure is that at the time gencpp was not in a state such that this work could be done because of problems with code that does not compile and other implementation problems.  While other projects since then have worked on gencpp, it still does not produce code that compiles without substantial modification.  This project will endeavor to rectify this situation.

The choice of the list as a container class was made for two major reasons.  One is that the list class is generally implemented as a doubly–linked list, matching up very well with the current implementation in the generated code today.  The second reason is that the resizing algorithm used by the list class is such that objects in the list are not relocated in memory.  Whereas, when the vector class hits its size threshold and needs to resize, usually when the number of elements hits a new power of two, memory for the new size is allocated for all elements. Then, all of the old elements are copied into the new storage, and the old storage is deleted.  Not only is this not very efficient, but any pointers to elements in the old storage that client applications may be using, such as the global cursors XXbegin, XXend, etc., become invalid and must be updated.  If a client application has a local copy, we have no way of updating these.  Maps and sets are usually implemented as red-black trees.  Among the implementations which use this method are the STL from SGI, g++ (which actually uses the SGI implementation), and RogueWave. This means that cursors pointing to elements of the tree become invalid whenever the tree re-balances itself.  The list class, on the other hand, handles insertions and deletions exactly the same way that the current implementation does, albeit with a somewhat less eager approach to updating pointers.  When a new element is added, elements currently in the list stay in the same location in memory, so pointers or iterators to these elements do not need to change.

The new class diagram for the generated code, using the same schema definition as before, will now look as follows:











Figure 2.


It is important to notice that in our proposed version of gencpp, no object in the information model will contain implementation details as attributes as was noted in Figure 1 for the current version of gencpp.


We expect that there will be some work to do in rewriting the various macros associated with the chgen API in order to correctly add entries to, delete entries from, and traverse the new table structures.  The initial step will be to have the table implemented as a STL list class with no additional attributes or methods.  In the current implementation, gencpp includes both methods that act on the table and methods that act on each row of data in the single generated row class.  Presumably this is done because there is no table class to add an add_row() method to.  In addition, there are global cursors available to represent various positions in a given table.  From an object-oriented perspective, these cursors really belong as attributes of the table.  A second phase of this project, should time permit, will be to add attributes and member functions to hold cursors on the table and permit traversal of the table, and perform operations which really belong at the table level for adding new rows, deleting rows, and traversing the table.  This will be done initially in such a way that the current API macros and functions are not changed until these changes are thoroughly tested.  Only after we can verify the integrity of the new member attributes and functions will the current API macros (pr_*, table_loop, etc) be changed to use the new member functions.  As Mr. Janzen noted in his final report from his 91.522 project in the fall of 1997, an advantage of using STL containers is the reusability of code that has already been written and tested thoroughly for traversing these containers.  In addition, there is an entire library of generic algorithms included in the C++ standard for working with these containers, as Janzen cites.  These algorithms could be integrated into the member functions of our new classes, as well as being integrated into the existing API macros. As previously noted, there may be time restrictions by the time we get to this point in the project, but all of these changes will be thoroughly documented so that future teams can continue our work.
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