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Overview

Generalization/Inheritance/Subtyping are certainly central to object modeling and are also relevant to other kinds of modeling.  Generalization is a “first class” concept in UML and it is assumed to be well defined, understood and representative of the needs of modelers.  Certainly for our models to be useful it must be crystal clear what such concepts are and how they relate to the systems being modeled (human or computerized systems).

Our issue will show that generalization is none of these, that it is not well defined and needs work to model most problems.  We suggest the reader pause and consider exactly what they think it means to make one classifier a generalization of another.   For example, does it mean the same as Java inheritance?

We suggest that there are three potential interpretations of generalization;

The concept implemented by OO languages in the form of class inheritance.  This concept strongly ties a type to the construction of an object.

A statement that instances of the super type may, at times, be of the type denoted by the subtype.

This may be the result of an action, as a person becomes an employee.

This may be based on a test (predicate) of the instance – as a system becomes a network node when it has been started.

Integral with this issue is the question of the connection between instances and types.  Can an instance have several types or just one?  Can the type(s) associated with an instance change over time?  Programming languages typically assign one type to an instance for the lifetime of that object.  In object systems that type may be composed of a set of type, so in this respect an instance can have multiple types – but it can only participate in one place in the type tree and this can’t change.

In the “world” and even in systems types tend to be a bit more flexible.  A person can become a parent, a company can become your supplier.  The same person can be both your employee and your customer.  The same “thing” in the world tends to have multiple types and these types change over time.  

Various implementation techniques are used to simulate this more dynamically typed world in static typed systems.  Perhaps our modeling paradigms should more directly represent reality and allow these implementation techniques to be used as appropriate.  The good news is that UML has already gone in that direction, but it is not complete.  We need to define the rules associated with instances and types.  

While there is more than one place where this question of types comes up, we are focusing on the connection between types and generalization.  

As we would like to represent this more expressive concept of types in high-level models, we also need to have the language concepts of type precisely represented when we are modeling at a technology specific level.  So UML must support both views of typing and instances.

The basic questions are;

Are subtypes mutually exclusive or may an instance have many of these subtypes at one?

Are the type(s) supported by an instance static over the lifetime or can they change as required?

In modeling many systems subtypes are orthogonal concepts that should be represented in the model and the system as orthogonal.

Most people assume that UML generalization is similar to the OO language concept, of single static types but this is not supported by the UML-2 specification.  The UML specification calls for instances to support multiple types that may or may not have any relation to each other and makes no statements that would suggest an instance is “Created” to be one class and retains that class over its lifetime.  The UML instance model has a n..n relationship between instances and types (Certainly this is not valid for most languages).

We also suggest that these other interpretations of generalization are both required for many domains and supportable under UML.  In fact, the lack of clarity in this has caused some problems in the modeling of UML its self.  

In business modeling this is frequently called “roles” and in GRM is called “dynamic super types”.  In Rm-ODP the basic notion of type is that of 3c – that types are a predicate and that the “factory” creating an instance may or may not be coupled with the types created.  

We propose that this issue be clarified and UML-2 is able to support all three kinds of generalization.

Business Modeling Case - Roles

In business modeling we frequently want to model the roles of an entity independent of the class of the entity.  This concept is sometimes called roles or role subtypes.  Note that we are not proposing the use of the word “role” here, only using this as an example of dynamic subtypes.  Some other concepts of roles include connections between types that are not subtypes, this is a related but separate concept.  There are multiple interpretations of the word “role” and this is but one of them.

Roles represent a view of an object for a particular purpose or context, usually a relationship or context. A role represents what the object is for in some context (its intended use), as opposed to what it is.   A particular individual may have roles in multiple application models.

This kind of role is a type that has a RoleOf relationship with another type.  The RoleOf relationship specifies that the role is a dynamic subtype of the supertype (in some languages that subtype may be encapsulated).  A dynamic subtype can be created for a base instance after the base instance has been created.  This allows the base type to "assume the role" represented by the subtype.  While the role may be an independent object from the base type, it represents the same domain identity.

For example, “store customer” may be a role of a “person” in a store. But not all persons in a store are customers; some may be employees or suppliers. Not all customers are persons; some may be companies. Some persons may have more than one role with respect to the store (as both an employee and a customer). Persons and companies are parties (in the legal sense), and either of these parties may take on the role of store customer.

Semantic rules about subtype-roles:

A role is a kind of sub-type relationship 

An object may be declared to be a role of zero or one other components.

An object may have many roles. These roles may be added or deleted dynamically. Roles are created and deleted.

Roles may be implemented as separate language objects, with their own lifetime.  They may be within the same implementation as the base type or may be independent instances that delegate operations to the parent.

A role may add or hide features in it's base type.  It may also change the types of attributes, relations and operations to a subtype of the original type (covariant subtyping rules).  Some roles may hide the public interface of its base type and provide a unique interface.

A role and its supertype represent the same domain identity.  Where domain identity is the thing in the real world that is being represented.

A role can be traversed in both directions, from the role to the base type and from the base type to the role.

An object must conform to the requirements of all of its roles.

Role Diagram

In this diagram, a role is shown as an arrow with a circle in it. The arrow points to what the object is a role of. A role may be a role of any other business object.  Simple arrows represent (non-role) subtypes.
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The above diagram  implies that any party (person or customer) may take on the role of “Customer”, but only companies can take on the role of supplier. It also implies that all customers are parties and all suppliers are companies. A particular person or customer may or may not be a customer, but all customers are persons or companies. In object terms, customer is a “subtype” of party, but not a “subclass”. The roles that a business object may take on are dynamic. Each role is a business object that is attached to some entity.

A role must be a role of something. For example, customer may be a role of party. This is called the role’s “base Type”. The role “inherits” all of the specifications of its base type. This is very similar to the traditional OO concept of a superclass, but roles differ in that they are dynamic (may be added and deleted at runtime) and an object may take on multiple roles. The implementation of this concept is called “dynamic superclassing” [Kilov 96].  

A role is a covariant subtype of the base class to which it is attached. That is, it has all of the features (and constraints) of the base type. A role may have sub-roles.

Why roles?

Roles are found in almost every business model. Roles are not a concept that is always separated from “entity”. Roles are necessary so as to be able to directly implement or model the real relationships between business objects in multiple applications. Consider the previous example using only traditional class inheritance.
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Most object-oriented languages do not allow an object instance to change between classes, as the implementation problems of doing so are severe. Because of this limitation, there would be no way for a person or a supplier to become a customer. In addition, the permutations of possibilities soon becomes unmanageable. Using objects to represent roles that can be dynamically added and removed greatly simplifies the object model and allows ordinary object-oriented systems to implement the model.

This problem becomes acute when the same entity has multiple roles. For example, when a company is both a customer and a supplier. Entities typically take on and discard roles over their lifetime.

For the object-literate: a role is a subtype (a design artifact) but not a subclass (an implementation artifact) of the entity it is a role of. Delegation may be used to implement the dynamic role relationship. A paper that presents this concept can be found in [Kilov 96].  An excellent treatment of roles from the Analysis and Design viewpoint can be found in [Reenskaug 96].

MDA – System modeling case

When we have a model at one level of abstraction, the “PIM” or “CIM” we generally need to augment that model for automated or manual transformation to another level of abstraction.  This is also called “tagging” the model.  We would like to be able to augment models for multiple technologies.

A simple approach to this is to subclass elements of the higher level model and add the elements, but this becomes problematic as we attempt to specialize elements in many directions.  Logically these augmentations are just subtypes – dynamic subtypes, of the higher level model.  A set of subtypes can be grouped together into an aria of concern, say security, and these subtypes may be added as appropriate to the higher level model.

This is both a simpler and more expressive form of tagging than inventing a new concept like “stereotypes”.  Stereotypes may not be required should we support dynamic subtypes.

Meta Modeling case

The UML model is not consistent with regards to the meaning of generalization, in some cases it is clearly the “OO Subclass”, in others it looks like it should be an additional type added to a base type.  The enclosed evaluation of the U2P model shows where these concepts may be used.  In any case, we should evaluate the current model and make sure we understand the intent of each generalization.  Note that this review of the base model exposes other issues where generalization has been used without being clear as to the intent.

Since an MDA system requires concepts that can be implemented, we also show how non-static subtypes may be implemented and used in a MOF.

Platform modeling case

In the case of models of OO language implementations, such as Java and C++, the generalization option should be fixed as the static case. This makes it explicit that the language tightly binds the concepts of type and class.

As a matter of style we suggest that such semantic variations be explicit in the base model and then “set and locked” in the context of a language (in the meta model) that does not provide for the variation.  This makes it very clear what the semantics of generalization are for that language and such “locked” attributes can be hidden from the user.

Potential Resolution

This approach adds an attribute to generalization to specify how instances may or may not extend across that generalization over their lifetime.  This is also known as “dynamic subtypes” and is a restricted form of “type morphing”.

We present this potential resolution so show that a resolution is tractable (in fact trivial) and has substantial benefit.  There are certainly other ways to model these concepts.  As the set of issues with the UML model become well understood a more general solution may emerge.

Approach

Generalization is currently mute as to if and how an instance may add or subtract from the set of types (classifiers) it supports.  The classic approach in object languages is that the set of types is fixed on instantiation.  UML does not make such an assumption and specifically provides for multiple types in both the instance model and action semantics.  Some modelers assume an instance can change types and some assume it can’t.  Since the structure of our models is dependent on this assumption it is unacceptable for it to remain undefined.  The UML model in particular must be well defined in this regard.

This proposal specifies an “extension” attribute of generalization that is used to make the relationship between an instance and the set of its types over time well defined.  The options allow for both the object-language approach of static typing and the object-modeling approach of instances supporting multiple types that change over time in well defined ways.  It also specifies an expression that constrain when a subtype is viable for a given instance (statically or dynamically).

The basis of the approach is type extension based on subtypes.  When allowed for by the extension option, an instance may take-on an additional subtypes dynamically and may, likewise, remove subtypes.  For example, father may be a subtype of “man”.  A man may become a father – but it is the same man.

The implementation mapping of type extension to object oriented languages generally assumes that one or more language objects may represent a modeled individual.  The typical “multiple interface pattern” is used to return language objects that realize the dynamically extended interfaces.  Delegation or synchronization is used between the language objects to retain instance identity.  Supporting dynamic types in this way is a tractable problem that is practical for all implementation languages, including implementation in the MOF.

Package Extension
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The GeneralizationExtension package extends the Generalizations package.

Generalization Extension specifies how instances relate to their types over their lifetime.

Generalization Extension package
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Generalization in the GeneralizationExtension package extends generalization in the Generalizations package to add specification of extension semantics.  

ExtensionKind

ExtensionKind is an enumeration specifying the conditions under which an instance supports and is constrained by a subtype.

Description

ExtensionKind is an enumeration of the following literal values;

Static {default}

explicit

implicit

Semantics

ExtensionKind is intended for use in Generalization to specify the conditions required for an instance of a supertype to support and be constrained by the semantics of a subtype.

static

Static extension requires that an instance is instantiated to support and be constrained by a subtype. Once instantiated an instance can not take on or be extended to support the subtype.  Static extension is the kind of generalization natively supported by typical object oriented languages such as Java and C++.  

explicit

Explicit extension requires that an instance may be explicitly extended to support the features of and be constrained by a subtype.  An instance of the supertype may be caused to support and be constrained by a subtype by an action on or by the instance.  Support for an explicit subtype may also be retracted from a given instance by an action on the instance.

Explicit extension may be prevented or retracted by a predicate “condition” specifying the constraints of the subtype or by a generalization set.

Explicit extension is typically supported in static languages through the use of the multiple interface pattern and/or multiple objects representing the same individual.

implicit

Implicit extension provides for an instance to be implicitly extended by a subtype on instantiation of the supertype, no action on the instance is required.  All instances of the subtype will support the semantics of the supertype at all times it is permissible to do so.

Implicit extension may be prevented or retracted by a predicate “condition” specifying constraints on the subtype or by a generalization set.

Implicit extension is typically supported in static languages through the use of the multiple interface pattern and/or multiple objects representing the same instance.

Complete generalization sets

Complete generalization (UML-2 superstructure) specifies the concept of generalization sets that partition possible subtypes.  All three kinds of extension are subject to the partitioning of types specified by a generalization set.  Other than being subject to the rules of generalization set the concepts of generalization set) and extension are orthogonal.

Notation

static

Static extension is indicated by un-adorned generalization arrow.  

explicit

A generalization arrow indicates explicit extension with an open circle interrupting the line in the vicinity of the arrowhead.  An optional notation is an <ExplicitExtension> Stereotype. 

implicit

A generalization arrow indicates implicit extension with a filled circle interrupting the line in the vicinity of the arrowhead.  An optional notation is an <ImplicitExtension> Stereotype.

Examples

static

Rabbit is a subtype of Mammal.  An instance must be created as a rabbit or a mammal and an instance of Mammal may not be reclassified as a Rabbit.

explicit

A customer is a subtype of a company.  A company may be extended to become a customer.  The characteristics of customer may be retracted from a company.

implicit

When an airplane is on the ground it is considered a vehicle in the context of ground control.

Generalization

Attributes

extension:ExtensionKind
Specifies the generalization semantics.

Condition


Specifies a Boolean constraint on when the subtype is valid.  For any instance of the subtype the condition must be true.

MOF Operations (Reflection)

The following additions to the MOF interface would provide for dynamic subtype support.

Object

getSubtype( type:classifier ) : Object

If the instance is an instance of type, returns an object that realizes the types interface.  Otherwise returns null.

getOrExtendSubtype( type:classifier ) : Object

Returns an object that realizes types interface provided there are no constraints or generalization sets that would prevent the instance from realizing type.  The instance may be extended to support the given type provided it is defined to have this capability.

removeType( type:classifier )

Retracts type and all static subtypes and supertypes of type from the instance.  An instance with no remaining types will be deleted.

Other Issues

Default

The default is currently specified as “static”, the most conservative value.  UML-2 currently makes no constraints with respect to what types an instance may assume, this is most like explicit extension.

Ownership of generalization

Generalization is currently a model element that is independent of both sides of the relationship.  This does not seem consistent with the semantics being represented.  The “fact” that B is a generalization of A is a fact about B and should be strongly owned by B. We suggest that generalization is more properly a feature of B than an independent element with unclear ownership.  Having generalization as a feature looses no semantics and provides a simpler and more compact representation.

“Roles” that are not subtypes

Not all types that “model the same thing” may be subtypes.  A very general way to model disparate views of the same instance is also appropriate.  

Literature

This is not a new or untried concept, a brief review reveled the following;

Literature about dynamic typing

· ISO GRM (http://community-ml.org/GRM/96-01%20Kilov-GRM-ODP.pdf)

· Haim Kilov and James Ross in their book "Information Modeling"

· EDOC (Relationship profile and entity profile - roles)

Literature about language implementation patterns

· http://www.cs.umd.edu/class/spring2001/cmsc433-0101/com.pdf
· http://www.ccs.neu.edu/research/demeter/adaptive-patterns/arp-bofam-checked.html
· http://www.ccs.neu.edu/research/demeter/adaptive-patterns/ads-bofam-checked.html

· http://www.csharp.org/whitepapers/dsgn_patterns/articles_20020111.pdf
· http://st-www.cs.uiuc.edu/users/hanmer/PLoP-97/Proceedings/riehle.pdf
· http://www.berlin-consortium.org/docs/papers/ubilab-pattern-catalog.pdf
· http://citeseer.nj.nec.com/context/1700772/0
Examples of use of the pattern

· http://home.earthlink.net/~huston2/dp/memento.html
· http://www.javaworld.com/javaworld/jw-09-1999/jw-09-servlet.html

· http://exciton.cs.oberlin.edu/javaresources/DesignPatterns/StrategyPattern.htm
· http://www.cs.rice.edu/~arudys/comp410/decorator.html

Literature about java specific implementations

· http://www.cyberdyne-object-sys.com/oofaq2/DynInh.htm
· http://mijava.sourceforge.net/

Use of dynamic subtypes in the UML model

Utilizing explicit and implicit type extension of instances simplifies and clarifies MOF and the UML meta model.

This is an example of applying dynamic subtypes to U2P UML.  This model has been plagued by multiple refactoring and arguments about layering, what is “fundamental” and concerns about the usefulness of the infrastructure for languages other than UML.  Our proposition is that this is, in part, caused by insufficient modeling tools.  That the fixed inheritance structure assumption has prevented concepts that are independent from being independently modeled while it has also prevented elements that model the same thing to maintain a common identity.

The basis of addressing these problems is to recognize that the subtypes in our hierarchy do not always represent static and independent identities but are, in fact, different views on the same identity over its life-cycle by having an identifiable instance be able to dynamically assume and discard the characteristics defined by a subtype.  The net effect is that our models need fewer instances and have a better representation of “the thing being modeled” as these instances.

Not all subtypes make sense as dynamic, in many cases the classic OO concept of a static subtype is what is intended.  So we need a way to define which is which, that is where extension semantics comes in.  The following shows some areas where explicit extension could be used in the U2P model, it is not intended as the last word as to where it should be used.

It should also be said that if the U2P model was more aggressively refactored greater use could be made of orthogonal dynamic subtypes.  The following analysis simply attempts to quantify the intent of the current model.

Discussion of classifiers

The following is a discussion of classifiers in this regard.  Currently a tool must either create a class of a particular type and delete it to recreate another concept or the tool must have massive multiple inheritance with the ability to selectively hide features.  The effect of massive multiple inheritance can be seen in U2P.  Both of these approaches are much more complex than a dynamic subtype to add-on an optional features as required.

Classifiers run throughout the UML model and have a large numbers of variants in various packages.  Most of these variants should be dynamic.  Just consider the aspects of a classifier as a component, encapsulated and structured.  “Un hooking” these makes the model more understandable and well structured.  Just cleaning up structured classifiers and components would be worth the weight of extension.  Consider that currently the “same thing” may have classifiers for being a component and a structured classifier and an actor, this allows the identity of the modeled thing to be explicitly connected through the base type.  This starts to “connect the dots” between the models intended for the various diagrams.
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In the above we see that we should be able to “add on” deployment information to a classifier – any classifier may become deployable if it has sufficient execution semantics.
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This takes care of being able to have both autonomous and non-autonomous classifiers without special subtypes.
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We have some special kinds of classifiers, we should be able to change between these at will.
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In some cases these combinations of classifiers are mutually exclusive.  We should be using generalization sets and constraints to make this explicit.  There is currently nothing to say that you couldn’t have a classifier that was every classifier in the model.

The laundry list…

The following is based on a tour through the U2P model to identify the candidates for non-static extension.  Some of these will be recognized as sources of considerable debate.  Note that no attempt has been made to factor in the potential changes to attributes, associations and redefinition.

Aggregation

An association should be able to be turned into an aggregation 
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Redefinition

The fact that an element is redefined could be added to a simple attribute when appropriate.  This could include other redefinition semantics.
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We should be able to change the form of expression of a value specification.  A generalization set should limit this to one of these as a time.

[image: image1.wmf]Party

Person

Company

Customer

Supplier

[image: image12.wmf]Expression

body : String [0..1]

language : String [0..1]

ValueSpecification

LiteralSpecification

LiteralInteger

value : Integer

LiteralString

value : String

LiteralNull

LiteralBoolean

value : Boolean

<<ExplicitExtension>>

<<ExplicitExtension>>


These should also be a generalization set (Rose can’t draw)

Elements should be able to be moved in and out of packages.
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An association end should be able to become navigable (Note that associations require substantial work and are being refactored, this is based on the current model).
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Actions should be able to become primitive
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A behavior should be able to take on one or more kinds of procedure specification
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You should be able to change between the kinds of classifiers

[image: image17.wmf]Interface

Classifier

(from Kernel)

<<ExplicitExtension>>


Structure

Adding structure is a form of implementation specification.  You should be able to add-on structure.

Being “connectable” should not be a part of all named elements
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Use Cases

A classifier (any classifier) should specifically become an actor

A feature should specifically become a use-case extension point.
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This enables retention of identity as we cross between use-cases and structural models – connecting the dots.

A behavior should specifically take on an activity specification
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Control flow and object flow are not orthogonal
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Activity groups should be able to become structured
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Classes should be able to become structured or encapsulated independently
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Classifiers and operations should be able to take on a collaboration occurrence
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Event types should be able to be changed
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These should also be a generalization set (Rose can’t draw)

Not all classes can have receptions
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Being a component, structured and encapsulated are all orthogonal!
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Any class should be able to be considered an artifact

Note that other things should be able to be artifacts, we should have an abstract class.
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A port should be able to become complex
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A state machine should be able to be added on to any behavior
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You should be able to change the type of actions
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Also, group actions are not orthogonal
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Many optional and orthogonal things in activities
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Associations become association classes
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Shouldn’t you be able to add a deployment spec to any classifier?
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Generalization set participation and powertype are optional 
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Representing a model is an optional feature of a package

[image: image37.wmf]Model

viewpoint : String

Package

(from Kernel)


The view of a port, interface, classifier, transition and state in protocol is optional
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We should be able to add-on template parameterization
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Implicit Extension

All named elements should have dependencies

The intent for dependencies seems to be that all named elements may have them.  The named element in dependencies will always exist but will be referenced by navigating to the extended class.
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MDA Support

Essential to MDA is the ability to refine and parameterize a model across multiple technology views.  This can easily be thought of as subtypes of model elements as long as we are not restricted to static types.  Subtypes for a technology aspect are dynamic subtypes of the elements they parameterize.

A simple form of this is MOF its self and the requirement to specify mapping details for XMI.  Lets consider the specification of a URI location as well as a “map” option.

This “XMI View” of the model elements is clearly orthogonal to any other technology mapping and a model element at any level of detail can be extended with the technology specific information.  Consider similar extensions for a XML Schema mapping, display characteristics or parameterization for exposing an EJB.

Orthogonal extension is and mappings are the fundamental building blocks we need for MDA.

Generalization & Dynamic Subtypes

2

