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1.  [Reference: Attachment 2: LCP data model]  A distributed system client awaits reply events E1...En from N separate sub-machines working in parallel. There is no way to predict the order in which these events will arrive.   However,  each EI instance identifies its sender and receiver by fkeys AIid1_source and AIid2_target, as well as its Event Type by fkey ETid. 
In the SetGame, the AI (player) whose 'ISeeASet' message is first in the EI que gets a chance to specify the claimed set in his next  'SetChoice' EI message(s), before such claims from other players can be processed even though they may already be enqueued. (A set choice is a triple of array index specs: (row=A|B|C, column=1|2|3|4), assuming landscape layout.) 
(1A)  Describe a process by which the SetGame controller can wait for the second message before processing more claims to have seen a set. If possible, use genv12 pseudo-code to navigate the EI queue and take advantage of the links implied by the fkeys in the EI record. (Continue on reverse if needed.)
[PS: I should have asked for sequence diagrams - race conditions  would have been more visible.]

POSSIBLE SOLUTION(S):
Problems occur when other clients send SeeASet and SetChoice messages before first client makes his 'setChoice'. Splitting these makes the game more realistic, but causes more problems than it's worth. Because of this,  I would reject the first 4 approaches below and  recommend (non-conforming) Approach 5 (due to R Herrick).

Assume there are two distinct event type ETid's, one to claim priority (ET.name = 'ISeeASet') and the other to specify the claimed set (ET.name = 'SetChoice').  The controller must handle asynchronous 'ISeeASet' events since the game is a race between competitors. It can use a Timer service to report a time-is-up deadline for any excessively delayed SetChoice (iand negating it by a Cancel event).
Client-to-Server (C2S) EI has 3 fkeys:  ETid, AIid1_sender, AIid2_target.  (AIid1 is player client, AIid2 is evaluator server.) Assume the first C2S EI received is EType 'ISeeASet'.  

1A. Approach 1:  Change the queue discipine:  Controller requests dispatcher main loop to change the EI-que processing order from FIFO to 'one AIid1 at a time' (to wait for SetChoice  from AIid1).  LCP must be able to safely and dynamically change dynamically from FIFO to  destination order and back. LCP will process further EI's from AIid2;  when EType 'SetChoice" is received the mail loop event dispatch discipline is changed back to FIFO.

This  does NOT bound how long to wait for this player to send a 'SetChoice' event, which may have to  bypass other player ISeeASet' events on the EI-que. 'Domino effects' may  require other LCP changes. 
E.g., the child-loop(AI, EI, EIid, AIid2) that processes further events to AIid2 must be provably safe while additional events arrive  from player AIid1 and others. The child_loop alters EIcurr. pr_add alters EI_elt (and perhaps EIcurr?) 
Conclusion: LCP appears to support dynamic changes to the que serving discipline, but Approach 1 appears more risky than the other two below.
1A. Approach 2 (Centralized divide and conquer):  When 'ISeeASet' arrives from AIid1, the server (GameController) AIid2  forks into parallel sub-machines in StateMate fashion (one AC with one surrogate AI per player  in LCP). The Controller continues to process events in FIFO order and forwards each 'SetChoice' events to a submachine, which copies the string to its data members). 
The Controller requests sub-machines to reply with a PASS/FAIL evaluation in order of 'ISeeASet' eventType arrival (ie. within one ET-->EI child-set) but not until the corresponding 'SetChoice' event arrives or is cancelled by player or controller [for what reasons?].  When the first player's AI finishes its set evaluation, it replies to a Controller request with a PASS/FAIL verdict on this SetChoice,  and resets its state to be ready for another ISeeASet from its Player. [What happens if the second player (a fast typer or clicker ;-) sends TWO ISeeASet and SetChoice event pairs  before the first player even completes his first SetChoice message?]
A sub-machine's evaluation can be over-ridden by the controller if it overlaps a prior valid (and deleted) set choice.  This outgoing S2C deletion message may pass incoming  C2S messages. This requires no LCP changes but complicates the state model toward UML's StateChart parallelism.
Conclusion: Forking into  concurrent sub-machine AI's  appears more complex than Approach 3 below.  Since the ET-->EI child-set order of processing for the ISeeASet ET-row  is not compatible with olcarch's three existing EI-queue disciplines. it must be implemented in the Controller's state actions. 
1A. Approach 3 (Distributed divide and conquer):  Offload some of the work to State machines at remote Player sites, and partly synchronize them to the controller:  allow them to compete by sending 'ISeeASet' claims asynchronously, but make them evaluate and store their own 'SetChoice' event locally until they are invited (by a S2C event) to send a SetChoice event  to the Controller. Now the controller can ensure FIFO order of (asynchronous) ISeeASet events and can still control the order and time of arrival of (synchronized)  SetChoice events from all players. Concurrent player site machines accrue their players' SetChoice but wait for a Controller request  to send it. Controller state actions need not save an ordered list of 'ISeeASet' claims from multiple players if it can access the ET-->EI child list which already saves this order. 
Conclusion: Approach 3 is simple except for its need to distribute the sub-machine ActiveInstances to remote player sites. It is a preferred slightly over Approach 2.
1A. Approach 4: Provide a separate queue of incoming events from each player.  Events in each que can be  processed FIFO, and the controller can take its time switching among player queues. LCP could support multiple EI-queues (one per AI) if its setup and run phases are enhanced This appears similar but more complex than Approach 2. 
Conclusion;  I prefer Approach 2 or 3.

1A. Approach 5: Merge the 'ISeeASet' Event Type into 'SetChoice'.  (This is Bob Herrick's suggestion.) Compete by FIFO SetChoice arrival time instead of ISeeASet arrival time.  There is only one C2S  EType (Cancel is no longer needed) and one EI que can now be processed  in FIFO order. Although it is non-conforming (does not "specify the claimed set in his next" message), it is the simplest approach.  Unless the (TBD) DistributedSetGame (DSG) Rules Committee overrides me, I recommend this approach over all others (at least until it implements card layout update propagation and display at player sites).
(1B)  The EI can also hold 5 message parameters:  int1, int2, flt1,flt2,and a string. 

[Reference: Table EI below from 95solc.sch.]   Describe how you would pass the info needed for 'ISeeASet' and for 'SetChoice' in these arguments, in the EI's a player sends for each complete input transaction.
1B: 'ISeeASet' events don't need these 5 arguments, unless a local timestamp is desired.  For Set Choices,
1B. Approach 1: Use the string to send e.g. "A1 B2 C3" or "A1B2C3".

1B. Approach 2: Send an integer for each card's index in the  array  [0..11]  or the card deck [0..80] 

1B. Approach 3: Convert each card's  position [0..11] and/or identity [0..80] into 4 radix 3 digits

and send them as one to 4 ints and floats.  

Recommendation:  The way in which the Controller maintains the card deck for dealing, maintains the layout for display updating, and accesses a 'SetChoice' for evaluation, have performance implications on this representation  choice. They should be designed together. 
(1C)  Explain the side effects of changing the is_key meta-attribute between '0', '1' and 's', for a field named AIid  of simulation problem like SetGame or Hominid.    [ASSUME AIid is an fkey not the pkey.]
1C. SOLUTION: There are 3 cases for this problem, in increasing order of efficiency and  encapsulation:
is_key=0:  AIid  is pr_loaded as char[9] not int;  schema.h does NOT declare the associated _pp, _fcp, and _fpp pointers. 
is_key=1or s: Schema.h declares these pointers; pr_add maintains them but pr_set_key does NOT (genv12).
is_key=1or s: A new version of  pr_set_key (TBD in genv13) should also call pr_link and unlink as needed to maintainaSTid_pp, _fpp, _fcp pointers when STid is updated. 
=========================================================================
2.  In Attachment 2 (data model for LCP),  table AI  has a current state variable cState, whose value in any AI object could be replaced by an fkey STid referencing this  object's current state (an ST-child of the StateModel for this AI or its currently active transaction type.  
Assume that field cState is re-declared STid with format c8 (but not necessarily an fkey).  
(2A) From STid or STid_pp,  how can you get the row address STcurr in table ST for this AI's current state?  
(2A1): call pr_find(ST, STid, STid)  to update STcurr;  use encode() if STid has is_key = 0.

(2A2): if  STcurr->.STid is not a match, do child_loop(SM,ST,STid, SMid) to update STcurr.

(2A3): Assign STcurr = EIcurr->AIid2_pp->STid_pp;

(2B) How does the property  is_key = 1 or is_key = 0 for the STid fkey affect performance via the STid_pp pointer fields in table AI? 
(2B):  See (1C) above, but consider ST ----*< AI instead of AI ----*< EI.
(2C) How does next-state assignment to cState or STid of the AI  and the action function call requirements 
of LCP's  main-loop event dispatch and  do_transition procedure?  

[The word  'affect'  was intended somewhere above.  I  assumed  'how to do' not 'how does' below.]
(2C1) cState is a string name in LCP;  it requires strcmp inside a SMto ST child_loop. 

(2C2) STid if encoded requires an unsigned int comparison in a SM to ST child_loop.

(2C3) STid not encoded requires encoding then an unsigned int comparison in child_loop(SM, ST,...)

(2C4) When STcurr is updated,  child_loop(ST, TR, TRid1, STid1) finds each outgoing TR;

(2C5) Inside the ST to TR child_loop, do child_loop(TR, EN, ENid, TRid) and compare ENcurr->ETid 
to EIcurr->ETid. Stop on first match (unique for a DFSM) and update STcurr to TRcurr->STid2-pp.  

(2C6) Call  (* STcurr->ActRtnPtr) or (*STcurr->FTid_pp->.ActRtnPtr).
[(2C7): What if STid_pp is NOT available?  Then one could use pr_find(tbl,pkey,value) or pr_find(ST, STid, AIcurr->STid)  to update STcurr, then  child_loop(ST, TR, TRid1, STid1) to perform nested  child_loop(TR, EN, ENid, TRid), to search TRs from ST and Enables from TR, to find a match of ENcurr->EIid-pp with EIcurr.  Its loop count is the product (average ST-count per SM) * (average outgoing TRcount per ST).
A more efficient approach is to find STcurr as above, set ETcurr = EIcurr->ETid_pp, then do child_loop(ET, EN, ENid, ETid) and break when Encurr->TRid_pp->STid_pp = STcurr.  Its loop count depends on number of TRs in one SM with the same label ET (TRcount/ETcount). The cost reduction factor is (surprisingly?) 1/(average ET-count per SM).
=======================================================================
3.  The STD below is an example of a Moore-style State Machine (a finite-state 'transducer' extended with local variable and guard conditions).  For this diagram EXPLAIN below what must be done to convert it into a Mealy model. and draw the Mealy equivalent.  (Equivalent means output AND side-effects of all actions are indistinguishable for any input history.) Start state: S1; Final (PASS)  state: S3.

[image: image1]
3A Explain how to convert the Moore Model          3B Redraw (and label) a Mealy equivalent STD above.

above to Mealy form below.  
The only requirement is to move the State Action outside the State as a label on  EACH incoming TRansition.  (Place  a '/' separator after the existing Event Type and Guard condition before appending the Action string as at right above.)
========================================================================

4:  Each State Action has side effects which can be substituted into a regular expression for the state history to visulalize the State Machine's behavior (life cycle history) in response to an input event sequence. Of course, ActRtn side effects are Turing-complete unless sensibly restricted (even if, for example, we use UML1.5's simplified Action Semantic  Language).  If there are no other side effects (no local variables), the FSM's input/output pairs specify a finite-state 'transducer' in compact regular expression form.

4A: Assume each state action Ak  in diagram 3A above and below merely writes out the state number (digit 1..4) each time a state transition is made.   For the test case  MAX = 3, write a regular expression for all the sequences of digits that can force the STD into accepting state S3. This is a 'regular' subset of all possible sequences of events  E1..E3 to this machine. [Hint:  Trace the sequence of input, state=output, count triples on 3 lines below, circle the accepting states, and deduce the regular expression for state=output histories that end up in accepting state S3 .
4A: History of triples:  (E1 means ET01, S1 means ST1, 0 means count=0); 
State S# and count c# are after the TR caused by E#  (delayed by DoTransition time <<  inter-event time.)
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4B: Regular Expression: 1 2 3 3 3 3 3 1 2 3 3 3 3 1 2 3 3 3 etc.;  the prefix 1 2 is mandatory; the loop 3 3 3 3 1 2  is optional. Accepted input strings are 12, 123, 1233, 12333, 12333 312, 12333 3123, 12333 31233 etc.
Resulting output strings are 23, 233, 2333, 23333, 2333123, etc = (23)(333123)*(e+3=33+333).
Reg expr:  (12)(e+3+33+333) + (12)(333)(312)*(e+3+33+333) etc,  (e is empty string and semi-group identity).

= (12)(e+3+33+333) + (12) (333312)*(e+3+33+333)  =  (12) (333 312)*(e+3+33+333). 

[image: image2]
The STD above is 'unwound' below by making c# an explicit part of the state:


[image: image3] Regular expression for output strings from S1 to S3:c1 or S3:c2 or S3:c3 or S3:c4: 12(333312)*(e+3+33+33+333)

5. The STD below  is an example of a Mealy-style State Machine.  For this diagram EXPLAIN below what must be done to convert it into a Moore model. and draw the Moore equivalent STD. (Hint: A Mealy model can always be converted into a Moore form by inserting one extra state on each link. Be careful to minimize extra states - adding one to every transition link is not good enough. It may be that no extra states are needed. for some links. S1 is initial, S4 is final, state.

[image: image4]
5A Mealy model: 
Explain how to convert it to Moore form below:   
5B Redraw (and label) Moore equivalent STD above.

(5A): For each state with exactly one  incoming transition, move this transtion's  action into the state.

If more than one incoming transition exists, count the number of distinct actions on these transitions;

Create a new state for each action and connect those incoming transitions to this new state;

Connect this new state to the original state by an 'immediate'  transition that has no event&guard label.

At runtime, this transition should get priority over others with event labels.

E.g. above, S2 needs no extra states; S3 needs two extra states;  S4 needs 3 extra states.
6. Our LCP architecture has an interpreter to do what looks like Moore-style actions: Each state's  ActRtn function defines  one case block of a switch(state) that is done by the interpreter's do_transition function. 
which executes 'ActiveInstanceSetState(AIid, StateGetName(STid));' and '(*StateGetActFunc(STid))(EIid);'
[see Attachment 1 (processevent.c).] However, our ActRtn function can include a nested switch(event type), so it resembles  a Mealy model interpreter that can customize  the next-state action to the incoming transition.  However, some semantics is not possible without extending our data model and LCP assumptions.  For each of three cases below, state the reasons why LCP as it stands can or can not execute the required semantics: (Please assert  CAN or CANNOT unambiguously. :-)
6A:Case 1: Event labels are distinct on all incoming transitions into each state.

CAN, because switch(ETid) can call each  action from separate case blocks.
6B: Case 2: Two or more transitions into the same state from different prior states have the same event type label but different semantic action labels  (like diagram 5A).

CANNOT, because switch(ETid) cannot discriminate among the three transitions into S4 which have the same event label but different previous states. 
6C: If you asserted CANNOT in 6A or 6B,  can you suggest what extra data accesses might permit a State's ActRtn to discriminate among the required sub-action blocks?  (Sample code  would help.)
For 6B,  what matters is the PRIOR state's STid1.  Adding this as an extra EI field would violate encapsulation: [Why? because the event might be generated in a client who is remote or belongs to a different class.] The designer must know when and where to add a  nested or alternate switch(priorSTid).
(Example: S1 and S2 and S3 all have transitions to S4 labeled with the SAME ETid =ET3 but different actions A14, A24 and A34 in Figure 5A.  State S4 needs switch(priorSTid) to select the correct Action. Similarly, two transitions into S3  have the same ET4 label but different actions and need to switch(priorSTid).

============================================================================

04s522 Hour Exam 2  Attachments 1 and 2: 
Attachment 1: Functions ProcessOneEvent() and DoTransition()) (exerpts from $CASE/02f522/JPsimProj/tkneelan/JPsim/olc/src/processevent.c)
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Class Model for LCP State Model interpreter (copy of prior in-class handout)
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Copy of Figure 3A.
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( s#/-   means state action is a no-op.)
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