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Object-oriented database management systems (OODBMS) combine the data abstraction and 
computational models of object-oriented programming languages with the query and perfor- 
mance capabilities of database management systems. A concise, formal data model for OODBMS 
has not been universally accepted, preventing detailed investigation of various system issues 
such as query processing. We define a data model that captures the essence of classification-based 
object-oriented systems and formalize concepts such as object identity, inheritance, and methods. 
The main topic of the paper is the presentation of a query processing methodology complete with 
an object calculus and a closed object algebra. Query processing issues such as query safety and 
object calculus to object algebra translation are discussed in detail. The paper concludes with a 
discussion of equivalence-preserving transformation rules for object algebra expressions. 

Categories and Subject Descriptors: D.3.3. [Programming Languages]: Language 
Constructs--abstract data types, data types and structures, modules and packages; H.2.1 [Data- 
base Management]: Logical Design-data models; H.2.3 [Database Management]: Languages 
-query languages; H.2.4 [Database Management]: Systems-query processing 

General Terms: Algorithms, Design, Languages 
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1. INTRODUCTION 

The relational database technology [161, with its superior data independence 
provisions, has had a significant impact on data processing applications. 
However, it is now commonly recognized that the relational model, with its 
flat representation of data, is not sufficiently powerful to support new appli- 
cation domains such as engineering database systems, office information 
systems, and the like. The difficulty relates to the recognized semantic 
mismatch between the entities that are commonly encountered in these 
application domains and the representation provided by the underlying 
database management system (DBMS). 
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Fig. 1. Object-oriented databases bridge traditional DBMSs and languages. 

A number of approaches have been followed to remedy this drawback. One 
approach has been to modify the relational model to provide it with more 
modeling power. Such work goes back to the early proposals by Codd [El, 
and also includes more recent work aimed at including user-defined data 
types within the relational model 1411 as well as providing nonnormalized 
relations 144, 45, 481 and languages for them 11, 32, 471. A second approach 
has been the development of new and more powerful data models, generally 
classified as semantic data models 1311. Object-oriented database systems 
have received significant attention within this latter context. 

Interest in object-oriented databases stems from the fact that they provide 
a uniform method of addressing the requirements of advanced database 
applications. The features of object-oriented database systems that address 
these requirements include treatment of objects as instances of an abstract 
data type (ADT) 1111, generalizaltion (specialization) hierarchies 1521, behav- 
ioral inheritance 1631, and object identity 1341. These systems embody aspects 
that have traditionally belonged to separate research areas, programming 
languages and database systems, by combining the data abstraction and 
computation models of object-oriented languages with the performance and 
consistency features of databases. Figure 1 illustrates this overlap and 
categorizes several well-known languages and databases. 

One of the fundamental features (and advantages) of the relational model 
is the formal specification of the entire data model including a calculus and 
an algebra. Unfortunately, suclh a rigorous definition does not exist for 
object-oriented databases. Many of the “data model” definitions are no more 
than informal descriptions of system features. Those that have a formal 
model definition often do not have an associated set of query primitfies. 
Those with well-defined query primitives, on the other hand, are often not 
based on a formal data model definition. Consequently, there has not been a 
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systematic, detailed, and exhaustive study of queries and query processing 
issues in object-oriented database systems. 

The research reported in this paper addresses exactly this issue, namely, 
the processing and optimization of queries in object-oriented database sys- 
tems. In this paper we emphasize the presentation of a formal object-oriented 
data model, complete with specification of query primitives. This model forms 
the basis of our research and incorporates many common object-oriented 
concepts. To concentrate on the methodology and techniques of query process- 
ing, we have made some simplifying assumptions about the data model, 
which are discussed in the appropriate sections. The most important contri- 
butions of this paper are the following: 

-formalization of a data model that captures all of the commonly accepted 
features of object-oriented database systems; 

-an object calculus for declarative specification of queries; 
-a safety criterion for identifying computable queries; 
-an object algebra for procedural specification and implementation of 

queries; 
-an algorithm for translating object calculus expressions to object algebra 

operator trees; and 
-equivalence-preserving rewrite rules for optimizing object algebra expres- 

sions. 

1 .l Related Research 

Query processing in object-oriented databases has not been addressed in a 
formal manner in the literature. Some implementations, such as Iris 1211 and 
POSTGRES L551, use relational databases as their storage subsystems. These 
systems only use the semantics of the data model to translate queries into a 
form that reflects the implementation of the object model in the relational 
subsystem. They then rely on relational optimization techniques for overall 
query optimization. Banerjee et al. 191 provide an example of the object-ori- 
ented model to relational translation process for a database whose methods 
are restricted to returning internal object state information. In this restricted 
case, they show that a query in the object-oriented world has a semantically 
equivalent representation in the relational world. This implementation 
method has two drawbacks. First, it does not take advantage of data model 
semantics during query optimization. Second, relational databases typically 
support only simple data types such as numbers, booleans, and strings. The 
object model permits the database implementor to provide basic types of 
arbitrary complexity, for instance, bitmaps. The inefficient representation of 
complex data types in relational systems makes the relational model unsuit- 
able for implementing the object-oriented paradigm. 

Few object algebras have been defined formally thus far. Several re- 
searchers have proposed, and even implemented, languages for querying 
object-oriented databases 17, 9, 14, 18, 21, 641. The languages mix features 
traditionally found in a calculus or algebra and provide no formal data model 
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upon which to base a study of query processing. Osborn [42] describes an 
object algebra in detail and develops rewrite rules for algebra expressions. 
When combined with heuristics, ,the rewrite rules provide a basis for query 
optimization. This, however, is a different approach than ours, as it views 
objects as passive data and does not support encapsulation. Her algebra 
allows aggregate or set objects to be disassembled and recombined in an 
arbitrary fashion and reused in later stages of a query. 

Our algebra operators are similar to those of Zdonik and Shaw 150,641, but 
are more general. Their query language supports encapsulation, but only 
allows unary methods to be used in qualifying algebra operators. They also 
introduce an id-equal at depth i comparison operator which allows structural 
comparisons of objects. This violates the premise of strict encapsulation that 
we attempt to maintain. In their model, results of queries are always new 
objects. Thus, the same query run twice may not pass some equality tests 
that use the structural comparison operators. This complicates using query 
results as views, since the database user must insure that only the proper 
types of comparisons are performed on the results of a previous query. 

The query language OQL 131 maintains the closure property in that the 
result of a query may be used as input to another. A query defines a 
subschema of the database as well as selection criteria on the objects that are 
part of the subschema. Objects .whose components extend past the query 
defined subschema are “truncated,” in the sense that those components are 
not available in the query result. This allows definition of views that hide a 
part of the objects’ representation, while allowing free access to the remain- 
der of the objects. However, objects are treated strictly as aggregations, not 
ADTs, and no discussion is provi.ded on how to process and optimize such 
queries. 

1.2 Query Processing Methodolog) 

Query processing covers a wide range of topics, starting at query specification 
and ending with generation of an executable access plan. We define a query 
processing methodology for an OODB (Figure 2) similar to that for relational 
systems (see, for example, [23, 333). 

The steps of the methodology are as follows. Queries are expressed in a 
declarative language, which requires no user knowledge of object implemen- 
tations, access paths, or processing strategies. The calculus expression is first 
reduced to a normalized form by eliminating duplicates, applying identities, 
and rewriting. The normalized expression is then converted to an equivalent 
object algebra expression. This form of the query is a nested expression, 
which can be viewed as a tree whose nodes are algebra operators and whose 
leaves represent the extents of classes in the database. The algebra expres- 
sion is next checked for type consistency to insure that predicates and 
methods are not applied to objects that do not support the requested func- 
tions. This is not as simple as type checking in general programming 
languages, since intermediate results, which are sets of objects, may be 
composed of heterogeneous types. The next step in query processing is the 
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Fig. 2. Query processing methodology. 

application of equivalence-preserving rewrite rules 122, 301 to the type-con- 
sistent algebra expression. Lastly, an access plan which takes into account 
object implementations is generated from the optimized algebra expression. 

1.3 Scope and Organization of the Paper 

This paper is a first step in the investigation of query processing in object-ori- 
ented database systems. A rigorous investigation requires a formal query 
model, which in turn requires a formal data model. We focus on the presenta- 
tion of a model complete with an object calculus and object algebra. The 
model is not intended to be the final statement on formal object-oriented 
specifications, but rather encapsulates those elements necessary for investi- 
gating query processing. Furthermore, we present a set of transformation 
rules that can be applied during the algebra optimization phase of query 
processing. The rules can be applied to algebra queries in general, without 
requiring knowledge about the implementations of objects. The scope of the 
paper is the calculus, algebra, and rewrite rules corresponding to the dashed 
boxes in Figure 2. Type checking is discussed in [Ml and access plan 
generation is the topic of [571. 

The organization of the paper is as follows. Section 2 identifies key 
concepts of the object-oriented data model and captures them in a formal 
manner. An example that implements a hypertext system is developed to 
illustrate the concepts in a real-world application domain. Section 3 presents 
an object calculus and object algebra for querying databases. This section 
also contains a safety criterion for object calculus expressions which insures 
that a query is computable. Another important contribution, namely the 
translation algorithm between object calculus and object algebra expressions 
is included in Section 4. Section 5 gives examples of equivalence-preserving 
rewrite rules for object algebra expressions. Conclusions and directions for 
future work are presented in Section 6. 

2. DATA MODEL 

2.1’ Data Model Objectives 

Our data model attempts to meet several objectives, the most important of 
which is to provide a query formalism that can be used to investigate 
properties of queries such as safety, expressiveness, and equivalence-preserv- 
ing transformations. Another objective is to accurately reflect common 
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object-oriented concepts without setting any restrictions on implementations 
or physical object representations. For example, relational query languages 
do not reflect whether relations are vertically or horizontally partitioned in 
the physical system. Such knowledge is required for access plan generation, 
but is not required in order to completely and unambiguously specify a 
query. In an analogous fashion, the object-oriented data model and query 
formalism should have a logical view of data that is consistent for all 
physical implementations. 

We also define a model of objiects that will support both a set-oriented 
query formalism as well as a general-purpose programming language with 
assignment. The common problem of “impedance mismatch” [5, 391 occurs 
when a set-oriented query language and an imperative programming lan- 
guage with different computational paradigms are used together. Removing 
this mismatch makes it easier to implement complex applications that oper- 
ate on persistent data. 

Our position is that these objectives are best achieved by modeling objects 
as instances of abstract data types. This interpretation can be explained in 
the traditional context of objects that are modeled as instances of record types 
1131. Consider that the fields of a record may hold data or functions. Restrict- 
ing the Gelds of a record type to functions on types results in a true ADT, 
where the components of the record implement the ADT abstraction. Func- 
tions in the mathematical sense are not dependent on local data, but imple- 
mentations of functions using imperative programming languages are. As a 
result, implementations will often allow both data and functional fields, with 
the data fields corresponding to the object state, and the function fields 
thought of as implementing the object’s behavior. 

Defining objects as a combination of data and functions raises the question 
of visibility. Is the data component visible only to an object’s functions or to 
any user of an object? The issue takes on added significance when we speak of 
inheritance. When we say that type A inherits from type B, we could mean: 

(1) inheritance of representation--type A objects have the same data compo- 
nents as type B objects (and possibly additional ones); 

(2) inheritance of behavioral implementation-code implementing the func- 
tions of type B objects can be applied to the data structures representing 
type A objects; 

(3) inheritance of behavioral specification-type A objects provide functions 
with the same names, arguments, and semantics as those of type B 
objects. 

Note that inheritance of behavioral specification (3) is a concept, while items 
(1) and (2) are realizations of that concept. 

The inheritance relationships among types can be represented by a graph. 
This graph is highly dependent on which form(s) of inheritance a system 
supports. For example, Smalltalk- 1251 enforces (1) and (2), but allows 
inheriting types (subtypes) to cha.nge the arguments and semantics of inher- 
ited functions. The public and private declarations of Owl 1461 and C+ + 1601 
allow (1) and (2) to be chosen for each data component and function on an 
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individual basis. A system can have multiple inheritance graphs. LaLonde 
[37] describes a Smalltalk- variant that has one inheritance graph for 
implementations and a second for behavioral specifications. It is also possible 
to have (3) without either (1) or (2). In this case, each type must reimplement 
the functional specifications and semantics it has inherited. 

By separating behavior from implementation, the data model places no 
restrictions on implementations 119, 531. This allows 

-a type to have multiple representations and implementations, 
-subtypes to have representations and implementations different from their 

supertypes. 

The model can be used consistently for distributed systems with heteroge- 
neous processing elements, systems where functionality is distributed by 
type, and systems where multiple representations of a type are required. 

Modeling all object-oriented concepts is not possible, as some are in conflict 
with one another. For example, we restrict objects to be instances of only one 
type, while other models 1211 allow an object to be a member of multiple types 
concurrently. However, an object in our model may exhibit the behavior of 
several types via multiple inheritance. Finally, we do not address primarily 
implementation issues, such as object migration, exception handling, schema 
evolution 181, and saving queries as views 1611. 

2.2 Formal Model 

2.2.1 Values and Objects. All definitions in the model are based on the 
existence of the following sets: 

-a finite set of basic domains D,, . . . , D, where 9 = Ur= 1Di; 
-a countably infinite set A of symbols, called attributes; 
-a countably infinite set ID of identifiers; 
-a finite set CN of class names; 
-a finite set MN of method names. 

Definition 2.1. Values: There are three types of values: 

(1) Every u E 9 is an atomic value for which there exists a textual represen- 
tation. 

(2) Every finite subset of ID is a set value. 
(3) Every element in P(A) x 9’( 9) x S(ZD)’ is a structural value. 

The symbol V’ denotes the set of all values. 

Definition 2.2. Objects: An object is a triple o = (id, cn, val) where id E 
ID, cn E CN, and vu1 E V. 0 = ID x CN x Y is the set of all objects. We use 
the notation o. id, o. cn, and o. val, respectively, to denote the identifier, the 
class, and the value of object o. 

‘9(X) denotes the powerset of X. 
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Based on an object, we define the function ref(o) which associates to an 
object o the set of all identifiers referenced within the value part of the 
object. This is a recursive funct:ion that includes all references of objects 
nested within o. 

Definition 2.3. Consistent set of objects: A set of objects 0 is consistent 
iff: 

-Vo, p E 0, o. id # p. id (No two objects in 0 have the same identifier--unique 
identifier assumption [341.) 

-Vo e 0, ref(0) E kJpsep. id (Each identifier in ref(o) is an object in O-no 
dangling identifier assumption [341.) 

The conceptual model requires that queries be applied to consistent sets of 
objects. Taken literally, this would imply that referential integrity must be 
maintained in order to insure that objects being referenced actually exist. 
This assumption can be relaxed in a realization as long as a suitable 
exception handling mechanism exists. 

2.2.2 Classes, Types, and Inheritance. Classes are abstract types whose 
instances are objects. In our model, a class is a type definition, as well as a 
synonym for all objects that are instances of the type 151. A class defines the 
interface and semantics of its instances by making public a set of methods 
and their signatures. The method signature specifies the method name, and 
the number and type of the arguments and result. For example, the class 
Person might define the following method: 

salary : Person x Date + Number 

whose semantics are to provide the salary values over a person’s lifetime. 
Signatures provide the basis for a strongly typed, compile time-checkable 

system. Type checking is based upon the notion of conformity. A type P 
conforms 110, 111 to a type Q if 

(1) P provides at least the operations of Q; 
(2) the types of the results of P’s operations conform to the types of the 

results of the corresponding operations of Q; 
(3) the types of the arguments of Q’s operations conform to the types of the 

arguments of the corresponding operations of P. 

The conformity relation is reflexive, but not necessarily symmetric or transi- 
tive. Assuming a set of primitive types and their known conformity, any 
nonprimitive type can be tested for conformity by recursively examining the 
types referenced by signatures of its methods until only primitive types 
remain. An assignment is legal if the type of an object conforms to the 
declared type of the identifier to which it is being assigned. A formal 
definition of the conformity relation between types is given in 1111, and is 
sufficient for developing a type checking algorithm. 
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A class that conforms to another and additionally adds behavior is said to 
be a specialization of that class. This new class, termed a s~bcZu.ss, “behaves 
like” [631 its parent class in the sense that it exhibits all the behavior of its 
parent(s), in addition to defining new behaviors. For example, we could 
define Student as a subclass of Person. Since a student object implements the 
behavior of a person object, the Student class provides the following method: 

salary : Student x Date --* Number 

It could specialize Person as well, by adding new behavior, defined by the 
methods: 

grade : Student x Course + Number 

thesis-topic : Student + String 

The concept of a subclass “behaving like” its parent is called behavioral 
inheritance, and corresponds to the third form of inheritance described before. 
In our example, Student inherits the behavior of salary from its parent class. 
There is no restriction on the number of classes a subclass may inherit 
behavior from. The case where a class inherits from multiple parents is 
termed multiple inheritance. In the remainder of this paper, our use of the 
term inheritance refers specifically to behavioral inheritance. 

Since each class may have parents from which it inherits behavior, we can 
define a CZCLSS inheritance lattice as the directed graph G = (V, E) where 
vertices in V represent classes and an edge (ui, uj) exists in E if uj is the 
parent of ui. We say vi is a subclass of uj if there exists a path from ui to uj in 
E. Conversely, uj is a superclass of ui if a path from ui to uj exists. 

Multiple inheritance mechanisms require a conflict resolution protocol to 
deal with cases where a class inherits the same named behavior from a 
number of classes. We consider the definition of this protocol to be an 
implementation issue, and, therefore, do not specify it explicitly as part of the 
formal data model. However, either one of the two alternatives that have 
been proposed in the literature-namely, requiring the user to explicitly 
define the multiple inheritance semantics or resolving the conflict according 
to a predetermined ordering of the class hierarchy-is appropriate. 

The behavioral inheritance described above insures that a subclass always 
conforms to all of its superclasses. Others have called this substitutability 
1501. Substitutability insures that an object of class P can be used in any 
context specifying a superclass of P. Note that a subclass could redefine the 
class of the result of an inherited method to be a subclass of the original 
result class without violating substitutability. This is because rule 3 in the 
definition of conformity is not violated by such a change. In order that the 
behavioral inheritance terminates, the class hierarchy has a root class, 
which is the parent of all other classes. 

We call the instances of a class c the extent of c, and denote it as ext(c). It 
is also convenient to have a notation for referring to all the instances in the 
extent of all classes rooted at a specific node in the class hierarchy. For a 
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Fig. 3. Class hierarchy with extents. 

class c, the deep extent of c, denoted ext*(c), is the union of the extent of each 
class in the subtree of the class hierarchy rooted at class c. Figure 3 
illustrates a sample class hierarch,y with rectangles representing classes and 
circles denoting objects. Solid lines indicate a subclass relationship and 
dotted lines indicate class membership. In this example, ert(c,) denotes the 
objects {or, oz}, while ert*(c,) denotes the objects { ol, . . . , oiO}. 

We next formalize the definition of methods, classes, and inheritance. As 
indicated earlier, methods define the behavior of objects. In the object-ori- 
ented paradigm, a method is applied to an object, or a message identifying a 
method is sent to an object, and a result object is returned 1541. Conceptually, 
a method can be thought of as providing a mapping from a source object to a 
target object. If, in the process, the value of some object is changed, we say 
that the method has “side effects.” Some kinds of side effects can affect query 
processing. Consider a method wh.ose side effect is to create new objects in 
the class being queried. A query using such a method would never terminate, 
since the query set grows as each :member of the query set is evaluated. For 
simplicity, our model assumes th.at only methods without side effects are 
used in queries. Method implementation languages that allow automatic 
determination of the scope of side effects is an important topic for future 
research. 
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Definition 2.4. Methods: A method is a triple m = (n, f: 5’ + T, b) 
where: 

-n E MN is the name of the method. 
-f : 5’ -+ T is a function mapping a product of source domains to a target 

domain, of the form 

f:S,xS,x...xS,+T 

where S,..., S, and T are sets of objects. 
-b denotes the semantics (behavior) of function f. 

We further define the following functions, which will be useful in the 
upcoming discussion: 

-source(m) denotes S,, the first source domain in S of method m. 

- turget( m) denotes the target domain T of method m. 

-name(m) denotes the name n of method m. 

Function f is nary in order to allow parameterized methods. For example, 
f(s1,. . * 3 s,) = t when .sleS1,.. . > s, ES, and t E T. Using the object-ori- 
ented paradigm, function f is applied to object s1 using objects sp, . . . , s, as 
arguments, resulting in object t. Subsequent definitions restrict S,, . . . , S, 
and T to insure substitutability and a strongly typed system. Later, we will 
associate sets of methods to classes and require that all methods associated 
with a class have unique names. The following definition formalizes this 
constraint. 

Definition 2.5. Consistent set of methods: A set of methods M is consis- 

tent iffz 

tlmi, mjEM, name(mi) + name(mj) 

A class defines the behavior of its instances by providing methods that 
operate on those instances. However, a class may additionally inherit behav- 
ior from its parents. The functions that implement the methods of the parent 
class are only applicable to instances of the parent class; they cannot be 
applied to instances of a subclass. We define the transformation operator “o” 
which modifies inherited methods such that they are applicable to instances 
of a subclass. 

Definition 2.6. Method TFunsformution: Given a method m and a set of 
objects 0: 

man= m’ =(n’,f:S’x T’,b’)l[n’ = n, 

s’=oxs,x...xs,, 

T’ = T, 
b’ = b] 
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The transformation operator takes a method m and a set of objects 0 and 
creates a new method m’ with the same name, behavior, parameters, and 
target domain, but which operates on the objects in Q instead of the source 
domain of the original method. In the case of an interpreted language with 
dynamic binding like Smalltalk- where representations and implementa- 
tions are inherited, the transformation operator is a no-op. In compiled 
languages, the transformation operator is an abstraction of that aspect of the 
compiler that implements the language’s inheritance mechanisms. 

We now formalize the definition of a class and show how the data model 
implements behavioral inheritance. The transformation operator is used to 
build a set of applicable methods from locally defined and inherited methods. 

Definition 2.7. Classes: A class c is defined as the tuple c = (n, p, 
MT, AM) where: 

-n E CN is the class name. 
-p is a sequence of parent classes of the form (ci, . . . , ck). 
-MT is a consistent set of methods with the following added restrictions: 

vm E MT, source(m) = exit(c). Each method in MT must operate on 
all instances of the class and no others. In other words, the class’ 
methods are defined only on the objects in the extent of the class. 
v m E MT, source domains S,(m), . . . , Si( m), . . . , S,(m) are the deep 
extent of some class c:, e.xt*(ci), in the database. This restriction is 
based on the principle of substitutability implied by the conformity 
relationship. Substitutability states that an instance of a subclass is 
acceptable in any context specifying an instance of the parent class. 
Here, the parent class is ci. In order to meet the substitutability 
criteria, then, the function that implements a method must accept all 
instances of ci and all subclasses of c; as arguments, that is, ext*(ci). 
v m E MT, the target domain T(m) is the deep extent of some class c’, 
ext*(c’), in the database. This restriction insures that the result of a 
method is well defined, thereby allowing a strongly typed system (i.e., 
objects returned by method m are guaranteed to minimally conform to 
class c’). 

-AM is a set of applicable meth:ods formed by 

MT(C) U (AM(c,) o e&(c)) U . . . U (AM(c,) o ext(c)). 

The applicable methods of a class consist of the methods the class provides, 
MT, plus the methods from it:3 parents transformed to operate on its own 
instances.2 

Definition 2.8. Database: A database is a pair db = (x, 0) where X is a 
set of classes denoting a class hierarchy and 0 is a consistent set of objects 

‘This assumes that name conflicts between methods in MT and any parent class have already 
been resolved. 
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meeting the following constraints: 

(1) vc E X, the name of c is unique. 
(2) vo E 0, o. cn is the name of a class in 2. 

(3) c,,,t E iyr. 
(4) vc E 3, c is a subclass of c,,,~. 

The first two conditions insure that each object in the database belongs to 
only one class, which is itself in the database, The third and fourth conditions 
are required to insure that the recursive definition for behavioral inheritance 
terminates for every class in the database. 

As presented here, a database and its associated class definitions define a 
fixed schema. But the model should not be construed as disallowing schema 
changes. Schema changes are desirable and permitted-just not while a 
query is being executed. The previous definitions identify a set of invariants 
that must be maintained during the execution of any individual query. The 
restrictions are required to insure that safety can be determined and that 
relationships among classes and their methods, which provide the basis for 
query transformations, will exist during query execution. 

2.2.3 Database Operations. A legal database operation can be thought of 
as applying the function associated with a method to a sequence of objects 
where the first object in the sequence is in the extent of the class on which 
the method is defined. 

Definition 2.9. Operation: A database operation is defined as the func- 
- tion op : db x (ol,. . . , 0,) x mn + r, where: 

-db is a database. 

401,. * * 9 on) is a sequence of objects in db with at least one member. 
-mn is the name of a method defined on the class of oi. 
-r is the resulting object obtained when the function associated with the 

named method, f : S, x S, x . . . x S, --t T, is applied to (oi, . . . , on). Intu- 
itively, the method with name mn is being applied to object oi with 
parameters os, . . . , 0,. 

We introduce the notation op(db(o,, . . . , o,), mn) to indicate the result of the 
operation db x (ol,. . . , 0,) x mn. 

It is often desirable to perform a sequence of operations with the implicit 
assumption that the result of the first operation is to be used as the input to 
the second, and so on. This is analogous to composition of the functions 
associated with methods. We call such a sequence of multiple operations a 
mop, and introduce the notation (oi, . . . , on). mn,, . . . , mn,, where: 

-a database db is implied. 

4%. . . t on) is a sequence of objects in db. 
-(mn,, . . . , mn,) is a sequence of method names where mn, E MN. 
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02 Ok1 +2 

+ OPl T1_ op2 - 01 T2 Ti-1 . .- 

f f 
n-w mn2 mn; mnrn 

Fig. 4. Sequence of operations making up a mop. 

-Let ki denote the number of parameters3 required by method mni where 
1 I i I m, then r is the result of the multioperation obtained by: 

rl = = oz+(db, (ol,. . . , ok,+&, mn,) 

'2 = = ‘pP( db? tr19 ok1+2,. . . , o(k,+kz+l)), mn2) 

This sequence of operations is illustrated in Figure 4. 
The multioperation dot notation is used in the remainder of the document. 

(01, * *. , 0,). mlist is used to denote a multioperation where the number of 
method names in the method list is immaterial. 

2.3 Hypertext Example 

The hypertext application is selected as an example because it belongs to an 
application domain (office information systems) that is claimed to potentially 
benefit from the object-oriented database technology. Specifically, a hyper- 
text system requires persistent data, has a large number of data types, and 
many types of ad hoc queries cart be posed. The basi.c underlying concept is a 
simple one. Windows on the screen are associated with units of information 
stored in a database 1171. Information units are related to one another via 
links. Links are typed so that some may be used to specify the structural 
composition of a document, some may point to related information which 
supports the primary theme, and some to comments made by reviewers. 

3The parameters are those objects supplied as arguments to a method in addition to the object 
the method is applied to. In other words, a unary method has zero parameters. 
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Boolean TextOb j ect String Set DisplayObj ect Number Person 

\ 

Node Document Link 

StructLink RefLink NoteLink 

Fig. 5. Classification hierarchy for a hypertext system. 

Users of the hypertext system browse through documents by traversing links 
and examining nodes of interest. This approach is a powerful communica- 
tions tool, as documents do not need to be structured linearly and users can 
sidetrack to follow related trails of information in whatever order they 
desire. 

Information units are referred to as nodes and can encompass text, graph- 
ics, computer-generated sound, and even executable programs. Our example 
is restricted to textual nodes. A document is a set of nodes connected by links 
with one node designated as the root node. 

Although implementations such as KMS 121, Notecards 1291, and Interme- 
dia 1171 each have a unique user interface, a common, low-level architecture 
can be identified. Campbell and Goodman [121 call this common set of 
features the Hypertext Abstract Machine (HAM) and show how several 
well-known systems can be implemented on the standardized hypertext 
subsystem. Our example implements a subset of the HAM using the object- 
oriented database model presented earlier. 

The class hierarchy for the hypertext database is given in Figure 5. The 
classes Boolean, String, Set, and Number should be considered as being 
predefined by the database management system, while all other classes are 
defined by the hypertext database implementor. The signatures of methods 
defined by each class are given in Table I. The classes Node, Link, and 
Document closely reflect the logical hypertext structure described earlier. 
However, some implementation details are significant. Since a node may 
belong to several documents concurrently, the links emanating from it belong 
to several documents as well. The method links : Node x Dot -+ Set returns 
the set of links emanating from a node for a given document. 

Links identify their source and destination nodes by means of the methods 
from and to. Unlike the HAM, which tags links with an attribute, we have 
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Table I. Method Signatures for Classes of the Hypertext Database 

Name Method signatures 

Root 
Boolean (Bool) 
TextObject (TO) 

String (Str) 

Set 

DisplayObject (DO) 

Number (Num) 

Person 

negate: Boo1 * Boo1 
contains: TO x Str --t Boo1 

creator: TO + Person 
keywords: TO + Set 

edit: TO + TO 
contains: Str x Str --t Boo1 

concat: Str X Str -b Str 
within: Str x Str x Num + Boo1 

size: Set * Num 
add: Set x Root + Set 

display: DO --t DO 
iscolor: DO * Boo1 

add: Num x Num + Num 
greater: Num x Nun + Boo1 

age: Person + Num 
expertise: Person --t Set 

mother: Person + Person 
father: Person --t Person 

children: Person x Person -+ Set 
Window 
Link 

Node 
Document (Dot) 

RefLink 
NoteLink 
StructLink 

creator: Link --t Person 
from: Link + Node 

to: Link + Node 
part-of: Link + Dot 

links: Node x Dot --t Set 
author: Doe + Person 

coauthors: Doe -+ Set 
title: Dot * Str 

keywords: Dot -) Set 
rootnode: Dot + Node 

chosen to separate link types by defining the subclasses StructLink, RefLink, 
and NoteLink. This provides the opportunity to a priori restrict the scope of a 
query by defining it to range over the appropriate subclass of Link. Link is a 
specialization of the graphical object Line. 

Documents and nodes both require a display ability, and thus are a 
subclass of Window. Node additionally inherits its text-handling behavior 
from TentObject, which defines methods such as contains for testing sub- 
string containment and edit. Although a document is a collection of nodes, it 
would be incorrect to implement Document as a specialization of Node. 
Instead, instances of Document have a structural value, which captures the 
document structure but is hidden from users. Access to this structure is 
provided by methods on the Document class, thereby preserving the ADT 
abstraction. 

ACM Transactions on Information Systems, Vol. 8, No. 4, October 1990. 



Queries and Query Processing 403 

2.4 Finiteness of Classes 

A traditional notion in relational databases is that relations are finite even if 
the attribute values within the relation may be drawn from an infinite 
domain. This restriction is the basis for defining the domain-independent [20, 
24,401 class of queries. A relational query is domain independent if it can be 
answered by simply considering the collections of tuples of the relations 
named in the query and ignoring the underlying domains of the attributes. 
The corresponding notion in object-oriented databases would be that the 
extents of classes are finite while the value components of objects may be 
drawn from infinite domains. Definitions 2.1 and 2.2 indeed allow for the 
value component of objects to be drawn from infinite domains. However, 
whether a class extent is finite depends on the methods defined by that class. 

Consider the class Number from the example in the previous section. The 
signature of the method add was given as: 

add: Num x Num + Num 

A problem arises due to the restriction on classes (Definition 2.7), which 
states that any method defined on the class must apply to all objects in the 
extent of the class. Thus, if 1 is in the database, 2 needs to be in the database 
as well (1 + 1). This scenario is not limited to mathematical concepts such as 
closure under addition, it can occur in any class that has a method that maps 
to members of its own class. For example, the method on String 

within: Str x Str x Num + Boo1 

presents no problems while 

concat: Str X Str --t Str 

implies the existence of an infinite number of strings (“a,” “aa,” “aaa,” etc). 
Note that not every method that maps to members of the class on which it 

is defined causes problems. For example, in the class Person, the method 
with signature 

father : Person + Person 

does not imply an infinite number of person objects, as long as we allow some 
persons to have a NULL father or to return themselves when the father 
method is applied. 

Clearly, the intended semantics of the class and associated methods deter- 
mine whether a class is finite or not. We assume in the following that all 
infinite classes (and their associated methods) are implemented as primitive 
classes (i.e., provided by the database system). User-defined classes are 
restricted to finite classes only. In the sample hypertext database, String and 
Number are infinite classes. 

3. QUERY FORMALISMS 

We identify three key tradeoffs of OODB query facilities: (1) formal versus ad 
hoc query languages, (2) predicates based upon structure versus behavior, 
and (3) object-preserving versus object-generating operations. Our goal is not 
to argue either side of these tradeoffs. We believe that compromises need to 
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be made with respect to each of the features in any practical query language. 
Our claim is only that a formal, behaviorally-based, object-preserving query 
language provides the best foundation for formal analysis OODB query 
processing issues, and we expect results of our research to apply to many 
other query models. 

Formal query languages [42, 511 have several properties not found in ad 
hoc query languages 121, 36, 391, making them more suitable for formal 
analysis. Most importantly, their semantics are well defined, which simpli- 
fies formal proofs about their properties. Common types of formal query 
languages are a calculus or an algebra. A calculus allows queries to be 
specified declaratively without any concern for processing details. Queries 
expressed in an algebra are procedural in nature but can be optimized. 
Algebras provide a sound founda.tion for rule-based transformation systems 
[22, 26, 281 that allow experimentation with various optimization strategies. 
A large body of work exists on algebras for other data models [l, 32, 621. 
Defining OODB query requirements in terms of an algebra facilitates com- 
parisons with these other models. 

Some models implement complex objects whose internal structure is visible 
[6,38,421, while others view objects as instances of abstract data types (ADT) 
[4, 511. Access to objects that ar’e instances of an ADT is through a public 
interface. This interface defines the behavior of the object. Although the two 
views of objects appear incompatible, the ADT approach can effectively model 
complex objects by including get and put methods for each of the components 
of the internal structure [631. Thus, a query language that supports predi- 
cates based on object behavior is more general, while still allowing knowl- 
edge of object representations to be introduced in a later stage of query 
processing. 

We make the distinction between object-preserving and object-creating 
query operations 1491. Object-preserving query languages [3, 4, 391 return 
objects that exist in the original (database. Object-creating languages [35, 38, 
42, 511 answer queries by creating new objects from other objects. The new 
objects have a unique identity, and some criteria is used to appropriately 
place them in the inheritance lattice. In one sense this violates the integrity 
afforced by objects with identity, as objects with no apparent relation to each 
other can be combined and presented as a new object that encapsulates some 
well-defined behavior. But the requirement for combining objects into new 
relationships does exist; either for output purposes or for further processing, 
as in knowledge bases where knowledge is acquired by forming new relation- 
ships among existing facts. 

We restrict our query formalisms to object-preserving operations for two 
reasons. First, any OODB query language must have a complete object-pre- 
serving query facility, independent of whether it additionally creates new 
objects. The ability to retrieve any object in the database, utilizing relation- 
ships defined by the inheritancl B lattice or defined by ADT operations on 
objects, is a fundamental requirement. Second, object-creating operations 
raise a number of issues that are not the focus of our current research (e.g., 
what is the type of the created objects and what operations they support). 
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Table II. Semantics of 0~0 oi as a Function of the Object Value Type 

oieo; 

Oi Oi == = E =0 

atomic 

structural 

set 

atomic 
structural 

set 
atomic 

structural 
set 

atomic 
structural 

set 

T/F T/F 
T/F undefined 

T/F undefined 

T/F undefined 

T/F undefined 

T/F undefined 

T/F undefined 

T/F undefined 

T/F undefined 

undefined 
undefined 

T/F 
undefined 
undefined 

T/F 
undefined 
undefined 

T/F 

undefined 
undefined 
undefined 
undefined 
undefined 
undefined 
undefined 
undefined 

T/F 

Table III. Semantics of ~80, as a Function of the Object Value Type 

a, Oi 
=r zz E =0 

atomic undefined T/F undefined undefined 
val, structural undefined undefined undefined undefined 

set undefined undefined T/F undefined 
atomic undefined undefined undefined undefined 

{ val,, , val,} structural undefined undefined undefined undefined 
set undefined undefined undefined T/F 

The remainder of this section develops two query formalisms for the 
object-oriented model of Section 2: an object calculus and an object algebra. 
Section 3.1 introduces query primitives that are used as the building blocks 
of calculus expressions and predicates. The calculus is given in Section 3.2, 
and a definition of safety is developed in Section 3.3. The algebra is pre- 
sented in Section 3.4. 

3.1 Query Primitives 

In principle, maintaining the data abstraction paradigm requires querying 
the database based on object behaviors, not their values. However, since 
every information system actually stores values and uses functions to imple- 
ment behavior, queries need to specify a combination of values and functions. 
We define four comparison operators4 that can be used in queries: == , E, 
=l}, and =, whose semantics are shown in Tables II and III. The == 
operator tests for object identity equality; that is, oi == oj evaluates to true 
when oi and Oj denote the same object. The E and =( 1 operators apply to 
set-valued objects and denote set value inclusion and set value equality, 
respectively. As shown in the tables, one of the operands can denote a value. 
The last operator, = , can only be used to test the value of an atomic object. 

4Separate operators are introduced for == , = , and ={ 1, rather than using one operator that is 
interpreted differently based on operand types in order to emphasize their semantic differences. 
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In order to maintain data abstraction, no primitives are provided for query- 
ing structural values. Any aspect of structural values that are required by 
users of an object should be made available via methods by the class 
implementor. 

Atoms are the building blocks, of calculus expressions and predicates for 
qualifying algebra operators. They represent the primitive query operations 
of the data model and return a boolean result. The legal atoms are as follows: 

-o,Boj where oi and oj are object variables or denote an operation of the 
form (ol, . . . , 0,). mlist where o1 . . . o, are object variables; and 19 is one of 
the operators == , E, or =() . 

---a8oi where oi is an object variable or denotes an operation of the form 
(ol.. . o,).mlist where ol. . . o,, are object variables; a is the textual repre- 
sentation of an atomic value o:r a set of atomic values; and 0 is one of the 
operators = , E , or ={) . 

Example 3.1. Let p, q, and r be object variables. Then, the following are 
examples of legal atoms and their semantics: 

(1) (p == q)-Are the objects denoted by p and q the same object? 
(2) (p E (q, r). mZist)-Is the identifier of p contained in the set value of the 

object obtained by applying the methods in mlist to the objects (q, r)? 

(3) <(a q).mlist ={) r)- Is the slet value of the object obtained by applying 
the methods in mlist to the objects (p, q) pairwise equal to the set value 
of the object denoted by r? 

(4) (“59” = p)-Is “59” the atomic value of the object denoted by p? 
(5) (“59”ep)-Does the set value of the object denoted by p include an 

identifier for the object whose atomic value is “59”? 
(6) (“59,61” ={ ) (p, q, r). mZist)-IDoes the set value of the object obtained by 

applying the methods in mlist to the objects (p, q, r) contain only two 
identifiers for objects whose atomic values are “59” and “61”? 

3.2 Object Calculus 

The format of the object calculus definition is similar to the tuple relational 
calculus definition provided in 1621. A query in the object calculus is of the 
form {o I b40>), where o is an object variable denoting some objects in the 
database and $ is a formula built from atoms. The result of the query is the 
set of objects o that satisfy the predicate formed by g(o). We introduce a 
third atom, specific only to calcu.lus expressions, in addition to those defined 
in the previous section. 

Range atom: C(o) or C*(o) where C is the name of a class and o is an 
object variable ranging over the instances of class C. C(o) refers to the 
objects in the extent of C (i.e., e&(C)), whereas C*(o) refers to the objects in 
the deep extent of C (i.e., e&*(C)). 

Formulas depend on the notion of fi-ee and bound variables. A variable is 
said to be bound in a formula if it has been previously introduced using a 
quantifier such as 3 or V. If thse variable has not been introduced using a 
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quantifier, it is free in the formula. Formulas are defined as follows: 

(1) Every atom is a formula. All object variables in the atom are free in the 
formula. 

(2) If +I and $s are formulas, then +I A I&, +I v J/s, and 1 $1 are formulas. 
Object variables are free or bound in $r A I,& 1c/r v $,, and 1 $,, as they 
are free or bound in +r or $s, depending on where they occur. 

(3) If $ is a formula, then (a~)($) is a formula. Free occurrences of o in $ are 
bound to (30) in (SO)($). 

(4) If $ is a formula, then (‘do)(+) is a formula. Free occurrences of o in + are 
bound to (VO) in (vo)($). 

(5) Formulas may be enclosed in parentheses. In the absence of parentheses, 
the order of precedence is E, = , =() , == , 3, V, 7 , A, and V, in that 
order. 

A query is an object caZcuZus expression of the form {o 1 q(o)) where o is 
the only free variable in $. 

ExampZe 3.2. Using the database of Figure 5, the following sample queries 
can be formulated as object calculus expressions. 

(1) Authors of the document titled “Principles of Distributed Databases”: 

{ol3p(Doc(p)Ao == (p).author 

A”Princples of Distributed Databases” = (p). tit2e)) 

(2) Nodes belonging to the document titled “Principles of Distributed 
Databases”: 

{o I3p( Doc( p) A “Principles of Distributed Databases” = (p) . title 

A3q(&zk*(q) Ap == (q).part-of ’ 

A(0 == (q).fiomVo == (q).to))} 

(3) Documents coauthored by a person’s father: 

{0(3p(Doc(o) Ap == (o).author 

A3q(qE(o).coauthorsAq == (p).father))} 

(4) Authors who only write about boating: 

{ o ) vp( Doc( p) A o = = ( p) . author A “Boating ” E ( p) . keywords)} 

At this point, it is appropriate to comment on the choice of atoms for the 
object calculus, as some of them seem quite restrictive as compared to the 
tuple relational calculus. For example, the tuple relational calculus allows 
the operator 9 to be one of = , < , I , > , or 1 , whereas the object calculus 
restricts 19 to = , == , ={ ), or E . The object calculus allows a value-based 
comparison of atomic objects only, not of complex objects. 
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Some researchers have proposed shallow and deep equality operators, 
which can be applied to objects of any class [25, 34, 381. Two objects are said 
to be shallow-equal if their valtms are identical. Two objects are said to be 
deep-equal if (1) they are atomic objects and their values are equal, or (2) 
they are set objects and their elements are pair-wise deep-equal, or (3) they 
are tuple objects and the values they take on the same attributes are 
deep-equal. 

Our calculus avoids these operations for two reasons. First, a value-based 
comparison of complex objects such as oi = oj, where oi and Oj are complex 
objects, violates the principle of abstract data types whose instances are 
solely defined by their behavior,, In order to completely support encapsula- 
tion, we need to prevent query expressions whose results are dependent on 
equivalence of structure, as opposed to equivalence of behavior. Second, the 
model should allow various objects of the same class to be implemented 
differently to take advantage of their environment. For example, different 
representations may be used when objects are in main memory versus when 
they are stored on secondary storage. Furthermore, if distribution and het- 
erogeneity is considered, then objects may be represented differently on 
different machines. Therefore, thle notion of an equivalence test that depends 
on representation is inappropriate. 

A similar argument can be made for prohibiting the use of comparison 
operators other than = on atomic objects. User knowledge of the values in a 
domain does not necessarily imply knowledge about their ordering. As an 
example, consider the case of a Ceasar cipher where all letters are shifted by 
n characters. With n = 5, the encoded form of “hello world” would be “czggj 
rjmgy.” A database might contain the class CipherAlphabet whose value 
domain is the letters of the alphabet and whose total ordering is 
(II,. . . , 2, a,. . . , u). Obviously, tlhe c relation on members of CipherAZpha- 
bet is not the same as the < relation on the standard alphabet, even though 
the value domains are identical. For this reason, all value comparison 
operations other than = must be implemented by a class’ methods in 
accordance with the total ordering the class defines. 

3.3 Safe Queries 

The object calculus is extremeky expressive, and allows the formulation of 
queries with no reasonable interpretation or those that do not have finite 
output. For example, { o 11 C(o)} denotes all possible objects that are not in 
the extent of class C. Similarly, (o 1 C”(o)} where C” is an infinite class such 
as Number, denotes a well-defined, although infinite set of objects. To avoid 
such meaningless constructs, we restrict ourselves to expressions considered 
safe. 

Definition 3.1. Safety: An object calculus expression is considered safe if 
it can be evaluated in finite time and produces finite output [431. 

The previous definition is a se:mantic one. Our goal is to provide a syntactic 
definition such that any object calculus expression can easily be tested for 
safety. 
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Table IV. Generating Atoms for x 

1 x == 0 

2 XEO 

3 x == (ol,. . . , o,).mZist 
4 x E ( ol, . . . , 0,) . mlist 
5 X=U 

Definition 3.2. Restricted variable: Let F( xi, . . . , xk) be a conjunction of 
(possibly negated) atomic formulas. We say that a variable xi is restricted in 
F if one of the following appears in F: 

(1) C(x,) or C*(xi) without a negation to its immediate left where C is a 
finite class. 

(2) (jc,Oo) with positive polarity where 8 E { == , E} and o is an object vari- 
able restricted in F. 

(3) <x,e(o,, * * *, 0,). mlist) with positive polarity where 8 E { == , E} and 
01,. . . , o, are restricted and xi is not in (oi, . . . , on). 

(4) (a = zi) with positive polarity where a is the textual representation of an 
atomic value or a set of atomic values. 

We call the atoms defined by cases (2)-(4), above, generating atoms for the 
variable X, and enumerate them in Table IV. They are so named because 
they generate objects for x either from a constant value, or from the content 
of other objects, or by applying methods to other objects. Atom 1 in the table 
generates values identical to values for o. In practice, we merely replace all 
occurrences of x with o. In atom 2, x ranges over the identifiers contained 
within the set value of o. Atoms 3 and 4 are similar to 1 and 2, except that 
the sequence of methods mlist is applied to object oi prior to generating 
values for x. Atom 5 generates a value for x from the textual representation 
of the atomic value a. Such atoms are important because they can be used to 
generate responses to queries without directly ranging over the classes that x 
is an instance of. Instead, the query ranges over the classes of other variables 
in the generating atom. 

Example 3.3. Consider the query that returns those children who have a 
geneticist and a poet for parents: 

{ 0 I3p( Person( p) A “genetics”E (p) . expertise 

A3 q ( Person ( q) A “poetry ” E ( q) . expertise 

AO E (p, q).chiZdren))} 

In this query, o E ( p, q). children is a generating atom because o does not 
range over a class in the database. Instead, o ranges over the set-valued 
objects returned by the method application (p, q). children. 
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THEOREM 3.1. Let J/’ be the prenex disjunctive normal form (PDNF) of II/. 
The object calculus expression {o 1 y%(o)} is safe if: 

(1) o is free in each disjunct of $’ and is restricted. 
(2) All other variables in each disjunct of $’ are restricted and bound. 

PROOF. We first show by case analysis that xi in Definition 3.2 always 
refers to a finite set of objects. 

Case 1. C(x,) or C*(xi). By definition of finite classes, the (deep) extent 
of C is a finite set of objects. 

Case 2. xi == o. By definition of identity equality (==), xi and o denote 
the same object. Thus if o is restricted, xi denotes a finite set of objects as 
well. 

Case 3. xi E o. Since o is restricted, it ranges over a finite set of objects. 
Each set value in the database is a finite set of objects. Thus, 3ti ranges over 
the members of finite sets within a finite set that is itself a finite set. 

Case 4. Xi == (ol,. . . , o,).mlist. Since ol,. . . , o, are all restricted, the 
operation (ol,. . . , o,).mlist denotes a finite set of objects. By definition of 
identity equality (==), xi denotes a finite set as well. 

Case 5. xi E (ol,. . . , on). mlist. Since ol,. . . , o, are all restricted, the op- 
eration (ol,. . . , ok), mlist denotes a finite set of objects. Thus, xi denotes a 
finite set of objects, as in case 3. 

Case 6. a = xi. xi denotes the single object whose value is a. 

Since xi is restricted, the 0utpu.t of each disjunct is finite, and, since the 
query has a finite number of disjuncts, it can be evaluated in finite time. 0 

Example 3.4. The following queries illustrate the nature of safe and 
unsafe queries. 

(1) Although o ranges over an infinite class in the following query, the query 
is safe because o is restricted by the atom o == ( p). age. 

(01 Number(o) /\gp(Person(p) AO == (p).age)} 

(2) The following query is not sa,fe because o is not restricted by any atom 
and Number is an infinite class. 

{o 1 Number (0) A ap( “65” = p A “True” = (0, p) . greater)} 

(3) Let % stand for either the universal (v) or existential (3) quantifier and C 
stand for a finite class. The following query is safe because x1 is re- 
stricted by ranging over the extent of a finite class, and all other terms 
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correspond to case 4 in Theorem 3.1. 

{ON%% f . . %Tl) (CC Xl) 
Ax, == (x,).mZist, 

Ax3 == (x2). mlist, 

A0 == ( xn) . mlist,) 

3.4 Object Algebra 

We next present the object algebra operators and define their semantics. 
Operands and results in the object algebra are sets of objects. Thus, the 
algebra maintains the closure property I31 where the result of a query can be 
used as input to another. Some of the operators accept more than two 
operands. Let 0 be an operator in the algebra. We use the notation 
Pe(Q1.. . Qk) for algebra expressions where P and Qi denote sets of objects. 
In the case where k = 1, we use PB Q, and where k = 0, we use PI~( ) without 
loss of generality. 

Some of the algebra operators are qualified by a predicate. Such operators 
are written PO,(Q, . . . Q,J where F is a formula consisting of one or more 
atoms connected by A, V, or --, , using parentheses as required. Atoms 
reference lowercase, single-letter variables, which range over objects in the 
input set named with the corresponding uppercase letter. For example, the 
object variables p, ql, and q2 in the predicate of PO,,, 91,pz)(Q1, Q2) range 
over the sets of objects denoted by P, Qi, and Q2, respectively. 

The algebra defines five operators. 

Union (denoted P U Q): The union is the set of objects that are in P or Q 
or both. An equivalent expression for union is { o ) P(o) V Q( 0)). 

Difference (denoted P - Q): The difference is the set of objects that are in 
P and not in Q. An equivalent expression for difference is ( o 1 P(o) A 1 Q(o)} . 
The intersection operator, P n Q, can be derived by P - (P - Q). 

Select (denoted P 0, ( Q1 . . . Q,)): Select returns the objects denoted by p 
in each vector (p, ql,. . . , qk) E P x Q1 x . . . x Qk, which satisfies the predi- 
cate F. An equivalent expression for select is { p ) P(p) A Q1(ql) A . . . A 

QdqJ A F(p, ql,. . . , a)). 

The select is similar to, but more powerful than that of 1511, which allows 
only one operand. Multiple operands permit explicit joins as described in 1351. 
An explicit join is a join between arbitrary classes that support (a sequence 
of) method applications, resulting in comparable objects. 

Example 3.5. Find all documents about cars by persons over 50 years of 
age. Let d range over Dot and p range over Person, then 

Doca “car”~(d).keywordsr\ 

I 

(Person) 
p=(d).author~ 

“5O”=x A “True”=(p, r).age.greater 
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The result of this expression is a set of Document objects, not sets of 
(Document, Person) objects. This is due to the “object-preserving” nature of 
the algebra, which does not support creation of new objects. In this sense, 
then, the select is most like the traditional semijoin operator. As a result, the 
selection P a, ( Q1, . . . , Qk) always returns a subset of P. 

Generate (denoted Q&(&z . . . QJ): F is a predicate with the condition 
that it must contain one or more generating atoms for the target variable t 
and that t does not range over any of the argument sets. The operation 
returns the objects denoted by t in F for each vector (ai, . . . , qk) E Q1 
x . . . x Qk that satisfies the predicate F. An equivalent expression for 
generate is {t I Q1(ql) A - - - A Qk(Qk) A F(t, ql, . . . , qd)). 

The generate operator can be used to unnest set values and to collect results 
of method applications. 

Example 3.6. Return all coauthors of the document “My Cat is Object- 
Oriented”. Let t be the target variable and d range over Dot, then 

Doe-y’ “My&t.. .“=(d).titzeA 

I 

0 

tE(d).coauthors 

Map (denoted Qi -mlist (Qz . . . QJ): Let mlist be a list of method names 
of the form m, . . . m,. Map applies the sequence of methods in mlist to each 
object q1 E Qi using objects in (C)z . . . Qk) as parameters to the methods in 
mlist. This returns the set of objects resulting from each sequence applica- 
tion. If no method in mlist requires any parameters, then (Q2 . . . Q,J is the 
empty sequence ( ). Map is a special case of the generate operator whose 
equivalent is { t 1 Q1( ql) A . . . A Qk(qk) A t == (al, . . . , qk). mlist) . This form 
of the generate operation warrants its own definition, as it occurs frequently 
and supports several useful optimizations. Map is similar to the image 
operator of 1511. 

Previous algebras have imposed type restrictions such as union computibil- 
ity 151, 641 on the algebra operators to insure the type consistency of the 
result. Union compatibility states that members of the sets being operated on 
must be instances of classes that are in a subclass relationship with one 
another. We do not impose such1 strong restrictions, but recognize that an 
algebra operation can result in a heterogeneous collection of objects that is 
unsuitable as input to a subsequent operation. A type consistency theory that 
allows for heterogeneous collectians with a minimal number of restrictions is 
developed in W31. 

4. CALCULUS-TO-ALGEBRA TRANSLATION 

This section presents an algorithm for translating a subset of object calculus 
queries to the object algebra. 

Definition 4.1. Restricted Query: A restricted query is any safe object 
calculus query of the form { o I3plq 3 r . . . $(o, p, q, r, . . . )} where 4 does not 
contain any occurrences of either 3 or V. 
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Table V. Calculus and Algebra Equivalents Using Abbreviated Notation 

81 U Qz U . . . UQ,={qlQdqI -)vQdql -)v..*vQ,(qI -11 
Ql n Qz n ... nQ,={qIQl(ql -)AQAqI -)A...AQn(ql -)I 

P-Q={PIP(IJI -)A~Q(PI -11 
PuF(Q1.. Qk) = {PI F(- 1 P, 41,. . ., qdApP(pI - )A Qdsll - )A ... AQk(qk I - )I 

Q1 r; (Q2 . Qk) = it 1 F(‘(t 1 41,. . , qk) A Qdql I - ) A ’ ’ ’ A Qk(% I - 1) 

Restricted queries are similar in power to the select-project-join class of 
queries in the relational model. Even though this class contains a large 
number of practical queries, it does not include those that require universal 
quantification and recursion, such as those often required in knowledge base 
applications. This restriction can be overcome by introducing additional 
algebra operators, and will be a topic of future research. 

We show, by presenting an algorithm for translating restricted object 
calculus queries to object algebra operator trees, that the algebra is capable 
of representing the entire class of restricted queries. The algorithm inserts 
matched pairs of parentheses into the disjuncts of the prenex disjunctive 
normal form (PDNF) of a query. The algorithm terminates successfully when 
the innermost nested expressions correspond to the range atoms of the query. 
If this step is not possible, then the query is unsafe. After rewriting, nested 
subexpressions are mapped directly to their object algebra counterparts. 

We first introduce a simple notational convenience for describing atoms. 
Atoms are written as a,(g 1 rl, r2, . . . , r,) where i is the atom number, g 
represents a variable for which this atom generates values, and each rj 
represents a variable restricted by the atom. We say that the atom generates 
g and restricts ri. However, the atom references g and all ri. 

Example 4.1. The following expressions show the correspondence between 
atoms and their shorthand notation. 

1 CZassNume( 0) + a,( 0 ) - ) 
2 P E (ql, 4. mh=t + ad P I a, a) 
3 (a, q2).a.b.c == (q3, d.d.e.f+ ad- I ql, q2, q3, q4) 

range atom 
set inclusion 

The calculus equivalents of the object algebra operators can now be easily 
expressed using the notation of Table V. 

The key to the translation algorithm is a recursive routine, which, given a 
target variable, an empty expression, and a list of unused atoms, will 
selectively place atoms in the empty expression. The routine additionally 
defines new, empty expressions that denote ranges for the variables refer- 
enced in the atoms just placed. The routine is called recursively on the newly 
defined empty expressions until all atoms have been used. Empty expressions 
are written as ( . . . ), where the subscript o indicates that the expression 
defines a set of objects for variable o. 

Atoms are selected for placement in the following order: (1) those that 
restrict the target variable, (2) those that generate the target variable, and 
(3) range atoms for the target variable. We introduce the notion of a 
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correlating variable and correlated atoms. Consider an undirected bipartite 
graph G where one set of nodes represents variables, the other atoms, and 
edges connect atoms to the variables they reference. Two atoms ai and oj are 
said to be correlated by variable ~1 if there exists a cycle in G that traverses 
ai, aj, and u, not necessarily exclusively. 

We also define a conjunct dependency graph (CDG) for a conjunct of atoms 
a, A a2 A . . . A a,. The graph contains a node for each variable u referenced by 
any atom ai and a directed edge u1 + u2 if there exists an atom 
ai(ug 1 . . . u1 . . . ); that is, an ai generates values for u2 using u1 as input. We 
call u1 the head and u2 the tail, respectively. Later algorithms will require 
that a CDG be safe. Assume that some nodes in a CDG are marked indicat- 
ing that a set of values exists that the node’s variable ranges over. Recalling 
that nodes with incoming edges represent variables whose values are gener- 
ated from others, we can mark such nodes if the heads of all incoming edges 
are marked as well. In other words, all inputs are present for generating 
values for the tail variable. We call the exhaustive propagation of node 
markings completing the CDG. If, after completion, there exist any un- 
marked nodes, we say that the CDG is unsafe. 

The atom placement routine is recursive, and defined as follows: 

PZace( u) 
Inputs: 

target variable v 
list of atoms L( a,, . . . , a,) 

outputs: 

success/failure indicator 
nested expression of atoms 

begin 
let BG be the bipartite graph for atoms in L 
select an atom ai EL that references v as per criteria given above 
if (appropriate ai not found) then 

return(UNSAF’E QUERY) 
else 

let C be the conjunct contai:ning only ai 
remove ai from L 

endif 
if (ai is a range atom for u (i.e. ui(v 1 - )) then 

while 3 range atom aj E L for v do 
extend C with uj via conjunction 
remove aj from L 

endwhile 
return 

else 
for each variable vj referenced by ui do 

if BG defines vj to be a correlating variable then 
for each uk E L correlated to ui by uj do 

extend C with ak via conjunction 
remove ak from L 

endfor 
endif 
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endfor 
let CDG be the conjunct dependency graph for atoms in C 
for each node v in CDG do 

if (v has no incoming edges) or (3 an atom ak EL which references v) 
then 

mark node v 
extend C with an empty expression for v, ( . . . ), 

endif 
endfor 
complete CDG by propagating markings 
if (3 any unmarked nodes in CDG) then 

return(UNSAFE QUERY) 
endif 
for each empty expression ( . . . ), in C do 

if Place(v) # OK then 
return(UNSAF’E QUERY) 

endif 
endfor 
return 

endif 
end. 

We are now ready to specify the entire calculus-to-algebra translation 
algorithm. 

Algorithm 4.1. Translate 
Input: Object calculus expression: C 
Output: Equivalent object algebra expression: A 

begin 
convert calculus expression to prenex disjunctive normal form 
for each disjunct do 

for each constant defining atom of the form v = const do 
delete the atom and replace all other occurrences of v by const 

endfor 
rewrite all atoms using the shorthand notation developed above 
for each atom a(v 1 rl, . . . , r,) for which there exists a range 

atom for v of the form a(v ( - ) do 
move v to the right-hand side of the atom 
(i.e., o(v 1 rl, . . . , r,) * a( - 1 v, rl, . . . , rJ) 

endfor 
for each atom of the form a(g I g, rl, . . . , r,) do 

rewrite the atom as a(-- 1 g, rl, . . . , r,) 
endfor 
call Place(t) where t is the target variable of C resulting in C’ 
from innermost to outermost parenthesis nesting of c’ do 

map the expression to equivalent algebra operators as per 
Table V 

endfrom 
endfor 
combine the algebra operator trees for each disjunct using Union 

end. 

(7) 
(8) 

69 
(10) 
(11) 
(12) 
(13) 
(14) 

(15) 
(16) 
(17) 
(18) 

Example 4.2. We next illustrate Algorithm 4.1 via an extended example 
using the query: 

Find all nodes belonging to the structural part of a document authored by a 
person who is retired (i.e., we want only the StructLinks of the document as 
opposed to RefLinks or NoteLinks). 
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This query can be expressed in the object calculus as: 

{4~P(DOC(P) 

/\3q(“65”= qA “True”= (p, q).authoF.uge.gFeateF 

/\ ~F(&FUCtLi?Zk(F) r\p == (F).pUFt-Of 

A (0 == (F).fiOmL’O == (F).tO)))) 

The atoms are numbered uniquely as follows: 

a1 Doc( P) 

a2 “65” = q 

a3 “True” = (p, q) . author. age. greater 

a4 StFUCtjkk (F) 

a5 jl == (F). pUFt_Of 

a6 0 == (F) . from 

a7 0 == (F).tO 

We first delete the constant defining atom a2 and replace all occurrences of 
q with “65” (steps 3-5). The two disjuncts of the prenex normal form of the 
query now are (steps l-5): 

D, = a, A a3 A a4 A a5 A a6 

D, = a, A a3 A a4 A a5 A a7 

We perform the steps of the algorithm for disjunct D,. The atoms are first 
written in the shorthand form, introduced earlier (step 5), resulting in 

dPl -)“a3(-1 P)“,a,(d -)Aa5(p~F)Aa6(o~F)~ 

One of the rewrites identified in steps 7-12 of the algorithm are possible. 
Recognizing that a range atom (exists for p in the query, we can replace 
a,( p ) F) by a,( - 1 p, F), resulting in the expression: 

a,(P) -bad- 1 P)“CC~(~1 -)A%(- 1 p,rh6k’IF). 

Next, Place is called for the target variable o. Atom a6 is selected first, since 
it is the only atom referencing variable o. The bipartite graph for this 
disjunct (see Figure 6) has no cycles, thus the atom does not need to be 
combined with any others. The CDG for a6 is 

F’O. 

Since F has no incoming edges, we extend a6 with an empty expression for 
F‘,(. . . ),. Variable o does not require an empty expression, as it is generated 
by a6 and no other atoms reference it. Our query expression is now 

a,(0 1 F) A ( . . . )r. 

Due to its recursive nature, Place is now called for the empty expression 
denoting F. Two unused atoms reference F, u4(r I - ) and a5( - ( p, F). Using 
the selection criteria given earlier, we select a5 because it restricts F and a4, 
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Fig. 6. Query graphs for the sample query of 
example 4.2. 

which is a range atom for r, is saved for later. The CDG for this atom is 

r+ P. 

Both variables require empty expressions, since unused atoms reference 
them. Our query expression is now 

%kJ I r) A (u5(- I P9 r) A (* * * )pA (. . . MT. 

Place is called again, once each to expand the empty expressions for p and r. 
The expansion for p results in 

44P)4~4P 

and that for r: 

u4b.1 -4 

Substituting into the partial query expression, gives 

do Id A (4- I P7 r) A (ud- I P) A (. . . )J,A (u*(r I -)),); 
Place is called one last time for p, resulting in the final query expression: 

%(44 A (%(- I P? r) A (ud- I P) A MPI -,),),A (+I -,,.); 

The nested subexpressions of the query can now be mapped to their object 
algebra counterparts of Table V. Working from innermost to outermost 
nesting levels results in the object algebra expression (Figure 7): 

(&rucank s,(( Dot SJ ))))Y&( ). 

5. OPTIMIZATION OF QUERIES . 

This section introduces equivalence-preserving transformations rules for ob- 
ject algebra expressions. The full suite of rules that we have developed for 
the algebra of Section 3 consists of algebraic and semantic rules L561. 
Algebraic rules create equivalent expressions based upon pattern matching 
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Fig. 7. Mapping the query graph of example 4.2 to an 
algebra operator tree. 

StructLink ua2 

P 

Dot 

and textual substitution. Semantic rules are similar, but they are addition- 
ally dependent on the semantics ‘of the database schema as defined by the 
class definitions and inheritance lattice. 

The overall goal of expression transformation is to reduce the cost of query 
evaluation. Haas et al. [281 make the distinction between two rule-based 
query transformation techniques, “query rewrite” and “plan optimization.” 
Query rewrite is a high-level procless where general-purpose heuristics drive 
the application of transformation rules. Plan optimization is a lower level 
process, which transforms a query into the most cost effective access plan, 
based on a specific cost model and knowledge of access paths and database 
statistics. The rules presented here are intended for use during query rewrite, 
and represent a subset of the full set of transformation rules. We have chosen 
a representative sample due to space considerations; the complete set is given 
in [561 and [591. 

Rules are written as E, # E,, which specifies that expression E, is equiva- 
lent to expression E,. As in [22], we also use restricted rules of the form 
E, 4 E2. Restricted rules are applicable only when the condition c is true. 
Conditions are a conjunction of functions that determine properties of argu- 
ment sets, predicates, and variabl.es used in a rule. We define the function 
ref(F, (ur, . . . , u,J) to be true when ul,. . . , u, are the only variables refer- 
enced in the predicate F. The function gen( F, u) tests whether the predicate 
F contains a generating atom for the variable u. Similarly, res( F, u) is true 
when predicate F restricts values of u. For example, gen( F, t) is true when 
F = (t E ( ql, q2). ml&) and false when F = ( q2 =( l (t, qJ. mlist). 

An arbitrary expression in a list of expressions is referenced using the 
notation (E, . . . Ei . . . E,) where “. . . ” denotes zero or more occurrences of 
some Ei. For example, the rule 

PuF(...Q,...Q,...)oPuF(...Q,...Q,...) (1) 

indicates that the result of a select operation is independent of the ordering of 
the arguments between “(,’ and I‘)“. The set being restricted must appear 
before the select operator a,; thus there is no rule to change the position of 
P. This is not the case for generate operations, as the target variable does not 
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correspond to one of the input sets. The next two rules state that the outcome 
of a generate is independent of the operand ordering. 

QA(. . . Qy . . . ) * Q,Y;(. . . Q, . . .) (2) 

Q,r;(...Q,...Q z... )oQx~~(...Qz...&~...) (3) 

Section 3 introduced the map operator as a special case of generate. This 
can be captured by the conditional rule: 

QnXQs . . . Qd 4 Q1 -mlist (Qz . . . Qd (4) 

where condition c insures that F = (t == (ql, . . . , qJ. mlist). 
We introduce the abbreviations &set, Rset, and Sset to replace Q1 . . . Qk, 

R ,...RI,andS,... S,, respectively. For example: 

Pu,(Qset, Rset,Sset) & PuF(Q1.. . Qk, R,. . . R,,S,. , . S,) (5) 

where condition c is ref( F, (p, ql, . . . , qk, rI, . . . , rz, sl, . . . , s,)). As before, a 
lowercase letter represents an object variable that ranges over the set de- 
noted by the corresponding uppercase letter (i.e., qi E Qi, ri E Ri and si E Si). 

5.1 Object Algebra Identities 

The following rules are identities in the object algebra, that is, there are no 
conditions associated with them. 

(“4 (&set)) uF2 (Rset) * (P uFs (R.4) oFI (&set) (6) 

(P- Q)uF(Rset) o (PuF(Rset)) - Q (7) 

(PU Q)uF(Rset) e (PuF(Rset)) U (QuF(Rset)) (8) 

(Pn Q)U,(Rset) 0 (pUF(RSet)) f-l (&+(RSet)) (9) 

(P U Q) Urnlist (R.-t) * (P ++mlist (Rset)) U (Q Urnlist Set)) (lo) 

Rule 6 captures commutativity of select. Rules 7-9 show that difference, 
union, and intersection commute with select. The last rule indicates that 
union commutes with map as well. These rules are not as general as they 
appear, since the leading argument of a select or map operation cannot be 
swapped with one of the trailing arguments. The following rules capture the 
commutativity of union in a trailing argument. 

P~F(&~...(Q,UQ,)...&,) 

* (Pd%.-Qr..&?d) u (Pd%..Q,-&?d) 

JWQ, -. . (Q, U Q,) . . . Qd 
w 

* (Prk(Ql . . . Q, . . . &k)) U (Prk(Q1 . . . Qy . . . &k)) (12) 

P- mlist (Ql. . . (Qs U Qy) . . . Qk) 
u (P -mlist (&I * * * Q,. * . Qk)) U (P -mlist (Q1. . . Qy . . . Qk)) (‘3) 
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Dot. i Dot Dot Dot Dot 

Fig. 8. Transformations of examples 5.1 and 5.2. 

Example 5.1. Consider the query “Return the root nodes of all documents 
that are either about cats or about dogs.” Let 

d range over the class Document 
Fl be the atom (“cats”E (d:l. keywords) 
J-2 be the atom (“dogs”~ (d!). keywords) 
n range over Node objects 

Then, we can use the following object algebra expression to implement the 

query 

WC OFI ( 0 ” PC OF2 ( 0) UrootNode ( ) 

and apply rule 10, to get 

(Pot UF, ( 0 -rootnode ( 0 ” ((Dot OF2 ( )) Yrootnode ( )) 

and apply rule 10, to get 

(@Oc ‘F, ( )) -rootnode ( )) ” ((Dot uFz ( )) -rootnode ( ,) 

The transformation is shown graplhically on the right-hand side of Figure 8. 

5.2 Select Transformation Rules 

Select supports several transformations, some of them conditional: 

( P %, (&set)) uF2 (Rset) e ( P UF, (&set)) f-l ( P OF2 @set)) (14 

’ %i~Fs) (&set, Rset) ,g ( P uF1 (&set)) fl ( P uFz (&et)) 05) 

’ %‘t’.‘Fz, (&set, Rset) ,& ( P uFl (Qset)) U ( P uF2 (Rset)) 06) 

where: 

c:ref(Fr(p, or.. . 4~)) Ares(F,, P) Aref(F,, (P, rl.. . rt)) Ares(F,, P). 
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Rule 14 is an identity that utilizes the fact that selection merely restricts its 
input and returns a subset of its first argument. The first selection, 
P uF, (&set), returns a subset of P (call it P’). The second selection can then 
be reduced to P’ uFz (Rset), which is merely a smaller subset of P. The same 
final subset of P can be obtained by applying predicates Fi and F, sepa- 
rately and taking the intersection of the results. 

Rules 15 and 16 recognize that subformulas Fl and F2 each reference only 
a subset of the arguments. Operand sizes are minimized by breaking Fl and 
F2 into separate select operations and intersecting (F, A F,), or taking the 
union (Fl v F,) of the results. 

Example 5.2. The union subquery ((Dot aF, ( )) U (Dot uFz ( ))) of Exam- 
ple 5.1 matches the right-hand side of rule 16. Substituting Dot for P and ( ) 
for Qset and Rset, we can apply rule 16 right to left, resulting in 

This transformation is shown graphically on the left-hand side of Figure 8. 

Noting the similarities in rules 14 and 15 allows us to derive a new rule for 
conjunctive predicates: 

’ %i~Fd (&set, Rset) G ( P oFl (&set)) uF2 (Rset) 07) 

where: 

c : ref(F,, ( pl, ql.. . ,,))Ares(F,,~)Aref(F,,(p,r,...r,))~res(F,,p). 

A slightly different version of the conjunctive predicate rule for select is 

’ %‘IA&) (&set, R, Set) 2 PuF, (&set, (R uF2 (Sset))) (18) 

2 P OF, (&set, (R -I& &et))) (19) 

where: 

cl:ref(Fl,(p,ql. . . qk, r)) A ref( F,, (r, si . . . sm)) A res( F, , r) 

~~:ref(F,,(~,q,...qk,t))Aref(F~,(t,r,s,...s,))Agen(F~,t) 

Here, Fl and F2 have only one variable in common, and it is not the variable 
being restricted by the select. In the first rule, the common variable is r, 
which is restricted by F2. Since Fl does not reference si . . . s, and F, does 
not reference p, q1 . . . qk, the restriction on R can be pushed down into a 
separate select operation. The second rule is similar; however, we denote by t 
the common variable shared by Fl and F, to reflect that it is the target 
variable generated by F,. In this case, F2 is pushed down into a separate 
generate operation. 
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P2 : 

Fig. 9. Transformations of examples 5.3 and 5.4. 

Example 5.3. Consider the query “Find all documents written by the 
child of a computer scientist and a doctor.” Let 

d range over the class Document 
PI range over the class Person 
PZ range over the class Person 
c range over Person objects that are children 
al be the atom (c == (d). author) 
a2 be the atom (“computers”E ( pl). expertise) 
a3 be the atom (“medicine’!‘E ( pz). expertise) 
a4 be the atom (c E ( pl, p,).chiZdren) 

The following object algebra expression can be used to represent the query 

Dot q,, h a2,, as,, o4) (Person, Person). 

This expression satisfies the conditions of rule 19 when we substitute a, for 
F,, ( a2 A a3 A a4) for F2, Dot for P, { } for &set, Person for R, and Person for 
Sset. Applying rule 19 with these substitutions, gives 

DoqalAa2/\a3m4) (Person, Person) * Dot a,, (( Person yt=,,, a2 ,, a3j (Person))) 

This transformation is shown grap:hically on the left-hand side of Figure 9. 
A special case of rule 19 occurs when the select predicate contains a 

generating atom for the set being restricted (Figure 10). 

’ %,A Fd (&set, R , Sset) .& ( p uF, (&set)) n (R r& Wet)) (20) 

where: 

c:ref(F,,(p,q,... 4k))~res(F,,p)Aref(F2,(~,r.,~1.. . ~,))Agen(F~,p). 

The left-hand side of this rule indicates that elements of P are restricted by 
the predicate (F, A F2). However, if Fl restricts p while F2 generates p, 
then we really have two sources of values for p-the argument set P and the 
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* 

Qset 
R 
Sset 

P Qset R Sset 

Fig. 10. Graphical representation of rule 20. 

generating atom in F2. Since the result of the operation must satisfy the 
restriction of P by Fl as well as the generation of p by F,, we can break Fl 
and F, into separate operations and take the intersection of the result. 

5.3 Generate Transformation Rules 

Conjunctive predicates give rise to several transformation rules for generate 
operations: 

where: 

(21) 

(22) 

(23) 

cl : ref(F,, (P, ql. . . a)) ~~ gen(F,, P) Aref(F,, (P, t, rl . . . q)) uen(F,, 0 
c2 : ref(F,, (P, u, q1 . - . qd) @w(F,, u) Aref(F,, (u, t, ri . . . rl)) Agen(F,, t) 
c3 : ref(F,, (P, Q1 . . . qk, t)) Agen(F,, t) Aref(F,, (rl . . . rl, t) Ares( F,, t) 

The conditions for rule 21 insure that Fl restricts p, which is the common 
variable between the two conjuncts of the predicate. Fl is subsequently 
broken out into a separate select operation. In rule 22, u is the common 
variable and is generated by F,, which can also be broken out into a separate 
generate operation. In rule 23, t is the common variable between the two 
conjuncts of the predicate. Fl generates values for t while F2 merely 
restricts t, which allows the conjuncts to be broken out into separate generate 
and select operations. 

Example 5.4. Consider the subquery Person -y& ,., ag,, a, (Person) of Example 
5.3, where 

a2 = “computers”E ( pl). expertise 

a3 = “medicine”E ( ps) . expertise 

a4 = c E ( pl, pz) . children 
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which returns the children that have a doctor and computer scientist as 
parents. The subquery satisfies the conditions of rule 21 when we substitute 
a2 for F,, a3 A a4 for F,, Person for P, c for t, { } for &set, and Person for 
Sset, resulting in the transformation: 

Person r& A ag h a4 (Person) e, (Person uaz ( )) y&/, a, (Person). 

Ideally, we would like to apply this rule again to break out atom a3, which 
restricts the variable pz ranging over the class Person. Noting that the 
ordering of argument sets does not affect the result of a generate operation, 
we can apply rule 2, to give 

( Person a% ( )) yz3, a, (Person) 0 Person -y& aq ((Person ua2 ( ))) . 

Now we can apply rule 21 again to break out atom a3, as follows: 

Person -LsAa4 ((Person ua2 ( ))) * (Person uo3 ( )) r& ((Person ua2 ( ))) . 

The result of these steps is shown on the right-hand side of Figure 9. 

A special case of the generate operation can occur when the predicate 
generates values for the target variable (which does not range over an 
argument set) and also for a varialble that does range over an argument set. 

P Y&~ F~) (&set, R , Sset) 4 (( P rkl (&set)) n R) r& @set) (24 

where: 

c:ref(Fi, (p, r, ql.. . qk))Agen(li;,r)Aref(F,,(r,t,sl...s,))Agen(F,,t). 

The condition states that Fl generates values for r while F2 generates 
values for the target variable t. Si:milar to rule 20, we now have two sources 
of values of r-the argument set li! and the generating atom in Fl. Since the 
final values of r must exist in R and be generated by F,, we can break Fl 
out into its own generate operation and intersect the result with R prior to 
generating values for t. 

5.4 Semantic Transformations 

Semantic transformation rules take advantage of the semantics of the object- 
oriented data model. The database schema, as defined by class definitions 
and the inheritance lattice, captures many relationships that can be used to 
simplify object algebra expressi0n.s. For example, let c1 and cc represent 
classes, Ci represent the set of objects in the extent of class ci, ext(c,), and Cf 
represent the deep extent of ci, ext*(ci). We can show that the expression 
C, fl Cz = 4 when c1 # cz by noting that the data model restricts each object 
to membership in a single class. 

We define two relationships on classes (not class extents) to assist in 
categorizing the special cases where simplifications are possible. The case 
where ci is a subclass of cg is denoted by c1 F cz. We also use ci V cc to 
denote that c1 and cz have subclasses in common, that is, ext*(c,) f3 ext*(c,) 
# 4. Conversely, c1 V c2 implies th.at there exists a class ci that has both ci 
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Table VI. Special Cases of the Binary Operators 

Rule Condition 

Cl n Cz = 4 Cl # C2 

Cl - c2 = Cl Cl # C2 

Cl n C; = Cl Cl 5 C2 

cl n C; = 4 Cl!&2 

Cl u c; = c; Cl Is C2 

Cl - c; = Cl Cl # C2 h Cl jd C2 

Ci - C2 = Ci Cl$CZ 

CinC,*=q5 C&2 

Ci n Cz = UCi ci 5 cl A C; 5 C2 A Cl V C2 

Ci U C$ = C,* Cl 5 C2 

Ci - CG = Ci Cl @C2 

and cc as superclasses. These two relationships can be used to derive the 
special cases of the binary object algebra operators shown in Table VI. 

Other semantic rules rely on type consistency 1581 to determine their 
applicability. Consider the following rules (Figure 11). 

(Pu,(Qset)) n R& (P+(Qset)) fl (Rap (&set)) (25) 

& P n (R U~ (&set)) (26) 
where: 

c : F’ is identical to F except each occurrence of p is replaced by r . 

By definition, intersection returns only those objects that are present in 
both input sets. From a pure set theory perspective, any restriction that 
removes objects from one input set only, automatically excludes those objects 
from the result of the intersection. In addition, the restriction could be 
applied equally well to the other input set instead and generate the same 
result. This is because intersection is not dependent on operand ordering and 
“doesn’t care” which input set is missing the excluded objects. By a similar 
argument, the restriction could be applied to both input sets without affect- 
ing the result. 

Referring to Figure 11, the restriction in (a) is given by the select operation 
P uF (&set); that is, the input set P is being restricted by predicate F. Let us 
first examine the transformation from (a) to (b). 

The expression depicted in (a) is considered a type consistent expression if 
the methods in predicate F are defined on all types represented by the objects 
in P. Note that P (R) may be a heterogeneous set of objects if it represents 
the result of a subquery, as opposed to the extent of some class. The 
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& 

[ 
-L 

fl u n 

OF R r-5 QF 

P Qset P 

(4 (b) 

Fig. 11. A semantic transformation rule. 

transformation from (a) to (b) is valid only if the expression in (b) is legal. 
This means the subquery R up (Qs’et) in (b) must be type consistent (i.e., the 
methods in predicate F’ are defined on all types represented by the objects in 
R). According to condition c on the transformation rule, though, the methods 
in F’ are identical to those in F. Thus, the validity of the transformation 
from (a) to (b), and by similar argument from (c) to (b), is dependent on both 
the database and the nature of the subqueries that produce P and R. 

Once these transformations are slhown to be valid, we can conclude that the 
equivalence of expressions (a) an.d (c) is valid by the characteristics of 
intersection discussed previously. If the restriction can legally be applied to 
both input sets, then intersection (only requires that it be applied to one of 
them. 

The transformations discussed thus far are based on the semantics of the 
data model’s query primitives and those of method composition. Ideally, 
query optimization should be possible for queries that utilize user-defined 
methods. But this is highly dependent on the language used to define those 
methods. In the worst case, the only optimizations possible are those provided 
by the compiler of the method implementation language. Examples of such 
optimizations are inline subroutine expansion, removal of loop invariants, 
and efficient pipeline and register usage. 

One approach assumes that behavioral abstraction is maintained at the 
logical level, while a structural object-oriented system exists at the lowest 
implementation level 1271. Objects and classes involved in a query are 
requested to reveal structural information by the query processor. Revealed 
expressions that still contain encapsulated behavior are recursively re- 
quested to reveal their equivalent (sequence of) structural expressions. When 
the revealing process bottoms out, the structural manipulation primitives are 
optimized by an extended relational query optimizer. 

Another approach is to use a purely functional language for user-defined 
methods. Expressions in such languages can be recursively decomposed to 
sequences of primitive data manipulation operations. These decomposed 
sequences can then be optimized using the techniques described earlier. 
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Clearly, optimization of user-defined methods is closely tied to the ability 
to reason about expressions in the method implementation language, and is a 
significant area for future research. 

6. CONCLUSION 

The detailed study of query processing in object-oriented databases has been 
hampered by the lack of a formal data model and associated query primi- 
tives. We have presented a data model that views objects as instances of 
abstract data types organized into a classification hierarchy. Two query 
formalisms were developed: a declarative object calculus and a procedural 
object algebra. Both are “object preserving,” meaning that the abstractions 
provided by the ADT interfaces are maintained. 

A safety criteria for insuring the computability of queries was developed 
for object calculus expressions. This is an important component of query 
processing, which has been overlooked in many previous object-oriented 
query language proposals. Both a semantic and a syntactic definition of 
safety are given, with the latter insuring that the safety of a query can be 
determined algorithmically. 

An algorithm was presented for translating a subset of object calculus 
expressions, which we call restricted queries, to object algebra expressions. 
Restricted queries are similar to conjunctive queries in the relational calcu- 
lus and satisfy many typical query requirements. The translation algorithm 
is the first step in generating a query execution plan that iterates through 
collections of objects and applies methods defined by the ADT interfaces. 
Equivalence-preserving rewrite rules that can be applied to object algebra 
expressions were developed. The applicability of some rules can be identified 
by pattern matching, while others rely on the semantics of the data model 
and the type consistency of alternate forms of an algebra expression. Most of 
the conditions under which a transformation reduces the execution cost of an 
expression can be easily identified. This makes it feasible to use the transfor- 
mation rules as the basis for a rule-based optimizer. 

Related work focuses on developing a type theory for the model [581 and on 
generating query execution plans to a significant level of detail while still 
maintaining the ADT abstraction [571. We are in the process of defining the 
interface to an object manager and the low-level object stream operations 
required to execute a query. We expect that many more transformation rules 
will be identified during this process, which can be used in developing a fully 
functional optimizer. 

Future work involves the study of object-creating operators that might be 
added to the object-preserving kernel defined here. These additional opera- 
tors should enable us to study view management issues. At that point we will 
be in a position to define a complete object-oriented query language. We also 
intend to develop an object storage manager that supports the interface 
specified in [57] and provides an efficient and flexible storage system to 
support the data model defined in this paper. Finally, we intend to study 
distributed object management and distributed query processing issues. 
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