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1. INTRODUCTION

A significant amount of the processing needed in office environments is

related to the classification and retrieval of documents. The document con-

tents are bound to the procedures manipulating the documents and to the

people who are involved in these procedures. Classification and retrieval are

based on the meaning and usage of documents, and require the support of

knowledge about the operational aspects of the office and about the applica-

tion domain.

Meaning is partly coupled with the semantic properties described by the

documents’ contents; therefore, some processing can be automatically driven

by the text, with current technology, for narrow application domains. How-

ever, most of the document processing related to the classification and

retrieval activities requires a deep insight into the information meaning. The

lexical and structural properties are not adequate to reveal, at the required

level of accuracy, the scope of a document in a given context, the relationships

between a document and the office procedures, and the dependencies of a

document from the rules of the application domain. In other words, the

semantics of documents need to be represented in a broad and complex way

in order to enable the retrieval system to execute complex queries.

Good text indexing and rich, structured thesauri can solve queries based on

the meaning of documents which is explicitly described by the text. On the

other hand, knowledge about the tasks and procedures that are executed in

the office is necessary to satisfy queries concerning the roles of documents,

such as “Retrieve the budget approval forms for projects carried on by the

Research Department during the last year.” Moreover, since documents are

involved in a set of regulations, laws, and common habits, knowledge about

the application domain is needed to satisfy queries about the documents

purposes, such as “Retrieve the documents to be issued to participate as a

main contractor in a public competition.”

This article illustrates an approach to document retrieval allowing the user

to perform retrieval involving the document structure, the document con-

tents, and the document usage in the procedural context. The retrieval

paradigm is based on three levels of knowledge:

—Static knowledge, describing the document type, contents, and logical

structure.

—Procedural knowledge, describing the document usage within the ofbce in

terms of relationships with other documents, with activities, and with their

executors.

—Domain knowledge, concerning laws, habits, rules, and regulations that

constrain the documents’ meaning and usage.
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This approach has been experimented in a project called Kabiria,l a

classification and retrieval system integrating typical traditional retrieval

features, based on the document contents, with advanced functionalities

supporting procedural and application domain-related queries.

The article also illustrates the rationale at the basis of the approach.

Section 3 describes related work. Section 4 describes the document model.

Section 5 describes the retrieval environment. Section 6 presents the archi-

tecture of Kabiria. Notes about the prototype implementation and evaluation

are briefly illustrated in Section 7. Section 8 presents the conclusions and

comments about future work.

2. RATIONALE FOR KNOWLEDGE-BASED DOCUMENT RETRIEVAL

The approach undertaken in Kabiria is based on the consideration that a

complex document retrieval system is similar to an expert system: document

modeling and classification are essentially tasks of knowledge analysis and

representation. Querying a database for document retrieval is often a process

close to querying an answering expert system. In fact, the retrieval activity

aims at identifying the documents which fit the user meaning, and usually

consists of the following steps:

—Semantic document modeling, which produces a conceptual document.

—Processing of user’s information needs, in order to formulate a query in

terms of a set of semantic properties.

—Matching between the two semantic representations, in order to obtain the

required documents.

Sometimes, the semantics carried by a document are described by its

content. In general, the semantics are defined by the document role and life

cycle in the office, by the relationships with other documents, and by the
justifications provided by general rules, such as re~lations or laws. The

semantics involved in this general case are not fully contained in the docu-

ment text, but rather several knowledge sources are needed to interpret the

document role in its usage context. Accordingly, the retrieval process can rely

upon the identification of relevant documents according to their roles in the

office, rather than according to the contents alone; this extended retrieval

scope requires a description of the environment where documents are used.

A document model is needed where elements like activities, actors, tempo-

ral events are considered and are able to express relationships among these

elements and the documents. Suggestions about the definition of such a

document model partly come from the wide literature on office modeling.

However, we consider that a complete office model is not needed for retrieval

1The project, whose name derives from Knowledge-Based Information Retrieval, started in
Septemberj 1989, and was concluded in December, 1992, as part of the research activity in the

Offke Automation area of CEFRIEL, with the support of Bull HN Italia.
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purposes, since such model would be centered on the execution flow of the

procedures and the rules for their activation, even when these issues do not

concern directly the processing of documents.

In Kabiria a formal representation of the concepts associated with the

documents’ life and evolution overcomes the inability of traditional informa-

tion systems to process in a uniform way, and inside a seamless information

processing system, queries or explorations related to different search targets,

e.g.,

—Instances of documents (“Retrieve all scientific papers about Information

Retrieval”).

—Types of documents (“What documents need be submitted to authorize a

business trip”).

—Document usage context (“Retrieve the companion documents processed by

the procedure which has output the financial plan”).

Although apparently related to three distinct types of information systems,

these three targets are very similar from the user viewpoint.

An example of knowledge-based conceptual modeling in retrieval applica-

tions is the identification of the documents that are necessary to complete a

procedure, for example, a contract. This search has two facets: if the search

concerns a procedure to be executed, the target is a set of document types; if

the search concerns a specific procedure already completed, the target is a set

of document instances.

In the first case, traditional information retrieval techniques are not

suitable. In fact, the relationships holding between the document types and

the procedures can be classified in advance, thus producing an answer by

using database-like searches. If the office procedure involved is complex, and

subjected to many logic constraints, the search is close to querying an expert

answering system.

Also the second case reveals a number of inadequacies in information

retrieval based on text, because knowledge about the relevance of a document

as a component of a procedure is seldom described by the document itself.

In general, the semantic description of a document, by enhancing the

meaning as opposite to the specific wording, supports the construction of

more sophisticated retrieval systems.

Document searches addressed by Kabiria belong to two categories: searches

oriented to retrieve documents (analytical search), and searches oriented to
get assistance about the understanding and execution of office tasks (exploru-

tive search).
For example, in the domain of loan processing within a banking applica-

tion, sample queries belonging to the former category are the following:

—“Which documents have been submitted by Foo & Co. for obtaining a

credit?”

—“Which reports were prepared after discussing credit grant opportunities
in January 1992?”
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The following two queries belong to the second category:

—“which documents need to be sent to the client after the preparation of a

credit offer letter’?’

—“Which documents are still missing from the dossier of Foo & Co.?”

3. RELATED WORK

In this section, an overview of the subjects related to document modeling and

retrieval is given, focusing on approaches based on knowledge representation

techniques. The basic functionalities of some existing tools and systems are

described.

3.1 Information Retrieval

In information retrieval (IR) systems, the most popular approaches are based

on statistics [Gordon 1988], on semantics [Watters 1989; Wendlandt and

Driscoll 1991], and on key words [Salton 1989]; they employ additional

support tools, such as dictionaries and thesauri, and consolidated indexing

techniques. Research in information retrieval is moving toward integration of

the lexical and structural aspects of a document with the semantic aspects, in

order to capture more meaning both about the contents of an information

item and about the location of that item within a given context. Therefore, IR

systems are being enhanced in the direction of “intelligent” systems that

combine traditional techniques with techniques used in AI [Croft 19871.

An intelligent retrieval system is defined in Brooks [1987] as a system

endowed with a knowledge base and inferential capabilities able to set up

connections between a user request and a set of documents. In Watters

[1989], information retrieval is defined in terms of plausible inference: given

the representation of a document D, and a request R, the retrieval process

determines the probability under which D implies R.

Retrieval as an inference process is exploited in the OFFICER system

[Croft and Krovetz 1988], according to the approach proposed in Watters

[1989]. Retrieval is a process of plausible inference, and uncertainty is part

both of query specification and of the process of query-document matching.

The user is presented with a ranked list of documents satisfying the query,

each document being labeled with a degree of relevance with respect to the

presented information needs. Ranking strategies for documents are also

described in Gordon [1988]: document descriptions are improved by repeat-
edly performing the description process based on the observation of the

inquirers’ requests and of the system’s answers.

3.2 Modeling and Retrieval of Office Documents

OffIce documents are one of the basic vehicles for making decisions and

taking actions in office work, according to an open systems perspective
[Hewitt 1986]. Office documents exhibit a broad spectrum of structures, fYOm

highly standardized documents (e.g., forms) to free text documents (e.g.,

memos). In particular, three types of structures can be distinguished within a
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document: the layout, the logical structure, and the conceptual structure. Two

of these are defined as the reference standard structures of documents in the

Office Document Architecture (ODA) [Hunter et al. 19891. The layout is a

standard for editing and formatting operations. The logical structure de-

scribes the logical components of a document, such as title, sections, para-

graphs, and describes how these components are related.
The conceptual structure is oriented to the semantic aspects of the docu-

ment contents; for example, the author and the document summary in a

technical report, or the sender in a letter, are concepts. The aggregation of

conceptual components is the document conceptual structure, and documents

with analogous conceptual structures are grouped in types. The conceptual

level of office documents has been considered variously in these last few

years. Several document conceptual models have been proposed and have

been the basis for various systems implementation (see, for example, New-

man [1980], Peterc et al. [1992], Van Rijsbergen [1986], and Pernici and

Verrjin-Stuart [1989] for a survey). Modeling is often based on concepts used

for semantic data modeling, such as aggregation, association, and specializa-

tion [Peckham and Maryanski 1988].

Sometimes, the conceptual structure is blended with the ODA layout and

physical structures, as far as query formulation is concerned. An example is

the MULTOS system [Bertino et al. 1988; Thanos 1990] oriented to multime-

dia document management. The concepts in a document are stored in a

database; documents with similar contents and structure are grouped in

classes; and retrieval can be based on a high level of abstraction, where

different conditions on various components (text, sound, images) of docu-

ments can be interrelated. The MULTOS query language allows the user to

formulate queries using conditions on document types, contents, and on set of

documents retrieved in previous queries.

In some systems, a database supports document storage and retrieval,

exploiting database mechanisms; information in a document is seen as par-

tially structured to simplify management and retrieval. In Saxton and

Raghavan [ 1990] a unified architecture is presented that integrates informa-
tion retrieval models with database management systems, providing ranking

capabilities on top of a relational query language.

3.3 Knowledge-Based Techniques

Knowledge-based techniques are used in order to support query processing,

text understanding, and classification in the field of information and docu-
ment retrieval. The purpose is to augment the identifllcation capabilities of

information management systems and particularly of text processing systems

based on semantic contents of texts [Fox 1987; 1990].
An experimental system for document classification and archiving has been

developed [Eirund and Kreplin 1988] within the MULTOS system. The word

“archiving” denotes both the classification of a document according to given

document types and the automatic generation of the conceptual structure of

documents starting from the document text.

In RUBRIC [McCune et al. 1985], production rules map semantic concepts
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into text patterns. By entering a concept, the user initiates a search process

on the tree built on all the subconcepts defined into the system in the form of

rules. The leaves are elementary notions, that is, words used as keys in

document search. Production rules are iteratively applied to prove that, if the

document contains an expression belonging to the left-hand part of the rule,

then the document treats the concept expressed in the right-hand part of the

rule.

While RUBRIC assumes that the knowledge about the application domain

is incomplete, and incrementally augmentable through user interaction, other

approaches assume that a specific application domain can be defined pre-

cisely, and that the contents of documents in this domain can be accordingly

represented. This approach is used in the GRANT system [Cohen and Kjeld-

sen 1987] on a small domain, the set of documents needed to submit a grant

request for scientific research, and for a limited number of documents.

The INDOC system [Paolini et al. 1988] generates documents in the

domain of legal offices using production rules to represent knowledge about

the domain.

In Smith et al, [1989], a knowledge-based system for bibliographic informa-

tion retrieval is presented: a knowledge base describes topics within a certain

domain, and a database describes the contents of documents according to

these topics.

The accuracy of information retrieval is improved in Wendlandt and Driscoll

[1991] by considering thematic roles [Fillmore 1968] and entity attributes

during the evaluation of the similarities between the query and a candidate

document, Thematic roles, like agent, action, location, time, purpose, etc., are

recognized by considering the usage of words like prepositions, conjunctions,

and adverbs, which are usually discarded as stop words in conventional

indexing techniques.

3.4 Retrieval Tools

Information retrieval, particularly document retrieval, can be supported in

two ways: by providing a structured query language, variously complex and

variously close to natural language, and by allowing the user to browse

within the system to search for information in a less formal and structured

way. Query answering systems provide support to analytical search; queries

are a synthetic way of asking questions to the system and of receiving

answers. Browsing systems support mainly explorative search: the search

start point is arbitrary, and during the browsing process the user becomes

progressively familiar with the structure and facilities of both the informa-

tion space and the search tool [Marchionini and Schneiderman 1988]. In

general, the two search modes are complementary and should be interleaved.

Browsers have been developed to support program debugging (e.g., in

Goldberg [1989]), and to assist nonexpert users in retrieving data from

databases by navigating on its semantic model (e.g., in Metro [1990]). Naviga-
tion problems such as disorientation and cognitive overhead have been

studied in the framework of hypertexts [Bernstein 1988; Campagnoni and

Erlich 1989; Zellweger 1989].
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In Schwabe and Mizutani [1990] a knowledge-based browser supporting

users in accessing a statistical database through a semantic model of the

domain is presented. Also, in Trigg [1988] and Thompson and Croft [1989],

browsing is recognized as a relevant support to query formulation.

Thoth-11 [Collier 1987] uses a two-level representation: the hypertext struc-

ture is defined by a network whose nodes represent concepts rather than text

chunks. The text is connected to the nodes by text links for whole segments

and lexical links for words and phrases. Links are labeled, producing a

metaleuel semantic net guiding in access to the documents.

The MacWeb system [Nanard and Nanard 1991] is based on an object-ori-

ented hypertext model using structured types to define document classes and

relationships. Concepts and their relationships are represented as a web of

typed nodes connected by typed links. Instances of concepts (chunks) are

pieces of information bound to specific types, with relationships with other

chunks that mirror the relationships among the originating concepts. MacWeb

is targeted to the preparation of complex documents, rather than to retrieval

of documents: a scripting mechanism allows types to be attached to methods

and to instances in order to generate compound documents from several

chunks.

4. THE KABIRIA DOCUMENT MODEL

In this section we present the Kabiria document model. After a brief overview

of the main components of the model, we introduce a reference example that

will be used throughout the article. Then we analyze in detail the model

elements according to static, procedural, and domain knowledge used for

classification and retrieval.

4.1 Overview of the Model

The model is oriented to the classification and retrieval of office documents

according to their internal structure and operational meaning. We distin-

guish between a conceptual document model and a document retrieval model.

The conceptual document model concerns the semantic and logical descrip-

tion of documents. Each document is modeled by means of a conceptual

structure, that is, a structured collection of properties that describe the

semantic properties of the document. Conceptual documents are used in

Kabiria for classification and retrieval activities to take into account seman-

tic aspects which are not directly and explicitly contained in the document

text. Conceptual documents are instances of classes, which define equiva-

lences among documents having the same structure, meaning, and role in the

office. Document classes are organized in is-a hierarchies defining refinement

and generalization relationships according to the object-oriented paradigm

[Korson and McGregor 1990].

The document retrieval model enriches the conceptual model with the

explicit description of both the roles of documents within the office and their

dependencies from the laws, regulations, and habits of the application do-

main.
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Procedures, agents, and events are introduced as individual classes to

represent, respectively:

—The tasks in which the documents are used (e.g., produced, consulted,

transformed, consumed).

—The actors, that is, the persons, roles, and organizations which perform the

tasks.

—The temporal events which trigger the activities.

These three elements are represented at the minimum level of detail

required to establish relationships among documents, that is, they are mod-

eled as black boxes showing the connections with the documents, without any

description of their behavior. Like documents, they are identified through

class instantiation to distinguish among different occurrences of the same

type of task, role, and temporal event.

Documents, procedures, agents, and events constitute the basic entities of

the model. They are connected by typed and named links, which establish

relationships between entity pairs. The links describe:

—Document relationships, e.g., a document is contained in a folder and has

annexes to it.

—Causal dependencies, e.g., a document is created or updated by a procedure

upon occurrence of an event.

—Organizational dependencies, e.g., a person executes a procedure that

modifies a document.

The model entities and their links define a semantic network, which acts as

a description of the operational knowledge in the office.

Finally, domain rules describe the effects of regulations, laws, and habits

of the application domain on the document management process. Since they

often involve more than a pair of entities, and define the consistency of a set

of entities against the requirements of the external world, they are modeled

as if-then rules. The rule base is organized around domain-specific concepts,

and is therefore tailored to the area in which the office operates, e.g.,

juridical, technical, banking, and so on.

4.2 A Reference Example

The case study used as a reference example throughout the article and the

Kabiria project was chosen from a study carried out in the TODOS Esprit

project [Pernici and Rolland 1990]. It took place in a large regional bank

where the major tasks are financing, services, accounts, payments, and

lending. In particular, the case study focused on the process of lending.

The lending process can be divided in four major subprocesses:

—Acquisition, where (1) the first contact with the client takes place and (2)
the lending conditions are presented.

—O#ering of the loan, where an individual offer is made.
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—Approval of the loan, where (1) the documents submitted by the client are

verified and (2) the final decision concerning the loan is made.

—Administration, where (1) the money is transferred to the client and (2) the

loan is recorded.

The main document types used in the lending process are the loan contract,

the list of addresses of the bank’s client who have opened a loan or who are

contacted by the bank via offers of credit lines, and documents submitted by

the clients. The set of documents related to a specific client are organized in

dossiers. The fact that a loan offer undergoes various approval and revision

procedures, and therefore changes its status, is modeled by using different

document types: draft offer, offer letter, and final individual offer.

4.3 Static Knowledge

The static knowledge is described by the conceptual document model. Its

purpose is to represent the semantics of the documents independently from

their usage. The static knowledge thus faces issues like types, structures,

properties, and data. Its components are classes and instances. At the highest

level, the classes document, procedure, agent, event, and link are defined.

Other subclasses can be described according to the needs of the application

domain, by means of the inheritance mechanism. Therefore, any real docu-

ment used in the office results in an instance of a particular class.

Class properties (i.e., attributes) are of two types:

—Factual properties, describing the logical structure of the class components,

expressing semantic concepts which are meaningful independently of other

concepts or operational constraints.

—Connection properties, describing semantic relationships among factual

properties or whole classes.

Connection properties are described by using directed, typed links; as for

the other elements of the model, link types define classes of relationships,

while link instances define specific relationships between instances of docu-

ments.

Three link subclasses are defined as built-in: document link, process link,

and activity link. They are specialized according to the classes of the con-

nected elements, as it will be defined in the next section. Any link defined in

the model refinement for a specific office must derive from this basic set.

Document links are part of the static knowledge, since they represent
relationships among documents which are independent of the way in which

documents are used. On the other hand, process links and activity links

represent relationships about the document usage context, thus belonging to

the procedural knowledge; they will be discussed in the next section.

As pointed out in the model overview, links define, together with the other

components of the document retrieval model, a semantic network with two

layers: the class layer and the instance layer. The class layer shows the

relationships that hold, in principle, among the different types of documents.

The instance layer describes, for each instance, the real environment in
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/’ File List_of-Addresses
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1 [ ClientDossier

\) Contract
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Client_COntract 1

Fig. 1. The is-a hierarchy of the document class.

which it is embedded. It is a constraint, for the consistency of the model, that

two instances can be connected by an instance of a link only if the correspond-

ing classes are connected by the corresponding link type.

For completeness, inverse relationships are defined too; to preserve the

direction of links (which has a precise meaning), inverse links exist for every

link type defined, although they will not be shown in the figures.

Figures 1 and 2 show respectively a part of the document class and link

class hierarchies defined for the case study. Figure 3 shows the class defini-

tion of the document type Client._ Contract, according to the Kabiria Struc-

tured Language (KSL), described in Celentano et al. [ 1991c] and in Pozzi and

Celentano [1993]. The factual properties are the attributes subscribers and

description (which are composed of other attributes), while the connection

properties belonging to the static knowledge level are represented by the link

belongs, which relates the contract to the client dossier.

4.4 Procedural Knowledge

The procedural knowledge is described by the document retrieval model. Its

purpose is to represent the relationships among the documents and the

related office components, and the operational properties associated with
them. The procedural knowledge is formalized through a network-based

model that shows how documents are created and accessed, how events

trigger the procedures, and who executes the procedures. It includes, besides
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Executes
Activity-link 1~ Triggers

I

Comes_with
J

Fig. 2. The is-a hierarchy of the link class.

class Client_COntract isa contract {
agg-of {

subscribers: agg-of 1
client: agg-of {”

name: Sfnng;
address: stTing;
.

);
manager: string;

Fig. 3. The definition of the Client–Contract

document class.

);
description: agg-of {

credit: string;

rate: tnteger;

amount: 2nteger;

. };

};
links {

belongs to ClientDossier;

is-input to ClientDossier.Completion;

isinput to Searchingfor_Contracts;

is.created to Contract Signature;

}

};

documents, procedures, events, and agents. Like documents, these entities

are connected in a two-layer semantic network through the process and

activity link types; as noticed in Section 4.1, they are essentially stub objects,

whose structures and contents are not defined.
Figure 4 shows a part of the class layer for the reference example, concern-

ing credit contract preparation: collecting client information, preparing the

dossier, drafting the offer, and contract signing.
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Fig. 4. A part of the semantic net describing the case study.

Process links connect procedures and documents (e.g., in Figure 4, sends,

creates, is_input).

Actiuity links put objects of the procedural knowledge in relation to each

other, and more precisely:

—Procedures with procedures: this link is used to relate activities according

to causal or temporal dependencies (e.g., activates).

—Events with procedures: this link models the triggering of procedures by
occurrence of events, which can be internal, i.e., they belong to the office

environment, or external, i.e., they belong to the external world (e.g.,

causes, triggers, waits).

ACM Transactions on Information Systems, Vol. 13, No. 3, July 1995,



250 . Augusto Celentano et al.

—Euents with events: this link models mainly temporal relationships (e.g.,

before, after, upon–completion) and causal relationships (e.g., derives–from,

is–caused–by) between events.

—Agents with procedures: this link represents the involvement of agents in

the execution of procedures (e.g., executes).

—Events with documents: this link is intended to express the situation of an

external event carrying some documents with it (e.g., comes–with).

As for the static knowledge, inverse links exist for all types of links in the

model.

4.5 Domain Knowledge

The domain knowledge has the purpose of relating the components of the

conceptual document model and the document retrieval model to the rules

and regulations that hold in a specific application domain, The need for such

an association stems from three main reasons:

—To explain the existence, the structure, and the connections of the model

components: i.e., why the document types and structures are defined as

they are and why they are embedded in such a specific procedural environ-

ment.

—To validate the model during the insertion of new instances.

—To infer new relationships from the defined ones, thus allowing users to

consider “virtual links” during the search process.

The application domain knowledge is represented through rules: general

rules and navigation rules.

General rules concern the role of documents both in the procedural context

of the office and in the context of laws and regulations of the application

domain. For example, in the referenced case study, a specific aspect of loan

funding may be described by the following two rules (illustrated in a Prolog-

like notation), where the former defines a juridical requirement, and the

latter defines the implication of this requirement on the documents which are

needed by the office.

{Rl } needs - warrant(Loan) :-
is-instance (Loan,loan – contract),
Loan, Client.Type = “Company”,
Loan. Amount >10,000

{R2} link(l-oan,Warrant,is - warranted) :-
is-instance (Loan,loan – contract),
w-lnstance(Warrant, warrant – letter),
needs – warrant(Loan),

Rule RI states that a warrant is needed if the loan amount granted to a

Company (as opposite to a private client) exceeds $10,000; rule R2 states that

such a loan must be accompanied by a warrantor letter. For the document
management system, this rule implies the existence of the letter associated to

the dossier of the credit recipient. The implicit relationship between the client

and the Warrant–Letter documents can be exploited by an inference process.
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Navigation rules can be used by the system for traversing the semantic

network during the search process. These rules are the basis for creating

virtual links among the model elements, that is, links describing relation-

ships inferred by tracing a path in the network. Since they are strongly

related to query processing, their description will be deferred to the end of

Section 5.

The reader is referred to Celentano et al. [1991a; 1991b] for further

discussion about the definition and use of the domain knowledge.

5. THE DOCUMENT RETRIEVAL ENVIRONMENT

Document retrieval in Kabiria is designed to support the two basic kinds of

search mentioned in Section 2: analytical search, to retrieve documents, and

explorative search, to get assistance to operative tasks in the office.

—Analytical search occurs mainly at the instance level, where the user

examines the various occurrences of a given document type. Analytical

searches are generally limited by a set of search parameters, such as

values of document fields (e.g., “Retrieve the documents signed in Milan by

the Loan Department Director”), or values of elements of the procedural

knowledge (e.g., “Retrieve the loan draft offers processed by the Officer

Schultz”).

—Explorative search supports the user in the analysis of document roles in

the office; the involved search parameters are related to document types

and sets. Indirectly, this search aims to explore why and how a document

type is involved in office procedures, e.g., which documents are needed to

complete a loan management: this query returns a set of document types

and, indirectly, information about their processing environment.

Most actual search processes are generally performed as interleaved explo-

rative and analytical retrieval steps. For example, while filling in a set of

forms, the document base is accessed to retrieve and fill in progressively, say,

all the “evaluation forms of the clients requiring a loan higher than a certain

amount.” This analytical search might be interleaved with explorative search

to get on-line information about the processing rules of these forms, e.g.,

whether a signature is needed or not.

Analytical and explorative search in Kabiria are supported through tools

implementing, respectively, two search modes:

—the query mode, using the Kabiria Query Language (KQL) and

—the browsing mode.

The two search modes can be interleaved, the goal being that of progres-

sively restricting the search set to the target document classes or instances.

5.1 The Querying Environment

The querying environment integrates the following features:

—It allows users to ask for properties related to the conceptual structure of

documents.
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—It allows users to ask queries about document roles, using knowledge on

the relationships holding in the office environment.

—It allows users to merge the queries on the conceptual structure and the

role with traditional content-based searches.

—It supports incremental refinement of the retrieval process by merging the

results of several querying and browsing sessions.

In order to implement these features, the querying language is based on

three different facets of document identification:

—The structured data which describe the documents’ static meaning, i.e., the

conceptual structure.

—The environment in which the documents are embedded, i.e., the semantic

network.

—The plain text content.

In the following the main features of the query language are presented. The

reader is referred to Celentano et al. [199 lc] for a thorough presentation of it.

5.1.1 Query Formulation. A KQL query is defined by the following gen-

eral structure:

retrieve class _ name ( types I instances )
[ in partition ]
[ with conceptual- description 1
[ environment environment- description 1
[ contents contents- description ]

The output of the query can be a set of document instances, or a set of

types. If the query target is a set of instances, the instances of both the

specified class and its subclasses are looked for. If the query target is a set of

types, the query returns the set of the most specific subclasses satisfying the

query clauses.

5.1.2 Querying the Document Structure. The static meaning of the re-

quested documents, in terms of their conceptual components, is described

through the with clause. It is composed of a sequence of predicates on the

factual attributes of the document structure, in the form of boolean expres-

sions joined by and and or operators. For instance, the following query:

{Ql } retrieve Sohcitation - letter instances
with (Receiver, Name = “FOO & Co.” or

Receiver.Name = “Such& Such”)
and date >= 3/1/1993

retrieves solicitation letters sent to one of the customers Foo & Co. and
Such & Such on or after March 1, 1993.

If the query target is a set of types, the clause can only predicate the

presence of conceptual components by referencing their names, as in the

following query:

{Q2} retrieve document types
with offer _ validity

that retrieves document classes having a conceptual component called

offer–validity.
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5.1.3 Querying the Document Role. The relationships which must hold

between the requested documents and other office entities are stated through

the environment clause. Such knowledge is coded in terms of links of the

semantic network which models the document base: by means of the envi-

ronment clause the user expresses a predicate on the role of the document in

the office system. In its simplest form, it describes a path on the semantic

network, made of a sequence of links and nodes names.

This clause identifies as candidate results the types or instances which are

connected, through the named links, with the specified node or set of nodes.

According to the target of the query (i.e., types or instances) the connected

nodes can be classes or instances, under the following constraints:

—If the query target is a set of document types, the referenced nodes must be

classes.

—If the query target is a set of document instances, the referenced nodes can

be instances or classes; if they are class names, they identify the set of

instances of that class.

Examples of environment specifications are the following ones. They refer

to the fragment of semantic network shown in Figure 4, and to the associated

network of instances.

—The documents (types) that are generated when processing a draft offer:

{Q3} retrieve document types
environment is_ created procedure has _ input Draft_ Offer

—The documents that have been handled by Officer Schultz:

{Q4} retrieve document instances
environment process _ link procedure executed_ by

Officer: Schultz

—The documents that can be handled by Officer Schultz (in this case the

role of the person is used instead of the name):

{Q5} retrieve document types
environment process _ link procedure executed_ by

OHicer

As aforementioned, the nodes of the semantic network are connected by

pairs of links, establishing direct and inverse relationships. Therefore the

generic process–link referenced in queries Q4 and Q5 recalls both documents

which are output by a generic procedure, and documents which are consumed

as inputs, thereby identifying in a broad sense the concept of “handling.”

5.1.4 Querying the Document Content. The textual part of documents is

searched through the contents clause, bridging the conceptual and semantic

description to the actual contents. It is a usual information retrieval query,
that is, its lexicon, syntax, and operational structure are defined according

the actual IR engine to which this system is interfaced, and will not be

detailed here.
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5.1.5 Query Execution. The search strategies used during the execution of

the query vary according to the clauses which compose the query. We sketch

in this section the interpretation of the environment clause on the class

layer.

The environment clause is analyzed backward. The navigation steps

described by the link chain referenced in the clause are performed in reverse

order, starting from the last node cited, and using the set of nodes identified

at the end of each step as the starting set of the next step.

As an example, in query Q3, the execution begins by identifying the

procedures that are connected to (subclasses of) the class Dra/LOffer through

the link has–input (and the inverse link is–input). Then, the document

subclasses connected through is–created links to the nodes identified in the

previous step are collected, and marked as the query result.

The algorithm that executes a single navigation step varies according to

the query target, i.e., classes or instances. In the case of classes, given the

goal

retrieve nodes X connected through links L to nodes Y

where X, Y, and L are names of classes, the process consists in finding the

set of classes {xl, xz, ..., x.} such that

Vi(x, CX A 31 c L, y g Y such that x, is connected to y by Iinktype 1)

with g denoting the relation is-a. The process is recursive: starting from

class X,

(1) if X is a leaf of the is-a hierarchy, the links originating from it are

examined; if a link 1 c L exists and connects the class to a class y c Y,

the class is accepted;

(2) otherwise, X is the root of a subtree of the is-a hierarchy:

—if the required connection exists, the class and the subhierarchy origi-

nating from it are accepted (since links are inherited);

—if the required connection does not exist, the process is repeated for

every immediate subclass.

5.2 The Browser

The browser is the interaction environment of Kabiria; it is entered as the

default command environment enabling the user to explore the system

knowledge, to browse the document base, and to execute the queries.
The design criteria for the browser, illustrated in Celentano et al. [1991a],

are centered around facilities for moving along an information space while

preserving orientation and contexts. The interface facilities address user

friendliness and cognitive search considered by other user interaction tools,

such as database and text retrieval tooIs, and by hypertext systems.

A picture of the browser user interface is given in Figure 5. When Kabiria

is started, a schematic representation of the model entities is provided, called

Mets Net. By pointing to one of the entities, the user can display the
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corresponding class hierarchy (in the figure, the class for Document is

shown~. Upon selection of one-element (e.g., the Client–_Dossier document), a

browsing session is started. The browser state is displayed in four informa-

tion areas. The Links area lists the links leaving the pointed node. By

selecting one link, the Nodes area lists the nodes connected via that link. The

user can move along the network by selecting a new current node from this

list. The Info area describes the type of the current node. The Instances area

allows the user to display the list of instances of the current node. By

selecting an instance, the user moves to the instance level. Navigation along

instances occurs in the same way as the navigation along classes.

According to the features of the document model, and to the search types

addressed by Kabiria, the browser has the following characteristics:

(1)

(2)

(3)

(4)

Is-a hierarchies are a basic starting point for browsing both for analytical

and explorative retrieval.

A link-filtering functionality supports the dynamic definition of views of

the semantic network centered around selected link types.

A structure display functionality allows the user to display the concep-
tual structure of documents, both at the type and at the instance level.

Context functionalities address complexity issues of the search environ-

ment. For user orientation and search tracking, contexts can be dynami-
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tally built around the following browsing concepts:

—Current node: a node of the network that can be zoomed in, marked for

jump-back, saved/loaded on/from file, and is the core of a context made of

links to other documents and to the procedural environment of the docu-

ment.

—Memo: stores objects retrieved during a set of browsing steps. The Memo
tool manages a filing area reserved to collect types and instances examined

during the navigation and is considered relevant for further analysis.

Elements saved via the Memo can be selected as current nodes, thus

starting new browsing steps. Memo is therefore a kind of bookmark facility

[Bernstein 1988].

—Folder: provides the user with a fast-access personal archive made of
network partitions. Document instances, and their types, can be stored via

the Folder tool; differently from Memo, no reference to navigation contexts

is held in the folder, which is a simple deposit of retrieved or browsed

documents.

—History: in order to resume search paths whose analysis has been tem-

porarily delayed, the History tool allows the user to reload stored elements,

thus rolling back to a previous navigation context. It keeps a time-ordered

list of browsing actions. The “summary history” lists the traversed nodes,
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while the “detailed history” shows also the way each node has been

reached. Analogously to Memo, a node in the history can be selected as the

new current node.

5.2.1 Querying and Browsing Interleaving. In Kabiria the browser and

the query environments are integrated. Elements belonging to a query result

set can be selected and defined as current nodes for a browsing session.

Conversely, subsets of the document base resulting from browsing steps can

be passed as query pools to be processed by queries aimed at exploring the

net portion in detail.

Figure 6 shows the query interface: in the Query Window, the query is

formulated. Query results, that is, a list of the types or instances satisfying

the query conditions, are displayed in a separate window. Each element of

the list can be examined, by showing its conceptual structure (as illustrated

in the figure), or can be used to start a new browsing session.

The user can define a partition in the document set, denoted by a symbolic

name which identifies the result of a previous query, or the marking of

selected nodes during browsing: a query can then be executed by taking this

partition as if it were the whole document base, and its associated semantic

net.

As an example, suppose that the user, while browsing the documents

associated to the fragment of semantic net illustrated in Figure 4, has

marked as relevant all the nodes of the network except the procedure

Contract–Signature and the associated documents, Client–Contract and

Final..-Offer. Suppose this set is identified as Preparation–Phase. The execu-

tion ofi

{Q6} retrieve documents instances
in Preparation_ Phase
environment process _ link procedure executed_ by

Officer: Schultz

retrieves the documents of type Draft –Offer and Hand–written–-Report, and

excludes the documents of type Client–Contract and Final–Offer.

The user actions performed while browsing and querying can be recorded

and managed by the Session tool. A session can be saved, resumed, and has

an associated history. The history contains references to elements accessed by

browsing and querying operations: the results of the two phases can be

distinguished according to the description of the paths to the nodes, that is,

link names during some navigation step, direct access in other phases, and

connection of the query result to the user navigation (Figure 7).

Detailed examples of browsing sessions, showing the use of the browser

concepts, tools, and interface issues are described in Celentano et al. [1991a].

5.3 Domain Inference

The identification of the relationships between documents and the other
entities of the office domain is described by tracing an explicit path across

links and nodes. The burden of tracing a long navigation path can be reduced,

and the knowledge support provided by the system can be improved, by
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exploiting the mechanism of virtual links. A virtual link does not explicitly

exist in the model network; rather it can be inferred via navigation and

domain rules which maintain knowledge about complex relationships. The

rules are defined, as any other component of the model, by the system

administrator. From the user point of view, the rules define new link names,

whose usage is homogeneous with the “normal” links. The name of a virtual

link is known through the same global dictionary that describes the accessi-

ble entities of the model.

As an example, consider query Q4, here repeated for the reader’s conve-

nience:

“Retrieve the documents that have been handled by Officer Schultz”

which was formally stated by a two-step environment clause:

{Q4} retrieve document instances
environment process – link procedure executed_ by

Officer: SchuHz

The concept of document handling by an office agent is bound to the

execution of a number of different tasks; in its widest formulation, it can be
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described by the following rules:

{R3} handled- by(Doc,Agent) :-
is-instance (L,process _ link),
is-instance (P,procedure),
is-instance (E,executed _ by),
link(Doc,P,L),
link(P,Agent,E).

{R4} handled - by(Doc,X) :-
handled _ by(Doc,Agent),
is-a(X,Agent).

with obvious meaning of the predicates is-instance and link. By rewriting the

predicate handled_by in infix notation

Doc handled_ by Agent

query Q4 can be also formulated as follows:

{Q7} retrieve document instances
environment handled – by Officer: Schultz

In the same way, during browsing, the semantic network appears to the

user enriched by the handled_by links that enter into the Officer node

starting from the following document nodes (see Figure 4): Draf7._Offer and

Hand-written._Report (through the Reading._Discussing procedure) and

Client–Contract and Final_ Offer (through the Contract–Signature proce-

dure). Similar enrichments apply to the part of network involving the Expert

Agent.

The execution of queries and browsing steps requires a forward resolution

engine to fire the rules, in order to identify which of the real links need to be

explored.

6, THE ARCHITECTURE OF KABIRIA

The design of the Kabiria architecture has been guided by considerations

concerning the ways the office work is organized. In most office environments

documents are archived and retrieved by means of “traditional” IR tools.

Such tools provide effective and efficient access to large amounts of texts.

However, they do not consider the role of the documents in the office, which is

a key concept of the proposed system. Therefore, the Kabiria architecture

blends the knowledge-based approach with traditional IR techniques.

Since the representation of the model entities (i.e., classes and instances) is

often updated and consulted, it should be effectively managed, to avoid

bottlenecks. Therefore Kabiria considers the use of a database management

system to manage the document model representation.

The architecture of Kabiria is based on the client-server paradigm, where

the user workstations act as clients, interfacing with two servers, the Docu-

ment Server and the Model Server. A text-based IR system runs on the

Document Server: it manages the document base (i.e., the collection of
the inserted documents) thus providing a means to solve queries related

to the documents text. A database management system runs on the Model

Server: it acts as a static repository of both the entities defined in the model
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and the rules exploited by the system during the insertion and browsing

phases. The database acts as a repository of objects which become alive only

when they are transferred to the user workstation. A reference between the

document and the model bases is established when a document is inserted

into the system, in order to enable the retrieval of the appropriate documents.

Kabiria supports four basic activities: classification of documents according

to the conceptual types defined in the document model; filing of documents

both in a traditional document base, and as objects of the model semantic net;

retrieval of documents according to the contents, the conceptual structure,

the role, and the domain dependencies; and maintenance of the system

knowledge.

The overall architecture of the system can be split in three fundamental

subsystems (Figure 8)

—the filing system,

—the retrieval system, and

—the interface system.

6.1 The Filing System

For a complete description of the filing system the reader is addressed to

Pozzi and Celentano [1993]. The generaI task of this subsystem is the

acquisition and classification of documents. These processes are carried out
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by the following modules:

—the Acquisition module (ACQ),

—the Classifier module (CLASS), and

—the Insertion module (INS).

ACQ enables the user to define class structures and to insert new document

instances into the system in order to file them. In fact, the system can file

and then manipulate a document only if it recognizes its conceptual struc-

ture. Therefore, as a new document type appears in the office, the system

must be provided with its description, comprising both the conceptual struc-

ture and the links connecting the document type within the semantic net-

work. ACQ is also used to feed the model with a description of document

instances. This activity is performed whenever an actual document, circulat-

ing in the office, must be filed. Classes and instances descriptions, expressed

by means of KSL, are the input of ACQ, that translates them into internal

data structures. The conceptual structure of a document is represented by

means of a tree of frames. Each complex conceptual component is represented

by using a frame, where slots correspond to subcomponents. Recursively,

subcomponent can be structured too, thus leading to a document topology

formed of a tree of frames. Internal representations of classes are directly

stored in the Model Server via the insertion module, while instances enter

the classification process.

The purpose of CLASS is to identify the class a document instance belongs

to. CLASS gets the internal representation of an instance from ACQ and

returns to it the name of the assigned type. In general, the structure of an

instance will not exactly be isomorphic with an existing class definition, due

to the fact that ACQ has not fully recognized the conceptual structure of the

document. CLASS performs a matching process in order to identify analogies

between conceptual structures. The process consists in a partial match be-

tween the tree describing the conceptual structure of the instance and the

ones describing the conceptual structure of the classes. It attempts to find

corresponding nodes in the tree structures, by navigating through them in a

branch-first style. At the end of the process, a list of the classes which

survived it is presented to the user, so that he or she can choose the proper

type.

INS files classes and instances in both the model base and in the document

base. In order to insert a document instance into the semantic network, the

proper set of the links defined at the type level must be instantiated. This

activity may also involve the instantiation of procedures, agents, and events

in order to identify the role of the new document in the office, and to

distinguish it from the ones already filed.

6.2 The Retrieval System

The general task of this subsystem is the retrieving of both document classes

and instances from the model base and the document base respectively. The
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functions involved in the retrieval phase are carried out by the following

modules:

—the Browser (BROW) and

—the Query system module (QUS),

which correspond, respectively, to retrieval by means of an interactive brows-

ing activity, and by means of a direct query.

BROW enables the user to browse through the semantic network, either at

class or instance level, as discussed in Section 5.2.

QUS enables the user to ask queries by using the KQL. Novice users can

express queries by means of a menu-based interface. QUS breaks up a query

into the components involving the semantic network, the conceptual struc-

ture, and the text analysis. The query components involving the analysis of

both the semantic network topology and the documents conceptual structure

are resolved by means of the DBMS. Query components involving the analy-

sis of the document text are resolved by means of the IRS. QUS gets the

results of the execution of the several query components and merges them, in

order to present the result to the user.

To avoid useless reexecution of frequent queries, and to allow an efficient

management of query composition, QUS stores the queries together with

their results, by marking both with the timestamp of the query execution. To

assure the consistency between the result of previous queries and the docu-

ment base, the timestamp is checked against the update time of the docu-

ment and model bases when the query is recalled. If the document base has

not been modified, the stored result is used.

6.3 The Interface System

The general task of this subsystem consists in the provision of suitable

interface mechanisms among the filing/retrieval systems and the model and

the document server. Such a task is performed by the following modules:

—the Semantic Net Interface module (SNI),

—the Information Retrieval System Interface module (1RSI), and

—The Network Service Module (NTS).

These modules are exploited in both the filing and the retrieval phases. SNI

interfaces with the Model Server. In the filing phase S N I features are

exploited in order to insert into the model base the conceptual structure of
both document classes and document instances. In the retrieval phase SNI

translates navigational and query commands into commands addressed to

the DBMS.
IRS I interfaces with the Document Server. In the filing phase it enables a

specific document instance to be stored and indexed by means of the IRS.

However, the document is suitably tagged with the corresponding instance

identifier, so that the model and the document base remain synchronized. In

the retrieval phase, IRSI enables users to answer queries related to the

content of the stored documents.
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NTS hides the user workstation modules from the network communications

aspects and provides for independence from the particular systems on which

the servers run. Moreover, NTS handles the transfer of query commands and

data files from\to SNI and IRSI, on the user workstation, to/from the DBMS

and the IRS.

7. A PROTOTYPE IMPLEMENTATION

A prototype implementation of Kabiria has been developed. The purpose of

the prototype was to experiment the feasibility of a knowledge-oriented

approach to document management, and to validate the document model both

in the classification and the retrieval environments. The implementation was

therefore focused on testing the system functions and the user interaction,

with little attention to performance and data volumes. Development tools

oriented to rapid prototyping and knowledge management have been ex-

ploited in the implementation of Kabiria.

The prototype has been implemented on a heterogeneous hardware and

software platform in order to mirror a typical target environment, constituted

of a set of MS-DOS personal computers connected via a local area network to

a Unix-based server. In Kabiria the User Workstation subsystem has been

implemented on Bull Mitral 386-based personal computers, running MS-

DOS\MS-Windows 3.1, GoldWorks III (GWIII), and Golden Common Lisp

(GClisp) software environments. Both the Model Server and the Document

Server have been implemented on a Bull X-40 computer, running the Unix

operating system. 0RACLE2 is used as a DBMS, and BRS/Search3 is used

as the text-oriented IRS. The User Workstation and the Model and the

Document Servers are connected by means of an Ethernet network with

TCP/IP protocol.

GWIII is a Lisp-based, object-oriented programming environment, exploit-

ing the MS-Windows graphical user interface. In addition to standard Com-

mon Lisp functions, it provides functions to manage objects and rules, and to

define user interface components. GWIII is frame based and features a

powerful rule system. GWIII proved powerful and simple to implement the

model and the associated rule base for the document classification, and to

provide the user with a friendly interface. Its major drawback is the heavy

load imposed on the system with respect both to memory requirements and

execution times.

7.1 Evaluation of the Prototype

The evaluation of Kabiria is in progress, aiming at precisely identifying its

effectiveness. The evaluation concerns mainly the strategies for query resolu-

tion and the complexity growth in large office applications.

Query Resolution Strategy. The prototype query processor uses a very

simple strategy for processing queries involving textual, conceptual, and

2 ORACLE is a trademark of Oracle Corp.
3BRS/Search is a trademark of BRS Information Technologies.
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procedural components. The query clause which refers to the textual content

is transmitted to the Information Retrieval Server, where it is processed. The

resulting set of document identifiers is intersected with the set returned by

the independent processing of the query clauses related to the conceptual

components and to the semantic network.

When the number of document instances of a specific class is high, a

stronger cooperation between the two processing phases can improve the

overall performance. The resolution of the conceptual and procedural query

components could be performed on the partition of the document base re-

turned by the Document Server, thus reducing the scope of the less efficient

processing on the knowledge-based model. Also, the ordering among clauses,

the precalculation of the navigation paths, and the definition of index struc-

tures on the conceptual components (currently implemented as run-time

functions) will contribute to improvement of the system overall performance.

Performance. For large document bases and complex office models, user

interface issues related to the selection and management of the relevant

documents during querying and browsing operations become dominant is-

sues. As the number of nodes of the semantic network grows, Kabiria shows

some limitations related to both the response time and the ease of the

interaction.

As aforementioned, Kabiria has been implemented by using the GWIII

Lisp-based software environment. While GWIII is really powerful from a

productivity point of view, it presents a set of drawbacks as soon as the

number and sizes of managed objects become relevant. Namely, the auto-

matic and random garbage collection process performed by GWIII impacts

the performance of Kabiria negatively. For instance, when the semantic

network is composed of a couple of hundreds of nodes, the mean response

time of a browsing operation is about 20 seconds. We argue that this

performance degradation does not depend on the specific software environ-

ment used, being a common feature of PC-based development environments

running Lisp. A production implementation of Kabiria based on traditional

development platforms (such as C or C ++), will overcome this limitation.

Ease of interaction depends strongly on the ability of tracking the naviga-

tion paths and their contexts. The tools provided by the browser of Kabiria in

order to tackle this issue (e.g., the Memo and the History tools) show some
limitations when the number of nodes in the semantic network is high. For

instance, the is-a hierarchy of model entities becomes difficult to manage,

since only a small portion of it can be visible at one time. This problem is
even more apparent when a large set of homogeneous instances needs to be

browsed. Although the capability of Kabiria of interleaving browsing and

querying operations can reduce the amount of relevant information in each

step, new paradigms and tools should be designed and developed in order to

overcome definitively such problems, as we will discuss in Section 8.

8. CONCLUDING REMARKS

We have presented an approach to office document retrieval that supports

complex retrieval activities through three levels of knowledge representation:
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static, that is, bound to the structure and contents of documents; procedural,

that is, related to the operational aspects of the office work; and domain, that

is, related to the application domain and its governing regulations. In this

framework the documents are modeled in terms of their semantic properties,

and as nodes of a semantic network representing the procedural and

domain-related context where they are used.

Then, we have illustrated the Kabiria retrieval system based on the model

that integrates browsing and querying operations both on specific document

instances and on the relationships that hold among the office components at
the type level.

A knowledge-based document model satisfies the requirements of document

retrieval activities based on contents, deep meaning, and role, because it

allows one to cover a broad spectrum of cases typical of office environments.

The benefits of a knowledge-based approach derive mainly from operational

and domain-specific aspects: the information which is not explicit in the

document text is supplied by describing additional operational properties and

relationships with other documents. Reasoning on relationships and logic

inference that can be performed on a knowledge-based model allows one to

approach the problem of identifying documents, procedures, and operational

requirements in a uniform way. For example, the retrieval of documents

needed for completing a specific dossier, or of documents to be issued before a
specific date, or of documents concerning a specific topic, are several facets of

a same semantic characterization which focuses, in different cases, on the

procedural, operational, or informative meaning. These three meanings can

be expressed in a homogeneous way, with benefits in terms of understanding

and management.

The research efforts will mainly focus on three issues: the definition of a

cooperative environment for model design, the investigation of new struc-

tures for improving the navigation in complex information spaces, and the

formalization and use of a richer domain knowledge.

(1) Based on the distributed architecture illustrated in Section 6, we are

tackling the issue of designing a method to allow for cooperation within a

team of document model designers. The basic idea is to divide the whole

task of document modeling into a set of subtasks, which are indepen-

dently designed [Fugini and Pozzi 1988], and then integrated into the

final semantic network. The whole design task can be partitioned on an

organizational basis, i.e., each designer is faced with a set of procedures

describing a specific organization unit, such as secretariat administra-

tion, meeting organization support, and so on. The interfaces among the

different design tasks are composed by the document classes that are

common to a set of organization units. Kabiria could then be integrated

into a cooperative environment [Peterc et al. 1992] in order to exploit tools

oriented to the support of group work activities which can be used to

resolve conflicts among the model designers, both in the design of units
and in the integration tasks.

(2) Disorientation is inherent in a complex information space modeled by

using either a hypertext or a semantic network; therefore, new paradigms
ACM Transactions on Information Systems,Vol. 13,No. 3, July 1995
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must be explored to overcome this problem. For instance, according to

Chignell et al. (personal communication, University of Toronto, 1992) one

approach is to design an information space which draws upon characteris-

tics and patterns of physical spaces. In this way, the design space exhib-

its properties of the real world, and in turn, people can use their real-

world strategies within the virtual design space. In particular, three-

dimensional information structures [Card et al. 1991] provide a spatial

encoding of information that can be successfully exploited.

(3) Domain knowledge could be formalized, and its use could be extended.

The query language could be augmented so that “concepts” of the applica-

tion domain can be inserted in a query. Then, suitable processing actions

could be automatically derived in order to exploit the concepts. We want

to face queries such the following one:

“Retrieve the Balance Sheets in the dossier of client Foo & Co., which
have been checked by the Officer Schultz, coming from the Chamber of
Commerce.”

Balance Sheet documents differ in structure, origin, and usage (the

definition used in the case study was simplified, according to the selected

detail level). They can be modeled through domain rules describing the

implications of the following definition:

“The Balance Sheets regarding clients are collection of sheets provided
by the Chamber of Commerce, by the client himself, by other Depart-
ments and branches of the Bank. Some of them can be missing, e.g., if the
client had no previous relationships with the Bank.”

The amount of knowledge contained in this definition is large compared

with the knowledge involved in the examples illustrated in this article. In

fact the document types provided by the different organizations, their

format, and the amount of information contained in them depend on

several conditions concerning the specific Company status, its kind of

business, and so on.
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