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Abstract Clustering algorithms play an important

role in data analysis and information retrieval.

How to obtain a clustering for a large set of high-

dimensional data suitable for database applications

remains a challenge. We devise in this paper a

set-theoretic clustering method called PCS (Pair-

wise Consensus Scheme) for high-dimensional data.

Given a large set of d-dimensional data, PCS first

constructs (
�

d
p

�
) clusterings, where p ≤ d is a small

number (e.g., p = 2 or p = 3) and each clustering is

constructed on data projected to a combination of p

selected dimensions using an existing p-dimensional

clustering algorithm. PCS then constructs, using

a greedy pairwise comparison technique based on a

recent clustering algorithm [1], a near-optimal con-

sensus clustering from these projected clusterings to

be the final clustering of the original data set. We

show that PCS incurs only a moderate I/O cost, and

the memory requirement is independent of the data

size. Finally, we carry out numerical experiments

to demonstrate the efficiency of PCS.
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1 Introduction

Clustering algorithms partition a set of objects into
clusters based on similarity of objects. A clustering
is therefore a set of clusters, where similar objects are
placed in the same cluster. Various clustering meth-
ods have been studied, for example, partitional, hier-
archical, density-based, graph-based, neural network,
fuzzy, compression-based, and consensus clusterings.

In database applications, existing clustering algo-
rithms are often needed to be adapted for two reasons.
First, these algorithms assume that the entire set of
data can fit in the memory to achieve efficiency. In
practice, however, the size of the data set may be sev-
eral magnitude larger than that of the memory. Sec-
ond, these algorithms tend to ignore I/O cost during
data processing. In reality, however, loading a large
volume of data repeatedly from the disk to the mem-
ory is highly time-consuming. Researchers have in-

vestigated the scalability problem for low-dimensional
data (e.g., see [2, 3, 4]), but none of the existing
methods scales well to handle large volumes of high-
dimensional data efficiently and accurately.

Bellman’s “curse of dimensionality” [5] explains
why it is difficult to design clustering algorithms for
high-dimensional data, for the computational com-
plexity grows exponentially fast as the dimension-
ality of data is increased. Reducing dimensionality
has been a common approach in dealing with high-
dimensional data. It builds clusters in selected sub-
spaces so that high-dimensional data can be addressed
or even visualized. When certain dimensions are irrel-
evant for the application at hand, eliminating them
to reduce data dimensionality would seem reasonable.
This is equivalent to considering only the set of data
at the projection of the subspace of the remaining di-
mensions. But considering only one subspace would
inevitably cause loss of information. One can only
hope that a clustering acquired from the subspace is
reasonably close to the real world.

We want to have efficient clustering algorithms that
are suitable for database applications involving large
sets of high-dimensional data. In particular, we want
to devise a clustering algorithm that satisfies the fol-
lowing criteria:
• Efficiency: It should produce a clustering in sub-

quadratic time.
• Scalability: It should be I/O efficient, capable of

dealing with a large data set.
• Accuracy: It should give each dimension full and

equal consideration.
Berman, DasGupta, Kao, and Wang [1] recently

devised a clustering algorithm for constructing a near-
optimal consensus clustering from several clusterings
on the same data set. Their algorithm, however, runs
in cubic time. Based on their algorithm we develop a
clustering method for high-dimensional data to meet
the above three requirements, and we call our method
a Pairwise Consensus Scheme (PCS). Given a large
set of d-dimensional data, PCS first constructs

(
d
p

)

clusterings, where p ≤ d is a small number (e.g., p = 2
or p = 3) and each clustering is constructed on data



projected to a combination of p selected dimensions
using an existing p-dimensional clustering algorithm.
PCS then constructs, using a greedy pairwise com-
parison technique, a new consensus clustering from
these projected clusterings to be the final clustering
of the original data set. In other words, PCS is a
“dimensionality-aware” application of Berman et al’s
consensus clustering algorithm [1]. We show that PCS
incurs only a moderate I/O cost, and the memory re-
quirement is independent of the data size. Finally,
we carry out numerical experiments to demonstrate
the efficiency of PCS. Because it does not ignore any
dimension of the data, PCS is expected to be more ac-
curate and more comprehensive than subspace-based
clustering methods.

The rest of the paper is organized as follows. Sec-
tion 2 surveys the related work on clustering algo-
rithms for large-scale and high-dimensional data. Sec-
tion 3 introduces the set-theoretic consensus cluster-
ing method and PCS. Section 4 presents preliminary
performance results. Section 5 summarizes our work.

2 Related work

In the past decade, designing new clustering algo-
rithms or modifying existing ones to obtain good scal-
ability has attracted much attention in the database
and data mining research. Bradley et al. [6] de-
scribed the requirements to scale clustering algorithms
to large data sets. The following are widely-used clus-
tering algorithms intended to deal with large scale
data sets. CLARANS [2] is a randomized-search-
based clustering algorithm to produce a clustering of k
clusters, with k being a given parameter. CLARANS
does not confine the search to a restricted location.
It delivers good quality clusters, but it is not effi-
cient enough to deal with very large data sets be-
cause of its quadratic-time complexity. BIRCH [3] is
a condensation-based clustering algorithm. It incre-
mentally builds an in-memory balanced clustering fea-
ture tree to collect and summarize information about
sub-clusters. Inside the tree, a leaf node represents
a cluster. BIRCH algorithm scales linearly with the
number of instances. It returns a good clustering with
one scan of data. However, BIRCH can only handle
numeric attributes and it is sensitive to the order of
input. DBSCAN [4] is a density-based approach. It
defines cluster as a maximal set of density-connected
points. Using the concept of density-connectivity, it
groups all the points that are reachable from the core
into clusters, and others as outliers.

Subspace-based clustering algorithms reduce di-
mensionality to circumvent high-dimensionality and
therefore reduce a problem to a more manageable
level. CLIQUE [7] is a combination of a density-based
and a grid-based clustering method. It works on el-

ementary rectangular cells in certain subspaces. A
bottom-up search is used to find cells whose densities
exceed a threshold value. All the dense subspaces are
sorted by their coverage and the subspaces with less
coverage are pruned. Clusters are generated where
there is a maximal set of connected dense cells. EN-
CLUS [8] is a variance of CLIQUE. The difference
is that it measures entropy instead of density. Clus-
ters tend to form in the subspace where entropy is
low. Three criteria of coverage, density, and corre-
lation are used to define clusterability of a subspace.
OptiGrid [9] obtains an optimal partitioning based on
divisive recursion of grids in high-dimensional space.
It focuses on constructing the best separation hyper-
plane between clusters that may not be parallel to
the axes. The cutting plane usually goes through the
point where the density is low. PROCLUS [10] uses a
top-down approach and builds clusters around a selec-
tion of k medoids. It attempts to find an association
of a low-dimensional subspace with a subset of data.
ORCLUS [11] creates subspaces that may not be par-
allel to the axes. These subspaces are defined by a set
of vectors, so they are also known as projections. In
these subspaces, clusters are formed as a distributed
subset of data. The clusters are formed in three steps:
cluster assigning, subspace selecting, and merging.

3 Methodology

Given a large set of high-dimensional data, PCS con-
structs a consensus clustering from multiple projected
clusterings. It compares a set of projected partitions
generated using a low-dimensional clustering method,
determines the similarities between each pair of indi-
vidual partitions, and returns an approximate consen-
sus of these partitions, which renders the final cluster-
ing of the original data set.

In particular, as illustrated in Figure 1, for a
given set of d-dimensional data, we use an existing
p-dimensional clustering method to generate a set of
partitions of the original data points, where each par-
tition is a clustering on p attributes of the data set.
Assume the total number of partitions is k. Our next
goal is to compare these k partitions and compute the
similarities between them. By rearranging the clus-
ters in each individual partition, we align these p par-
titions such that the clusters in different partitions
are most similar to each other column-wise. After
the final alignment of the k partitions is computed,
we merge them together to generate the clustering for
the original data set.

3.1 Generation of Projected Partitions

Unlike other subspace-based clustering algorithms, we
want to give each dimension full and equal consid-
eration. In particular, when we use a p-dimensional
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Figure 1: Overview of PCS

clustering method to produce projected partitions for
a given set of d-dimensional data, we choose to run
the algorithm on all the combinations of p attributes.
Therefore, the total number of projected partitions k
is equal to

(
d
p

)
.

We note that p may be of any value ≤ d, as long
as we have an efficient p-dimensional clustering algo-
rithm that can generate a clustering of good quality.
We choose p = 2 for two reasons: First, there are
many good 2D clustering algorithms. Second, using
p = 2 makes the value of k small, which will cut down
computation time.

When we use a 2D clustering algorithm to obtain
projected clusterings on every combination of two di-
mensions, if the dimensionality d is high, the value of
k may still be too large. This may deteriorate the ef-
ficiency of the method. However, it is possible to gen-
erate all the projected partitions in one scan of data.
For example, we may choose a low-dimensional hierar-
chical clustering algorithm such as BIRCH [3] for this
purpose, which uses a balanced CF-tree (Clustering
Feature-tree) and incrementally adjusts the quality of
sub-clusters. By constructing CF-trees for every pair
of attributes, we may be able to obtain all the pro-
jected partitions within one single scan of data.

3.2 Distance Measure between Parti-
tions

First, we define the distance measure between two
clusters (i.e., two subsets of data points). We use sym-
metric difference to measure the similarity between
two sets S and T , which is the total number of data
points belonging to only one of the two sets (Equa-
tion 1):

∆(S, T ) = |(S\T ) ∪ (T\S)| (1)
Berman et al [1] formulate the following optimiza-

tion problem:
k-Partition Clustering (PCk)

• Instance: a set S of data, a collection of k
partitions P1, P2, ..., Pk of S with each partition
Pi = {Si,1, Si,2, ..., Si,q} containing exactly the
same number q of sets. (Note that some of these
sets Sij could be empty sets.)

• Valid solutions: a sequence of k permutations
σ = (σ1, σ2, ..., σk) of {1, 2, ..., q} that “aligns” the
partitions.

• Objective: minimize

f(σ) =
q∑

i=1

∑

1≤j<r≤k

∆(Sj,σj(i), Sr,σr(i)) (2)

where ρ is a permutation of {1, 2, ..., q} and ρ(i)
is the ith element of ρ for 1 ≤ i ≤ q.

Note that it is always possible to have all k parti-
tions to contain exactly the same number q of sets by
allowing some of the subsets to be empty.

3.3 Approximation of k-Partition
Clustering (PCk)

For k partitions with exactly q subsets in each par-
tition, there are totally kq number of sets and we
can arrange them as a k by q matrix. The PCk op-
timization problem attempts to minimize the func-
tion of σ (Equation 2), which is the summation of
symmetric differences of each pair of subsets within
a single column and then aggregates them through-
out all q columns. For k = 2, Gusfield [12] devised a
polynomial-time algorithm based on perfect matching,
where the distance measure used is the minimum num-
ber of elements needed to be removed from given two
sets to make them identical. He also observed that the
problem becomes NP-hard for k ≥ 3. Berman et al [1]
have recently shown that this optimization problem
is MAX-SNP-hard for k = 3 even if each set in each
partition contains no more than two elements. Thus,
unless P = NP, there exists a constant ε > 0 such that
no polynomial time algorithm can achieve an approxi-
mation ratio better than 1+ ε. They also constructed
a (2 − 2

k )-approximation algorithm for PCk for any
k. This means that a polynomial-time approximation
algorithm exists with approximation ratio 2 [1].
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Figure 2: Approximation for aligning k partitions

We propose the following approximation scheme to
solve the k-partition clustering problem (as described
in Figure 2): Given a set of k partitions, we choose
the first partition as base to align the rest of the par-
titions. The resultant alignment has a corresponding



total symmetric difference Σ1. We then use the sec-
ond partition as base to align the other partitions, and
again there is a corresponding total symmetric differ-
ence Σ2. By using each of these k partitions as base,
we will have k different alignments and k number of
total symmetric differences. Among them, we choose
the one that has the minimal total symmetric differ-
ence as the final alignment.

One remaining question is how to align two parti-
tions, which will be studied next.

3.4 Approximation of 2-partition
Clustering (PC2)

The perfect matching (optimal alignment) of two par-
titions can be achieved by using the Hungarian al-
gorithm [13]. For two partitions, each of which has
exactly q sets, the Hungarian algorithm calculates the
symmetric difference between every pair of sets and
places the results in a q by q cost matrix. By minimiz-
ing the total cost, the Hungarian algorithm finds the
optimal solution for aligning two partitions. However,
the Hungarian algorithm runs in time O(q3 log3

2 m)
on a q× q cost matrix, where m is the largest number
in the matrix, and obtaining the cost matrix requires
O(qN +q2 log2 N) time, and so the total running time
equals O(qN + q3 log3

2 N), which may still be too high
in practice, especially when the total number of data
points N and the dimensionality d are large. There-
fore, we use a greedy approximation algorithm to align
two partitions.
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Figure 3: Approximation for aligning 2 partitions

The approximation method uses a greedy approach
to find the best available matching (Figure 3). For the
first set in partition 1, we traverse through each set
in partition 2 to find the matching which gives the
minimal symmetric difference. Then, for the second
set in partition 1, we go through the remaining sets
in partition 2 to find its best matching. We keep on
doing this until there is no set left in each partition.

3.5 Merge Aligned Partitions

The final step of the set-theoretic clustering method is
to merge the aligned partitions. For k projected parti-
tions, each of which contains exactly the same number
q of clusters, the final alignment forms naturally a k by
q matrix. Each entry of the matrix corresponds to a
cluster; each row represents a partition; and each col-
umn consists of k clusters that are the most “similar”
to each other. Now we need to merge these “similar”

clusters to construct the final clustering of the original
data set.
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Figure 4: Method for merging aligned partitions

An overview of the method is shown in Figure 4.
For data point i, it may appear in many of these q
columns, and may also appear multiple times in a
single column. To decide the final clustering assign-
ment for data point i, we traverse through the ma-
trix column-wise, count the appearance of the data
point in each single column, and assign data point i
to the cluster that corresponds to the column where
it appears the most number of times. Note that even
though each column forms one cluster in the final clus-
tering, it does not necessarily mean that the final clus-
tering will contain q clusters, since some of these clus-
ters may be empty and thus negligible.

3.6 Runtime Analysis

In this section, we examine the running time for the
set-theoretic clustering method. The following sym-
bols are used in the analysis:

N - total number of data points
d - dimensionality of the overall space
p - p-D clustering method used to generate

partitions
k - number of projected partitions
q - number of clusters (sets) of each partition
τg - time to generate k projected partitions
τa - time to align k projected partitions
τ ′a - time to align two projected partitions
τm - time to merge all aligned partitions

The process of clustering a high-dimensional data
set using set-theoretic clustering model consists of
three stages. First, use the user preferred p-
dimensional clustering method to generate k projected
partitions. Second, find an alignment that gives the
best consensus of the k partitions. At the last stage,
merge the aligned k partitions. Therefore, the overall
time requirement would be

τtotal ≤ τg + τa + τm

Since τg depends on the specific p-dimensional clus-
tering method, it is beyond the scope of our discussion.
Let us focus on τa. Since our algorithm uses each of
the k partitions to align every other partition, we have

τa = k2 · τ ′a



Suppose we have two partitions S = {S1, . . . , Sq}
and T = {T1, . . . , Tq}, where each subset Si and Tj

is already sorted (this can be done easily by a sim-
ple modification of the p-dimensional algorithm). We
use a greedy strategy to align them. At first, we look
through Ti (1 ≤ i ≤ q) to find the cluster that gives
the smallest ∆(S1, Ti) to match up with S1. This re-
quires a scan through the data points contained in T1,
T2, . . . , Tq once, and those contained by S1 q times.
Thus, assuming each pair of data points can be com-
pared in constant time, the runtime will be, plus the
time to write down the value of the symmetric differ-
ence,

O

( q∑

i=1

|Ti|+ q · |S1|+ log2 N

)
.

Suppose Tm1 is the match we find for S1. At the
next step, similarly, we find the best matching for S2

among the remaining clusters in T . Therefore, the
runtime for doing this becomes

O

( q∑

i=1,i6=m1

|Ti|+ (q − 1)|S2|+ log2 N

)
.

We keep on doing this until there is only one cluster
left in T to match up with Sq. So, to align S and T ,
we have

τ ′a = O

( q∑

i=1

|Ti|+ q|S1|+ log2 N +

q∑

i=1,i6=m1

|Ti|+ (q − 1)|S2|+ log2 N + · · ·+

|Sq|+ |Tmq |+ log2 N

)

< O

(
q

q∑

i=1

|Ti|+ q

q∑

i=1

|Si|+ q log2 N

)

= O(2qN),

where we use the fact that
q∑

i=1

|Ti| =
q∑

i=1

|Si| = N.

Therefore, we get

τa = O(2k2qN) (3)

To merge the aligned partitions and compute the
final clustering, basically, for each data point, we
go through each cluster of the aligned k partitions
column-wise to find out in which column this data
point appears the most number of times. The cluster
that this column corresponds to is also the final clus-
ter assignment of this data point. Since this process
requires to check whether a data point is contained by
each cluster, we have

τm = O(kqN).

and τtotal ≤ τg + O((2k2 + k)qN).

Since for any particular problem, k is independent of
N so may be considered as a constant, we have

τtotal ≤ τg + O(qN) (4)

Equation 4 tells us that the runtime to align and
merge k partitions is in O(qN). In the worst case,
when we have the same number of clusters as data
points, the runtime is in O(N2). However, in most
cases, we expect that q is much smaller than N . So the
runtime will be sub-quadratic. When q is a constant,
it runs in linear time.

3.7 Scalability

We have so far assumed that we have enough mem-
ory to store all the data points. This, of course, does
not scale well. It will suffer when the data set is very
large. When calculating the symmetric difference be-
tween two large clusters, we may compare the data
contained in each of the two clusters by dividing the
data into portions and calculate the symmetric differ-
ence in a portion-by-portion manner. However, this
alternative will lead to a huge amount of I/O cost,
which will increase as the size of the data increases.
Next, we introduce a method called cumulative sym-
metric difference, which improves the scalability of the
set-theoretic clustering method significantly, thus en-
abling us to apply it to very large data sets.

We know that if a data point belongs to both clus-
ters S and T , it will make no contribution to ∆(S, T ).
It increases the value of ∆(S, T ) by 1 if it only belongs
to S or T . So, to calculate the symmetric difference
between two clusters, we may accumulate the result
while we process the data. For k projected partitions,
each of which contains exactly q clusters, there are
totally kq clusters. Let n = kq. The main idea be-
hind cumulative symmetric difference is that we use
an n by n matrix to accumulate the symmetric dif-
ference of each pair of these n clusters. Initially, we
set all entries in the matrix to 0. Then, for each data
point, we increase the value of matrix entry [i][j] by 1
if this data point belongs to only cluster i or cluster
j. Otherwise, we keep the original value.

Here is an example. Suppose there are 8 data points
(represented by integers 1 to 8) and they are clustered
into 3 different partitions as follows:

P1 : C1{1, 5, 6} C2{3, 7, 8} C3{2, 4}
P2 : C4{1, 2, 3, 5} C5{6, 7} C6{4, 8}
P3 : C7{1, 2, 6, 7} C8{3, 4, 5, 8} C9{}

Since there are totally 3×3 = 9 clusters, we number
them as C1, C2,..., C9. Initially, every cell in the 9 by
9 cumulative symmetric difference matrix is set to 0.

Then we process point 1, which belongs to clusters
C1, C4 and C7. When we update the matrix, say,
matrix[i][j], we check whether point 1 is in Ci or Cj .
If it is in both Ci and Cj , or it is not in Ci nor Cj , we
keep matrix[i][j] its original value; if point 1 is in only



one of Ci and Cj , we increase the value of matrix[i][j]
by 1. Similarly, we process point 2 through 8.

The final cumulative symmetric difference matrix
contains the symmetric differences between every pair
of clusters. Those values will be used directly during
the process of aligning the k partitions. For exam-
ple, ∆(C2, C8) = ∆({3, 7, 8}, {3, 4, 5, 8}) = 3, which is
reflected by matrix[2][8] (or matrix[8][2]).

C1 C2 C3 C4 C5 C6 C7 C8 C9

C1 0 6 5 3 3 5 3 5 3
C2 6 0 5 5 3 3 5 3 3
C3 5 5 0 4 4 2 4 4 2
C4 3 5 4 0 6 6 4 4 4
C5 3 3 4 6 0 4 2 6 2
C6 5 3 2 6 4 0 6 2 2
C7 3 5 4 4 2 6 0 8 4
C8 5 3 4 4 6 2 8 0 4
C9 3 3 2 4 2 2 4 4 0

The cumulative symmetric difference algorithm sig-
nificantly improves the scalability of our clustering
method. The memory requirement depends on the
values of k and q, but does not depend on the number
of data points in the data set. Moreover, it generates
only a moderate I/O cost.

3.8 I/O Cost Analysis

In addition to the symbols introduced previously, we
use B to indicate the page size, and b the average size
for each cluster ID (will be an integer with an end-of-
line character). Assume we can generate all projected
partitions in one scan of the original data set, which
requires an I/O cost of Cg. The time to generate the
cluster assignment files will be Ca. Since the cluster
assignment files will be read twice, one for calculating
the symmetric difference matrix, the other for merging
the aligned partitions. The total I/O cost Ctotal will
be Ctotal = Cg +3Ca. Since the number of cluster ID’s
contained by one page is B

b , we have

Ca = k N
B
b

= kbN
B .

Therefore,
Ctotal = Cg + 3kbN

B

4 Experiments and Discussions

4.1 Experimental setup

Experiments are performed to study the runtime of
the set-theoretic clustering model, compare the PC2

approximation algorithm to the Hungarian algorithm,
and examine the performance of the cumulative sym-
metric difference method. For all experiments, we skip
the process of using a p-dimensional clustering method
to generate k projected partitions. Instead, given N ,
d and q, the experimental data are produced using a
program which randomly generates k cluster ID’s for

each of the N data points within the specified range
q. The algorithms are implemented in C. All experi-
ments are performed on a 2.80GHz Intel Pentium IV
machine with 1 GB of RAM running Linux.

4.2 Experimental results

PCk approximation with in-memory data
We fix the value of q to a constant and examine the re-
lationship between the runtime and the total number
of data points. As shown in Figure 5, with d = 10 and
various values for q, the linear relationship between
the runtime and N is obvious. This is consistent with
our runtime analysis, which shows that it is in O(qN).
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Figure 5: Runtime vs. N when q is constant and
d = 10

PC2 approximation vs. Hungarian algorithm
We compare our PC2 approximation method to the
Hungarian algorithm. There are two aspects: runtime
and quality.

The runtime ratio (PC2 approximation / Hungar-
ian algorithm) vs. N is shown in Figure 6. When N
is relatively small, the runtime ratio increases as N
increases; when N is large, the runtime ratio nearly
remains constant as N increases. The ratio is about
0.5, which means that our approximation method uses
about half of the time that the Hungarian algorithm.
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Figure 6: Runtime ratio (PC2 approximation / Hun-
garian algorithm) vs. N when q is constant and d = 10

The percentage difference of total symmetric dif-
ference (PC2 approximation / Hungarian algorithm)
vs. N is shown in Figure 7. This time, as N increases,
the percentage difference drops, which means that the
result achieved by the PC2 approximation method is
getting closer and closer to that of the Hungarian al-
gorithm. When N is large, there is little difference.
The average percentage difference is less than 1%.



Based on the experimental results, it is recom-
mended to use the PC2 approximation method since
it takes only about half of the time of the Hungarian
algorithm but delivers the result that is rather close
to the optimal solution.
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Figure 7: Percentage difference of total symmetric dif-
ference (PC2 approximation / Hungarian algorithm)
vs. N when q is constant and d = 10

Cumulative symmetric difference vs. PCk ap-
proximation without in-memory data
We examine the I/O performance of the cumulative
symmetric difference method, in particular, the run-
time of cumulative symmetric difference vs. that of
PCk approximation without in-memory data. We as-
sume that there is only enough memory to store the
data of two clusters. Therefore, when we need to cal-
culate the symmetric difference between two different
pair of clusters, we have to flush the memory and load
the corresponding data from the disk.
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Figure 8: Runtime of cumulative symmetric difference
and that of PCk approximation vs. N when q = 20
and d = 10

As illustrated in Figure 8. Although as N increases,
both runtimes increase, the runtime of cumulative
symmetric difference increases at a much slower pace
than that of PCk approximation. We can imagine
that when N is large, the runtime of PCk approxima-
tion may go extremely high while that of cumulative
symmetric difference will only increase moderately.

5 Conclusions

We introduced a clustering method PCS that is based
on the set-theoretic model. The method uses a low-
dimensional clustering algorithm to generate a set of

projected partitions of the original data set. It con-
structs a consensus clustering from these multiple pro-
jected clusterings. Therefore, the method is suitable
for finding clusters in high-dimensional data. With
the k-partition and 2-partition approximation meth-
ods, this clustering method becomes a sub-quadratic
algorithm. We devised the cumulative symmetric dif-
ference algorithm that can significantly enhance the
scalability of the clustering method such that it is ca-
pable of analyzing very large data sets efficiently.
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