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ABSTRACT
In  this  paper,  an  application  called  the  Markov  Melody 
Generator is designed for algorithmic music composition is 
demonstrated.  The  theory  behind  using  human 
compositions to derive artificially generated melodies using 
Markov chains is discussed. A survey in which participants 
rate  the  generated  melodies  is  taken  and  the  results  are 
evaluated. Further possibilities and ideas for expansion are 
discussed.  
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INTRODUCTION
Markov  chains  are  employed  in  algorithmic  music 
composition,  particularly  in  software  programs. 
Algorithmic  composition  is  the  technique  of  using 
algorithms  to  create  music  to  be  used  by  composers  as 
creative  inspiration  for  their  music.  Formal  sets  of  rules 
have been used to compose music for centuries. The term 
“algorithmic composition” is usually reserved, however, for 
the use of formal procedures to make music without human 
intervention,  either  through  the  introduction  of  chance 
procedures  or  the  use  of  computers.  Interestingly,  many 
composition algorithms employ models and data that have 
no musical relevance. Even arbitrary data is fair game for 
musical  interpretation.  The  success  or  failure  of  these 
procedures as sources of "good" music largely depends on 
the  mapping  employed  by  the  composer  to  translate  the 
non-musical information into a musical data stream.

PROJECT DESCRIPTION
The  most  common  way  to  create  compositions  through 
mathematics is stochastic processes. In stochastic models a 
piece of music is composed as a result of non-deterministic 
methods.  The  compositional  process  is  only  partially 
controlled by the composer by weighting the possibilities of 
random  events.  Prominent  examples  of  stochastic 
algorithms  are  Markov  chains,  hence  the  title  "Markov 

Melody Generator".

Applying Markov Chains to Music

In a first-order chain, the states of the system become note 
or  pitch values,  and a probability  vector for  each note is 
constructed, completing a transition probability matrix.

Example:

Note A C# E♭

A 0.1 0.6 0.3

C# 0.25 0.05 0.7

E♭ 0.7 0.3 0

To calculate the probability transitional matrix, we can use 
anything,  including  arbitrary  data.  However,  for  the 
purposes  of  this  project,  it  may  be  more  interesting  to 
model the melody generator after other melodies. 

For example, if the melody pitches from Beethoven's “Ode 
to Joy” were written out as:

EEFG GFED CCDE EDD 

EEFG GFED CCDE DCC

DDEC DEFEC DEFED CDG 

EEFG GFED CCDE DCC 

Starting at the beginning, a probability table can be created 
by  listing  the  frequencies  of  each  successive  note  in  the 
melody.

E moves to: E E F F F F F D D D D D D D E E C C 

C moves to: C C C C C D D D D D D D 

F moves to: G G G E E E E E E 

D moves to: G C C C C C C E E E E E E E D D 

G moves to: E G F F F

So, for  example,  the note G moves to  E one out of  five 
times, to the note G one out of five times, and to the note F 
three out of five times. And so on, the rest of the transition 
matrix  can be calculated as  probability values which can 
then be stored as a transition matrix for a Markov Chain.

Data set:

Part of the data set are music scores. These sequences were 
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manually  encoded  from piano  sheet  music  into  a  simple 
human  readable  format  designed  for  the  purpose  of 
demonstrating this  iteration of the project.  This  encoding 
includes the 128 pitch values that map directly to values for 
MIDI  keys  (also  discussed  in  this  section),  as  well  as 
encodings  for  note  durations,  using  British  naming 
conventions i.e.  SEMIQUAVER, QUAVER, CROTCHET, 
MINIM, SEMIBREVE, BREVE. The corresponding codes 
within the program were adjusted such that the values of the 
durations  were  appropriately  scaled  in  relation  to  one 
another as well as the values for tempo settings written to 
the generated midi files, measured in the MIDI conventions 
of "ticks" and "pulses per quarter note". 

The other part of the data set are the MIDI key values that 
music variables, such as pitch and duration, as well as other 
parameters,  were  mapped  to  [2]  in  order  to  generate  a 
playable MIDI file [3]. So, for example, these note names 
can be converted to corresponding MIDI note numbers: C4 
= 60, D4 = 62, E4 = 64, F4 = 65, & G4 = 67 (where the 
numeric notations on the pitch values indicates octave.)

Analysis Algorithm

One of the most time consuming parts of this project was 
mapping  the  manually  entered  coding  scheme  to  the 
automatically  generated  MIDI  sequence  file  due  to  a 
number of tricky nuances in timing. In midi files, not only 
do you need to know what pitch, tone, octave and duration 
that a note is played but you need to know when this note is 
played  exactly.  This  is  easy  if  notes  are  played  in  a 
straightforward  succession,  one  following  another. 
However,  if  notes  are  not  played  in  a  straight-forward 
succession,  but  rather  has  overlaps  or  even  a  series  of 
cascading  effects,  it  can  become tricky  to  keep  track  of 
timing, not only due to midi related conventions that require 
signaling "note on" and "note off" events in the timeline, 
but also making the analysis significantly more complex.

Since  this  demonstration  focuses  on  generating  simple 
melodies  rather  than  more  ambitious  compositions,  the 
songs chosen for testing were broken down into simplified 
sequence,  mostly  the  right  hand  portion  of  the  score  in 
typical easy level piano sheet music. This kept sequences 
simple  in  that  notes  are  played  one  at  a  time  in  direct 
succession with no overlapping. Given this convention, the 
problem  of  encoding  the  timing  of  notes  becomes 
simplified since now the timing of notes can be encoded 
and  tracked in  a  cumulative fashion,  i.e.  where one  note 
ends, the next note begins. Admittedly, this is not an ideal 
solution.  However,  this  simplification  seems  appropriate 
given  that  the  scope  of  this  project  is  to  examine  the 
simulation of melody, i.e. note progressions, and therefore a 
simple progression of single notes is sufficient for the first 
iteration of this project. 

Generating Algorithm

Based  on  the  concept  of  building  transition  matrices 
discussed earlier in this paper, an algorithm was constructed 
to analyze a melody from an existing song, i.e. to examine 
the transitions between pitch values for successive notes for 
calculating a transition matrix with probabilities. The same 
process  was  used  to  analyze  rhythm,  i.e.  examining 
durations of each note in a sequence from an existing song. 

The program reads in a sequence of manually encoded note 
pitches and note durations based on an existing song and 
the  analysis  processes  for  both  are  executed.  Once these 
transition  probability  matrices  are  built,  the  program 
executes  the  generating  algorithm.  The  generating 
algorithm  involves  selecting  a  random starting  state  and 
then  selects  the  next  state  based  on  a  spinning  "roulette 
wheel" concept.  Imagine a pie chart  with each next state 
getting a different size slice of the pie and then spinning this 
pie chart  like a roulette  wheel in order to select  the next 
state. This concept of the "roulette wheel" is implemented 
by using a random number generator from the Java utilities 
library,  and then iterating through each next state  of  the 
current state and comparing the size of its "pie slice", i.e.  
values according to transition probability matrix given for 
the  current  state.  The  probabilities  of  each  state  are 
cumulatively summed until it becomes equal to or greater 
than the random number generated. Its important to note the 
roulette wheel scheme does not guarantee that, for example, 
a G will be followed by a C 70% of the time as dictated by 
the transition probability matrix. It only guarantees that a C 
will more likely follow a G.

Once  the  generating  algorithm  executes,  the  resulting 
Markov  chain  is  stored  in  an  array.  The  notes  are  then 
transcoded  into  MIDI  key  values  according  to  standard 
MIDI file documentation[4] and written to a raw data byte 
stream to a midi file.

Since this stage of the project focuses on an analysis of the 
results and not concerned with user interaction, this initial 
iteration  of  the  application  was  implemented  as  a  batch 
mode  process  for  reading  in  the  manually  encoded  note 
sequences  and  generating  MIDI  files  for  observing  the 
results of the melody generated by the Markov chain.

ANALYSIS OF RESULTS
Since music is subjective, a survey was taken in order to 
evaluate  whether  or  not  the  Markov  Melody  Generator 
produced "good" results. A survey was made up with four 
different  melodies  generated  by  the  Markov  Melody 
Generator. "Markov Chain 0", "Markov Chain 1", "Markov 
Chain 2" and "Markov Chain 3" were based on "God Save 
The  Queen",  "London  Bridges  Falling  Down",  "Ode  To 
Joy" and "Twinkle,  Twinkle Little Star" respectively.  The 
filenames given were made arbitrary to avoid any undue 
bias associated with the original human composition in the 
ratings of the artificially generated results. Random subjects 
participated in the survey.



Subjects were asked to listen to these samples and and then 
rate  songs accordingly on a scale from 1 (=Boring) to 5 
(=Interesting) as a way to measure the fitness of the Markov 
Chain composition.
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Table 1: Scores submitted by participants

Markov 
Chain 0

Markov 
Chain 1

Markov 
Chain 2

Markov 
Chain 3

Average 3.71 3.00 4.14 3.71

Mode 5 2 5 3

Median 4 2 5 3

Standard 
Deviation 1.60 1.63 1.21 0.95

Table 2: Results

DISCUSSION
The results of the survey were somewhat varied but overall 
ranged  between  neutral  to  positive.  A  majority  of 
participants gave "Markov Chain 0" and "Markov Chain 2" 
a  rating  of  5  (maximum value  for  interesting)  and  gave 
"Markov Chain 1" and "Markov Chain 3" a rating of 2 and 
3  respectively.  According  to  median,  the  generated 
melodies  are ranked as  follows in order  of  interesting to 
boring: "Markov Chain 2",  "Markov Chain 0", "Markov 
Chain 3" and "Markov Chain 1". Given that the criteria of 
the  rating  scale,  i.e.  from  "boring"  to  "interesting",  and 
interpretation of music in general are highly subjective, the 
results were relatively positive and higher than expected.

The Markov chain approach shows promise as a building 
tool for generating random melodies. Although the results 
were relatively primitive, the progression of notes sounds 
relatively  pleasant  when  compared  to  a  total  aimless 
wandering.  Since  the  selection  of  pitch  values  for  each 

randomly  generated  song  is  based  on  an  existing  song 
composed by a human being, then part it suffices to say that 
the  agreement  of  pitch  values  from note  to  note  will  be 
somewhat smoother than a total random selection process 
of pitch values.

However, the progression of pitch values and note durations 
definitely  needs  more  work.  Additional  steps  may  be 
necessary to normalize beats per measure, e.g. if you want 4 
beats  per  measure,  then  a  half  note  would  have  to  be 
followed by either another half note or two quarter notes, or 
a whole note would fill up the duration of a single beat. It 
may produce a better result to generate song segments, and 
then repeat these segment in accordance to a popular song 
structure, e.g. verse, pre-chorus, chorus, verse, pre-chorus, 
chorus,  bridge,  verse,  or  something  along  this  line  to 
prevent a sense of aimless wandering. 

This version will only employ Markov Chains. However, its 
easy to see how many other algorithms and concepts from 
the field of artificial intelligence can be applied to expand 
on  the  possibilities.  Hidden  Markov  Models  could  be 
employed to facilitate  this  type  of  structuring  scheme as 
well as generate harmonies chords according to pitch value 
of what is  known as the "root" of chord. A second-order 
Markov chain could also be introduced by considering the 
current state and also one or more previous states. Higher, 
nth-order  chains  tend  to  generate results  with a  sense  of 
phrasal  structure  rather  than  the  aimless  wandering 
produced by a first-order system. Another possibility would 
be to use genetic algorithms for evolving percussion beats. 

CONCLUSION
The  Markov  Melody  Generator  has  demonstrated  how 
Markov chains can be used to generate music. Although it 
is far from a complete solution to generating "good" results, 
its  a  good  starting  point  for  exploring  algorithm 
composition.

Considering how many ideas have come up for expanding 
on the creative possibilities, and how much time was spent 
trying to tweak this project (within the very short window 
time available after core development), its easy to see that 
there  are  endless  possibilities  for  future  work  on  this 
project. 
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