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Abstract Tor network has been widely used for protecting the privacy of users while
accessing various online services. Since Tor can be easily blocked by blacklisting the
publicly published Tor relays, the hidden bridges-based blocking-resistance mecha-
nism is designed and implemented in the current Tor network. Any user can subscribe
a tuple of three bridges via email, https, twitter etc. However, we have found that there
exist high correlations among those published tuples, which can be exploited to effec-
tively detect hidden bridges by monitoring the outbound traffic from a controlled net-
work. When Tor clients try to connect chosen hidden bridges, multiple SYN packets
with consecutive source ports will be sent almost simultaneously, destining for dif-
ferent hosts. If any destination IP contained among such packets belongs to a known
bridge, all others can then be inferred to be of bridges too. By recording and analyzing
a series of traffic segments satisfying the above packet features, the hidden bridges
used in a controlled network can be detected and further blocked. According to differ-
ent available computing and storage resources, we proposed both online and offline
detecting methods. Both analytical and simulation results verify the high correlation
among published bridge tuples, validating the feasibility of our methods. By config-
uring optimized detecting parameters in the real-world experiments, we can achieve
a detection rate of 86.7 % with a 0.85 % false-positive rate for online detection, and a
98.4 % detection rate with a 0.62 % false-positive rate for offline detection. To make
up the flaws in Tor’s current blocking-resistance mechanism, we also provide some
countermeasures from the perspective of Tor network and users, respectively.
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1 Introduction

Anonymous communication systems such as Tor [1] have been studied extensively
since David Chaum introduced the mix in 1981 [2]. As one of the most popular
anonymous networks, Tor employs widely deployed onion relays to anonymize TCP
traffic for protecting the privacy of users. However, the Tor network can be easily
blocked if an adversary controls Tor user’s connection to the Tor network by black-
listing all the publicly published relay IP addresses. In order to address such a prob-
lem, the hidden bridges-based blocking-resistance mechanism is designed and imple-
mented in the current Tor network [3].

In the Tor network, hidden bridges are a set of secret entry nodes, which can be
used by users to establish secure connections to the main Tor network and directory
authorities, thereby building circuits and connecting to the rest of the Internet pri-
vately and securely. There are several ways for bridges to be published, such as email,
https and twitter etc. To avoid being enumerated, Tor bridges are published with a
smart publishing strategy. In response to user’s subscription, only partial bridges in
bridge pools are published in a certain period, in the form of bridge tuple that contains
three bridges each. Therefore, it is hard to enumerate all the bridges in limited time
due to the publishing strategy. However, Tor may be blocked without all the bridges
being enumerated. In this paper, we only focus on the detection of bridges that are
used in a controlled network.

Our detecting methods rely on two observations. (1) Since only partial bridges are
published in a certain period, the same bridges will occur repeatedly, resulting in high
correlation among tuples. (2) When Tor clients try to connect chosen hidden bridges,
multiple SYN packets with consecutive source ports will be sent almost simultane-
ously, destining for different hosts. If any destination IP contained among such pack-
ets belongs to our current known bridge set, all others can then be inferred to be of
bridges too. Therefore, under the assumption that we have got an initial bridge set,
the bridges used in a controlled network can be effectively detected by monitoring the
traffic pattern and correlating suspected bridge tuples with known bridges. According
to different available computing and storage resources, we proposed both online and
offline detecting methods. The former can discover potential bridges in real time with
lower detection rates, while the latter can achieve higher detection rates with more
storage resources required.

Our main work includes the following: (1) We found and verified the high cor-
relation among published bridge tuples, by extensive simulation on practical dataset
obtained via email and https. (2) We proposed online and offline detecting methods
based on the bridge traffic pattern by monitoring the outbound traffic from the con-
trolled network. (3) We built probabilistic models of online and offline detection,
respectively, and conducted Monte Carlo simulation to validate the effectiveness of
our methods. (4) We deployed our methods in our campus network and conducted
real-world experiments to evaluate the detection rates and false-positive rates of the
proposed detecting methods. The empirical results demonstrate that the hidden Tor
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bridges used in a large controlled network can be effectively and efficiently discov-
ered by our methods, thereby successfully blocking the access to Tor network. In
order to mitigate our blocking methods, we also provide some countermeasures for
securing Tor’s bridge design.

The remainder of this paper is organized as follows: We describe the background
in Sect. 2. The detailed Tor bridge detecting methods along with some discussions are
presented in Sect. 3. We analyze the effectiveness of our methods by establishing sta-
tistical models in Sect. 4. Our experimental results are presented in Sect. 5, validating
our findings. Some countermeasures against the blocking methods are discussed in
Sect. 6. We review previous work in Sect. 7. We conclude the paper along with some
future research directions in Sect. 8.

2 Background

In this section, we introduce Tor network and discuss current Tor bridge mechanism,
including its architecture and publishing strategy.

2.1 Tor network

Tor is a popular overlay network for anonymous communication on the Internet,
which is an open source project providing anonymity service for TCP applications. It
exploits onion routing that is based on layered encryption to hide the communication
relationship of TCP traffic. Figure 1 shows the fundamental architecture of the Tor
network consisting of four basic entities.

(1) Client. The client runs local software called onion proxy (OP) to construct cir-
cuits and anonymize the client data into the Tor network.

(2) Server. The server runs various TCP applications such as a web service and
anonymously communicates with clients.

(3) Onion routers (OR). Onion routers are special proxies that relay the application
data between clients and servers. Each OR maintains a Transport Layer Security
(TLS) connection to other ORs or OPs. A circuit is a path of three onion routers
by default through the Tor network, namely entry onion router, middle onion
router and exit onion router, respectively.

Fig. 1 Tor network
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(4) Directory servers. They are responsible for maintaining and providing onion
router information for Tor clients.

Functions of onion proxy, onion router and directory server are all integrated into a
single Tor software package. A client can edit a Tor’s configuration file and configure
a computer to have any combination of those functions.

To send TCP data through a circuit, a client first chooses three onion routers and
then constructs a Tor circuit. The onion router information can be downloaded from
directory servers in the Tor network. The entry router knows the client’s identity, i.e.,
the client’s IP address. The exit router knows both the destination’s identity and the
actual TCP data sent, and the middle router simply exchanges encrypted data between
the entry router and the exit router along a particular circuit. The application data are
packed into equal-sized cells and encrypted in the onion-like fashion. All cells are
successively encrypted with three session keys that have been negotiated by OP with
each OR in the path. Therefore, anyone monitoring the encrypted traffic cannot use
cell size to help identify a client.

2.2 Tor bridges

Since Tor routers operate on a few thousands of distinct IP addresses available pub-
licly, an adversary could enumerate and block them all with little trouble. To provide
a means of ingress to the network, Tor introduces a hidden set of entry nodes, i.e.
bridges, which an adversary will not be able to enumerate. In Tor network, a bridge
is a client node that volunteers to help censored users access Tor by serving as an
unlisted, first-hop relay.

Figure 2 shows the Tor bridge architecture. Bridge authorities aggregate and track
bridges. Bridges periodically publish relay descriptors only to the bridge directory au-
thorities, which include summaries of their keys, locations, bandwidths, etc., signed
by their long-term identity keys. The bridge authorities only give out a relay descrip-
tor if you already know its identity key. That is, any user can keep up-to-date on a
bridge’s location and other information when and only when he knows about it, but
cannot enumerate the bridges. The identity key, IP address, and directory port for
each bridge authority ship by default with the Tor software, so the bridges can be
confident that they are published to the right location, and the blocked users can es-
tablish an encrypted authenticated channel. If a blocked user knows the identity keys
of a set of bridges, and he has correct address information for at least one of them,

Fig. 2 Tor bridge architecture
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he can use that one to make a secure connection to the bridge authority and update
his knowledge about other bridges. He can also use it to make secure connections to
the main Tor network and directory authorities, so he can build circuits and connect
to the rest of the Internet. All of these updates happen in the background: from the
blocked user’s perspective, he just accesses the Internet via his Tor client like always.

Bridges use Tor to publish their descriptors privately and securely, so even an
adversary monitoring the bridge directory authority’s network cannot make a list of
all the addresses contacting the authority. Bridges may publish to only a subset of
the authorities, to limit the potential impact of an authority compromise. Any Tor
client can subscribe a bridge tuple consisting of three published bridges through any
of 6 means, including email, https, twitter etc. The current Tor network adopts a
smart bridge publishing strategy to defend against enumerating all bridges, where
only partial bridges from bridge pool can be permutated and published in a certain
period of subscription by email or any other means. Although it is hard to enumerate
all potential bridges in limited time by a particular subscription method, there exists
a high correlation among published bridge tuples, which is the basis of our detecting
methods.

3 Tor bridge detecting methods

In this section, we first introduce the basic principle of our detecting methods. We
then present both online and offline detecting algorithms followed by discussions.

3.1 Basic idea

We assume that an adversary controls Tor users’ connections to the Internet, and
tries to detect all bridges used in the controlled network. Our detecting methods re-
side in the observation: When connecting to Tor network via bridges, the client first
creates a series of non-blocking sockets, and then connect those sockets one after
another in a short period for establishing TCP connections to chosen bridges. The
chosen bridges include two parts: bridges configured by users and bridges cached
by Tor software. Like most applications, the Tor client does not bind pre-determined
source ports for those connections. Conversely, it is the operating system that assigns
ephemeral source ports for connections [4] to chosen bridges. Such ephemeral source
ports are usually consecutively allocated in widely used operating systems such as
Windows platforms. As a result, multiple SYN packets with consecutive source ports
will be sent almost simultaneously, destined for different bridges. We herein present
two definitions followed with our observations.

Definition 3.1 An effective traffic segment (ETS) refers to the traffic data containing
a series of SYN packets with consecutive source ports. Such SYN packets are all
originated from the same source IP and destined for different destination IP addresses
within a short time slot.

As shown in Fig. 3, the parameter T means the maximum duration time for ETS,
which is determined by the packet transmission interval and the network jitter be-
tween the source host and the detecting point. Accordingly, we specify T as the size
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Fig. 3 Effective traffic segment

of the sliding time window used for traffic caching in our detecting algorithms. n1

can be any possible port chosen by the operating system then. δ means the appro-
priate port interval between so-called consecutive SYN packets, whose value will be
discussed later. The requirement for different destination IPs resides in the fact that
Tor clients will not access the same bridge more than two times within T , where “two
times” occurs only when a bridge is configured and cached at the same time. There-
fore, some common traffic with similar pattern but destining for the same host can be
excluded, such as http.

Definition 3.2 The suspected traffic segment (STS) is the effective traffic segment
that contains at least one known bridge IP as destination address.

Based on the Tor specification, we have two observations. (1) Due to the feature
of port locality, those connections within an effective traffic segment belong to one
and the same application, which holds for widely used operating systems. (2) Any
suspected traffic segment containing at least one bridge implies that all these connec-
tions may belong to the Tor bootstrapping session. Based on the two observations,
we can conclude that if any destination IP contained among such packets belongs to
a known bridge, all others can then be inferred to be of bridges too.

Figure 4 presents the principle of our detecting methods. Given an appropriate
initial bridge set, the hidden bridges used in a controlled network can be detected and
further blocked by recording and analyzing a series of suspected traffic segments.
Furthermore, combined with our online bridge verification, we can avoid detection
errors by real-time pruning, which will be discussed later.

3.2 Detecting algorithms

Based on our basic idea, we herein propose two detecting algorithms according to dif-
ferent available computing and storage resources, which also have different detecting
effect.
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Fig. 4 Principle of the detecting methods

Table 1 Online detecting
algorithm Online detecting algorithm

1: Let B denote initial bridge set

2: Given δ and T

3: for each extracted effective traffic segment X

4: if ∃y (y ∈ X and y ∈ B)

5: X is a suspected traffic segment

6: assign ∀z (z ∈ X and z /∈ B and verified) to B

7: endif

8: end for

(1) Online detection algorithm
Given an initial bridge set, we first extract the current ETS from online traffic,

which is denoted as a series of tuples of <SrcIP, SrcPort, DstIP, DstPort>. If any
DstIP belongs to our current known bridge set (i.e. the current ETS is an STS), all
other DstIPs can be inferred to be of suspected bridges too, which will be further con-
firmed employing online Tor protocol verification. The verified will then be added to
the known bridge set, thereby extending the set. Otherwise, the current ETS will be
discarded. In large networks, more computing resource is required for online detec-
tion to avoid packet loss. The online detecting algorithm is presented in Table 1.

(2) Offline detection algorithm
In order to increase the accuracy of bridge discovery, we can utilize the offline

algorithm to find out all possible bridges by recording all extracted ETSs. Compared
with online detecting algorithm, the uncorrelated ETSs must be recorded instead of
being discarded. The reason resides in the fact that it may be correlated with the sub-
sequent set of leaked bridges later. Therefore, the accuracy of the offline algorithm is
higher than that of the online algorithm. The offline detecting algorithm is presented
in Table 2.
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Table 2 Offline detecting
algorithm Offline detecting algorithm

1: Let B denote initial bridge set

2: Given δ and T

3: for each extracted effective traffic segment X

4: record X

5: end for

6: do

7: for all recorded effective traffic segment X

8: if ∃f (f ∈ X and f ∈ B)

9: X is a suspected traffic segment

10: assign ∀g (g ∈ X and g /∈ B and verified) to B

11: end if

12: end for

13: while B has been extended

(3) Comparison between two algorithms
Compared with online detecting algorithm, offline detecting algorithm has higher

detection rates and lower false-positive rates, given the same detecting parameters,
which can be demonstrated in Fig. 4. For example, assume ETS ①–③ be extracted
according to their sequence number. ETS ① cannot be correlated with initial bridge
set and will be discarded for online detecting algorithm; whereas for offline detecting
algorithm, ETS ① can be indirectly correlated with the initial bridge set by ETS ③ and
ETS ②. On the other hand, for offline detecting algorithm, all ETSs must be recorded
for future possible correlation, while online detecting algorithm only needs to keep
tracking those ETSs within a specified sliding time window T . Therefore, offline
detecting algorithm requires more storage resources, but relatively less computing
capability. The tradeoff should be considered between the detection effectiveness and
resource requirement.

3.3 Discussions

Our detecting methods can be tuned to achieve appropriate detection accuracy and
false detection rates by adjusting some detection parameters, constructing appropriate
initial bridge set and employing online bridge verification. Furthermore, some traffic
volume issues are discussed.

(1) Detection parameters adjustment
The detection accuracy depends on multiple different parameters including the

size of the sliding time window T and port interval δ. T should be determined by
the interval that packets are sent locally and the jitter from the source to the detecting
point. As the interval sent locally is trivial compared with the jitter, we can set T

as the half of the maximum RTT to the detecting point in the controlled network.
Usually, the packets sent by the same application in a short time interval will be
assigned continuous source ports. However, the continuity may be interrupted by
other interleaved network applications. Furthermore, some antivirus software such
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as Kaspersky may dynamically occupy the adjacent source ports for filtering users’
traffic. δ will be set varying from 1 to 3 in our detecting algorithms. It is obvious that
the smaller the δ, the smaller the detection rates will be. Therefore, we prefer larger
value to achieve larger detection rates by combining with online bridge verification.

(2) Initial bridge set construction
In current Tor design, published bridge tuples are chosen from isolated bridge

pools according to subscription means, where little correlation exists among different
bridge pools. It would be better to construct the initial bridge set from every pool for
full coverage. In addition, in practice the correlation between different pools may also
be achieved in our methods with the aid of Tor users who may use multiple bridges
from different sources. Furthermore, in order to work more efficiently, a large initial
bridge set is recommended.

(3) Online bridge verification
Since the Tor client bootstrapping procedure may be interleaved with other pro-

cesses accessing the network, there may exist some ETSs containing a few faked
bridge IPs, thereby causing detection errors and subsequent error spread. We herein
propose an online bridge verification approach. The suspected bridge can be con-
firmed if a one-hop Tor circuit targeted at it can be successfully constructed. Oth-
erwise, the suspected bridge will be discarded. The efficiency of such online verifi-
cation approach depends on how often the verification will be conducted, which is
determined by the total number of available bridges and false-positive rates. Since
the number of bridges is quite limited and false-positive rates of our algorithms are
low as demonstrated in Sect. 5, such an online verification approach will not degrade
the performance of detection methods much, while reducing false-positive errors.

(4) Traffic volume issues
To address the large volume of traffic at gateways, we on one hand, only monitor

outbound TCP SYN packets from controlled networks. On the other hand, we ex-
clude the most common traffic with the similar pattern as ETSs but destining for the
same host, such as http, thus greatly reducing the computing and storage requirement.
Therefore, our detecting methods can still achieve high performance even for a large
managed network.

In contrast to the online method, the offline method requires more storage for
collecting all of the ETSs and more time to find bridges as well. However, the offline
detection can be implemented in a non-timely way. Meanwhile, its performance can
be further improved by utilizing parallel algorithms.

4 Theoretical analysis

In order to analyze the effectiveness and efficiency of our detecting methods, we first
build the probabilistic detecting model and then give the corresponding statistical
formula. For brevity, we focus on the publishing strategy based on one bridge pool,
and adopt the assumption that the three bridges contained in one tuple are chosen
from the same Tor bridge pool with equal probability. For consistency, we also called
the chosen bridge tuple as an ETS. We denote the size of initial bridge set as n and the
size of Tor bridge pool as m. The online and offline detecting models are presented,
respectively.
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4.1 Probabilistic model of online detection

Online detection means that if the current ETS has intersection with the known bridge
set B (i.e. the ETS is an STS), B can be extended as B ∪ ETS. We need to calculate
the expected mean size of B after having online processed x ETSs, which can be used
to evaluate the impact of our online detecting method.

Let f x
k denote the probability that the size of B will be k after having processed

the xth ETS. In order to get a set with k bridges after having processed the xth ETS,
there are exactly four cases concerned.

(1) Case I means that all the three bridges included in the xth ETS are already in
B , thereby keeping the size of B unchanged as k. The possibility of Case I donated
as p1 can be calculated correspondingly as follows:

p1 =
(
k
3

)

(
m
3

) (1)

(2) Case II means that all three bridges included in the xth ETS do not belong to B .
Therefore, according to our online detecting method, the size of B still remains un-
changed. The possibility of Case II donated as p2 can be calculated correspondingly
as follows:

p2 =
(
m−k

3

)

(
m
3

) (2)

(3) In Case III, two of three bridges contained in the ETS belong to B . It is obvious
that the size of B (i.e. k − 1) can be increased by one. The possibility of Case III
donated as p3 can be calculated correspondingly as follows:

p3 =
(
k−1

2

)(
m−k+1

1

)

(
m
3

) (3)

(4) In Case IV, only one of three bridges contained in the ETS belong to B . The
size of B (i.e. k − 2) can be increased by two. The possibility of Case IV donated as
p4 can be calculated correspondingly as follows:

p4 =
(
k−2

1

)(
m−k+2

2

)

(
m
3

) (4)

Based on the above analysis, we can use the recurrence formula (5) to calculate
the possibility f x

k that the size of known bridge set B is k after having processed the
xth ETS.

f x
k = f x−1

k p1 + f x−1
k p2 + f x−1

k−1 p3 + f x−1
k−2 p4 (5)

The initial conditions can be described as follows:
⎧
⎨

⎩

f x
l = 0 (l < n)

f 0
l = 0 (l �= n)

f 0
n = 1

(6)
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In order to calculate the expected mean size of B after having processed the xth
ETS, the possibility f x

k must be normalized to get the probability Fx
k by utilizing the

following approach:

Fx
k = f x

k∑m
l=n f x

l

(7)

Let Nx denote the expected mean size of B after having processed the xth ETS.
We can calculate Nx as follows:

Nx =
n+2x∑

l=n

l · Fx
l (8)

The analysis result based on formula (8) will be presented in Sect. 5.

4.2 Probabilistic model of offline detection

Offline detection means that if any recorded ETS has intersection with the known
bridge set B (i.e. the ETS is an STS), B can be extended as B ∪ETS. Such processing
must be iterated many rounds for all recorded ETSs until B becomes unchanged.
Such a problem can be modeled as sampling with replacement, given a subset B with
n balls and its superset A with m different balls. We aim to calculate the expected
mean size of B after having recorded x samples.

Let Nx denote the expected mean size of B after having recorded x samples.
Among the all x samples, there are four scenarios. Case I means that there are a

samples where all three sampled balls belong to the initial set B . Case II means that
there are b samples where two sampled balls belong to the initial set B while the rest
belongs to the set A − B . Case III means that there are c samples where one sampled
ball belongs to the initial set B while the other two balls belong to the set A − B .
Case IV means that there are d samples where all three sampled balls belong to the
set A − B . In a sampling procedure with x samples, we have a + b + c + d = x.

Let Ma,b,c,d denote the expected mean size of set B for a certain number x sam-
ples, among which the number of corresponding samples for different scenarios is
a, b, c, and d , respectively. The expected mean size of set B can be calculated as
follows:

Nx =
∑

a,b,c,d

x!
a!b!c!d!

( (
n
3

)

(
m
3

)

)a

·
((

n
2

)(
m−n

1

)

(
m
3

)

)b

·
((

n
1

)(
m−n

2

)

(
m
3

)

)c

·
((

m−n
3

)

(
m
3

)

)d

· [Ma,b,c,d ] (9)

5 Evaluation

We evaluate the effectiveness and efficiency of the proposed methods through simu-
lations and real-world experiments. We first validate the models and verify the effec-
tiveness of our methods by simulation. We then analyze the correlation between the
practical bridge tuples published by Tor via email and https. Finally, we present the
real-world experiment and its result.
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Fig. 5 Expected mean size of
known bridge set

5.1 Verifying the effectiveness by simulation

We present the Monte Carlo simulation of both online and offline methods. In each
simulation, the total number of the bridges available is m and the size of the initial
bridge set is n. Each time we choose three bridges in the pool with equal probability
to construct an ETS. The simulation result is shown in Fig. 5, where m is set to 500
and n is set to 3.

From Fig. 5, we can find that the simulation result of online detecting method
discussed well fits the theoretical result of online model represented by formula (8),
which validates the built model. Since the computing overload is very high, we con-
ducted simulation of offline detection instead of theoretical computing to evaluate the
effectiveness of offline method.

Based on the simulation results of both methods, most bridges can be detected
after having processed enough ETSs, verifying the effectiveness of our methods. In
addition, given the same number of ETSs, the size of known bridge set of offline de-
tecting method is significantly larger than that of online detecting method. As shown
in Fig. 5, when the number of ETSs reaches 300, the number of known bridges for
offline detection is about 410 (i.e. 82 % of total bridges in the pool), while the num-
ber of known bridges for online detection is less than 80 (16 %); when the number
of ETSs reaches 800, the number for offline detection is about 495 (99 %), while
the number for online detection is about 450 (90 %). The results also imply that for
real-world detection, our methods can work quite efficiently either when the initial
bridge set is large enough or sufficient Tor users have been monitored.

5.2 Analyzing the correlation between published tuples

In order to verify the high correlation between published bridge tuples, we con-
ducted Monte Carlo simulation based on practical traces of published bridges by
Tor via email and https, given different size of initial bridge sets. We first applied
for 1000 Gmail/Yahoo accounts, and then sent request emails using each account to
bridges@torproject.org. After that, we received an automated response containing a
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Fig. 6 Correlation between
published tuples via email

Fig. 7 Correlation between
published tuples via https

bridge tuple of three bridges, where one response was limited per email address one
day. In addition, we also obtained bridge tuples by visiting https://bridges.torproject.
org via 500 different PlanetLab nodes, where the answered bridges from that page
was distributed based on the IP address of the requesting user. In this way, we have
obtained 1391 bridge tuples through different email accounts and 1068 tuples through
different https source IPs, respectively.

In each round of simulation, we first sampled an initial bridge set with a speci-
fied size, and then counted how many tuples could be correlated using our detecting
methods. The average number of correlated tuples will be output as the simulation re-
sult. Figures 6 and 7 present the simulation results based on email and https dataset,
respectively.

The results both demonstrate that with the increasing size of initial bridge set, the
number of correlated tuples increases rapidly, verifying the high correlation between
published bridge tuples. We can also find that offline method can correlate more tu-
ples than the online method, given the same size of initial bridge set.

https://bridges.torproject.org
https://bridges.torproject.org
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Fig. 8 Experimental setup

5.3 Real-world experiment

We conducted a real-world experiment to detect bridges using our detecting methods.
(1) Experimental setup
The experimental setup was shown in Fig. 8, where we deployed our detecting

point at the gateway between our campus network and Internet. All traffic transferred
through the gateway will be mirrored to our detecting server. We distributed bridge
tuples obtained via email to Tor users in the campus network for evaluation, which
amount to 248 different bridges. The detecting server was responsible for extracting
the ETSs, according to the features of Tor’s outbound SYN packets with consecutive
source ports, and conducting further detections.

(2) Experimental procedure
We adopted an initial bridge set with the size of 6 by randomly choosing two tuples

obtained. According to our detecting methods proposed in Sect. 3, the online and
offline detecting methods were first used, respectively, to extract the traffic segments
within a short time interval T with the same source IP address, consecutive source
ports and different destination IP addresses. We set T to 50 ms and δ to 1–3 in our
experiments. We then analyze the ETSs for online and offline detecting methods,
respectively.

• Online detection. If the current ETS has intersection with the known bridge set, all
suspected bridges contained in the ETS are detected and further verified employing
the online verification. Only the verified bridges will be added to the known bridge
set.

• Offline detection. We first recorded all ETSs extracted so far. Our offline detecting
algorithm is triggered whenever 10,000 ETSs are newly recorded. The procedures
of the detection and verification were similar to that for online detection, except
that such processings were iterated many rounds for all recorded ETSs until the
known bridge set became unchanged.

(3) Experimental result
We present the detection rates and false-positive rates for online and offline de-

tection methods, respectively. The detection rates were measured as the number of
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Fig. 9 Online detection rates
with different port intervals

Fig. 10 Offline detection rates
with different port intervals

detected bridges over the number of bridges (248) we published. Figures 9 and 10
present the detection rates of online and offline detecting method respectively, where
the port interval parameter δ is set varying from 1 to 3. The empirical results imply
that the larger the number of effective traffic segments, the higher the detection rates
may achieve. Furthermore, for a fixed number of traffic segments, the larger port in-
terval will lead to higher detection rates. When the port interval is set to 3, we can
achieve a detection rate of 86.7 % for online method and a 98.4 % detection rate for
offline detection after having extracted 190,000 ETSs.

Compared with the online method, the detection rates of the offline method are
significantly higher, which is also consistent with the analysis result in Sect. 4. Fur-
thermore, the port interval has less impact on detection rates for the offline method
than for the online method.

Figures 11 and 12 present the false-positive errors of online and offline methods,
respectively.

Given a fixed number of traffic segments, the larger the port interval parameter
is, the more the false-positive errors are. Compared with online detecting method,
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Fig. 11 False-positive errors of
online method

Fig. 12 False-positive errors of
offline method

the false-positive errors of offline method are significantly more than that of online
method. Although the offline method can achieve higher detection rates by processing
recorded ETSs repeatedly, those false-positive ETSs will be exploited for extending
the known bridge set, resulting in higher false-positive errors.

The false-positive rates are measured as the number of false-positive errors over
the number of STSs. Figure 13 presents false-positive rates of online and offline meth-
ods with varying port intervals. From the figure, we can find that the false-positive
rates of online method are higher than that of offline method, whereas the number of
false-positive errors of offline method is higher. Furthermore, for the online method,
the lowest false-positive rate can be achieved with the port interval set to 2. The
reason resides in the fact that although a larger port interval may cause more false-
positive errors, it leads to much more STSs. As a result, the lower false-positive rate
is achieved.

In addition, we find that quite a few users in practice use more bridges than the
default value (i.e. three), which results in higher detection rates.
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Fig. 13 False-positive rates of
online and offline detection

6 Countermeasures

In this section, we propose some countermeasures to our attacks.
From the perspective of Tor users, the best alternative is to use only one bridge

each time when connecting to Tor network, where only one SYN packet will be sent.
As a result, there is no correlation between the chosen bridge and those bridges in the
leaked bridge set. Avoiding using leaked bridges any longer is another countermea-
sure. Since new bridges contained in ETSs are detected by correlating with leaked
bridges, any traffic segment without leaked bridges inside will not be recognized as
the STS, eliminating the possibility of being detected.

From the perspective of Tor network, there are also some alternatives which can
be used. Intuitively, the Tor software itself can be modified to use randomly selected
source ports, for the purpose of avoiding port continuity. However, such a traffic
pattern is inherent due to the Tor client’s bootstrapping and can also be easily rec-
ognized by monitoring connection characteristics such as initiated sessions and port
pairs, which have been widely used for P2P traffic detection [5]. In addition, in or-
der to avoid distributing blocked bridges, the bridge publishing mechanism should be
further improved. As a result, those non-leaked bridges will not be detected by corre-
lation. Furthermore, distributing bridges mixed with fake ones is an effective idea to
degrade the correlation, as the wrong addresses may mislead the attacker and render
the correlation inefficient.

In order to further survive blocking, the architecture of Tor should be changed to
pure P2P model. In this way, the client acts as a bridge, and not only requests anony-
mous services from other Tor bridges, but also provides services to others. Therefore,
it is impossible for an attacker to block all distributed bridges in a P2P fashion due to
the vast number of clients or bridges.

7 Related work

Recently, a number of attacks have been presented against anonymous communica-
tion systems, including anonymity degrading, communication relationship confirma-
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tion and hidden service location etc. In addition, some blocking-resistance mecha-
nisms have also been presented.

Murdoch et al. [6] presented a low-cost traffic analysis technique to degrade the
anonymity of Tor, which allowed an outside observer to infer which routers were
being used to relay a circuit’s traffic. Given some malicious routers, Bauer et al. [7]
presented a low-resource attack by attracting Tor traffic. Some attacks exploit Tor’s
design features to compromise the anonymity of Tor clients. Evans et al. [8] proposed
a practical congestion attack on Tor using long paths, and presented the countermea-
sures by modifying Tor protocol to avoid constructing long circuits. Abbott et al. [9]
presented the browser-based attack against Tor exploiting only JavaScript. Manils et
al. [10] presented three attacks targeting BitTorrent users on top of Tor to reveal their
real IP addresses.

Some attacks have been presented to confirm the communication relationship
among users. Zhu et al. [11] proposed the scheme using mutual information for the
traffic similarity measurement, while Levine et al. [12] utilized a cross-correlation
technique for the traffic similarity measurement. Wang et al. [13] proposed an active
watermarking scheme by manipulation of interpacket delays to confirm the com-
munication relationship. They analyzed the tradeoffs between the true positive rate,
the maximum timing perturbation added by adversaries, and the number of pack-
ets needed to successfully decode the watermark. To make the watermark more ro-
bust against flow transformation such as packet losses, insertions and repacketization,
Wang et al. [14] proposed interval centroid-based watermarking scheme. Pyun et al.
[15] proposed interval-based watermarking scheme for the purpose of tracing the
traffic in the presence of repacketization. To achieve more invisibility, Yu et al. [16]
proposed a DSSS-based traceback technique aiming to achieve traceback invisibil-
ity. Houmansadr et al. [17] proposed a new non-blind watermarking scheme called
RAINBOW that is able to use delays hundreds of times smaller than existing water-
marks. The replay attack [18] exploits the fundamental design of Tor by duplicating
cells to disrupt the AES counter at middle and exit onion routers, as Tor uses the
counter mode of Advanced Encryption Standard (AES-CTR) for encryption and de-
cryption of cells at onion routers. Ling et al. [19] presented a new cell counter-based
attack against Tor to confirm anonymous communication relationship among users
efficiently.

A few attacks have been proposed to locate the hidden service offered by Tor.
Overlier et al. [20] presented an attack that used one compromised router to generate
false resource claims to attract traffic. The approach is based on the traffic timing
similarity to correlate circuits, thereby locating the hidden servers in the Tor network.
Murdoch et al. [21] investigated an attack to reveal hidden servers in Tor by exploiting
the fact that the clock deviations of a target server should be consistent with the
server’s load. Zander et al. [22] proposed an improved skew estimating method to
achieve and maintain the synchronization, despite network jitter.

In order to avoid being blocked, some blocking-resistance mechanisms for anony-
mous communication have been presented. Danezis et al. [23] identified fundamen-
tal flaws in two dominant classes of anonymity revocation systems for bypassing
anonymity revocation. McLachlan et al. [24] identified three key architectural short-
comings of the bridge design, showing the risks of serving while surfing. Köpsell
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et al. [25] proposed a blocking-resistant, practical and usable system for anonymous
web surfing. Recently, Ling et al. [26] proposed two categories of bridge discovery
approaches: (i) enumerating bridges from bridge https and email servers by employ-
ing large numbers of PlanetLab nodes, and (ii) inferring bridges by deploying mali-
cious Tor middle routers.

Existing blocking mechanisms for anonymous communication focus on anonymity
revocation, while our proposed blocking methods aim to deny clients from accessing
Tor network, thus eliminating any potential anonymous communications. Further-
more, compared with the work in [26], our methods focused on the detection of
bridges used only in a controlled network instead of enumerating all the bridges in
the Tor network, so our methods can work effectively with fewer resources.

8 Conclusions

In this paper, we proposed blocking methods against Tor exploiting the vulnerabilities
of the Tor bridge design. According to the computing and storage resources available,
we present both the online and offline detecting methods. In order to evaluate the
effectiveness of our methods, we first built the detecting models and gave the proba-
bility statistic formula for calculating the expected mean number of detected bridges.
Under the assumption of equal probability sampling from a bridge pool containing
500 different bridges, we secondly conducted thoroughly Monte Carlo simulations
on both online and offline detecting methods. The simulation results well fit our the-
oretical models, and demonstrate that both detecting methods can work effectively.
Thirdly, we obtained 1391 bridge tuples through different Gmail/Yahoo accounts and
1068 tuples through different https source IPs, respectively. The result of simulation
on such dataset demonstrates that there exists high correlation among bridge tuples
published by Tor network, which proves the feasibility of our methods. Finally, we
conducted real-world experiments by deploying our detecting server at the gateway
between our campus network and Internet. By configuring optimized detecting pa-
rameters, we can achieve a detection rate of 86.7 % with a 0.85 % false-positive rate
for online detection, and a 98.4 % detection rate with a 0.62 % false-positive rate for
offline detection, validating the impact of our methods.

To make up the flaws in Tor’s current block-resistance mechanism, we also provide
some countermeasures from the perspective of Tor network and users respectively,
such as avoiding using leaked bridges for Tor users, and binding randomly selected
source ports for Tor software itself. Furthermore, pure P2P model is suggested as the
future architecture for the Tor network.
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