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Abstract—Internet Threat Monitoring (ITM) systems are a widely deployed facility to detect, analyze, and characterize dangerous

Internet threats such as worms and distributed denial-of-service (DDoS) attacks. Nonetheless, an ITM system can also become the

target of attacks. In this paper, we address localization attacks against ITM systems in which an attacker impairs the effectiveness of

an ITM system by identifying the locations of ITM monitors. We propose an information-theoretic framework that models localization

attacks as communication channels. Based on this model, we generalize all existing attacks as “temporal attacks,” derive closed

formulas of their performance, and propose an effective attack detection approach. The information-theoretic model also inspires a

new attack called a spatial attack and motivates the corresponding detection approach. We show simulation results that support our

theoretic findings.

Index Terms—Internet threat monitoring systems, localization attack, modeling, defense.
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1 INTRODUCTION

THE growth of the Internet has brought convenience to
our everyday lives and has given rise to today’s

worldwide networked society and business. However, the
Internet’s open nature also attracts a variety of dangerous
and widespread security threats, such as worms [1] and
DDoS attacks [2], which have caused massive damage, up
to billions of dollars per incident [1], [3].

The widely spreading nature of such attacks calls for the
deployment of Internet-wide collaborative monitoring and
defense systems. Such a system should be able to character-
ize, track, and mitigate security threats in a timely fashion [4].
The design of Internet Threat Monitoring (ITM) systems has
been a major effort in this direction. In general, an ITM system
consists of one centralized data center and a number of
monitors, which are distributed across the Internet. Each
monitor records traffic addressed to a range of IP addresses
and periodically sends the traffic logs to the data center. The
data center then analyzes the collected traffic logs and
publishes reports (e.g., statistics of monitored traffic) to ITM
system users. Although the IP address space directly
monitored by an ITM system is much smaller in scale than
the Internet global address space [4], [5], [6], the collected

logs, as a random sample of the Internet traffic, can still
provide critical insights for the public to measure, character-
ize, and track/detect Internet security threats. The idea of
ITM systems dates back to DShield and CAIDA network
telescope projects, which have been successfully used to
analyze the activities of worms and DDoS attacks [4], [7]. The
success of such systems led to the deployment of many
similar ITM systems around the world [4], [5], [6], [8], [9].

The success of ITM systems heavily relies on the
confidentiality of the IP addresses covered by the monitors
(i.e., the monitor locations). The reason is that if an attacker
discovers the monitor locations, it can easily avoid
detection (by ITM systems) by bypassing the monitored
IP addresses and directing attacks to the much larger space
of unmonitored IP addresses. Furthermore, such an attack-
er may even mislead the reports published by an ITM
system by manipulating traffic to the identified monitors,
generating highly skewed samples of the actual Internet
traffic. Since ITM reports are trusted by the public as a
random (unbiased) sample of Internet traffic, the confiden-
tiality of monitor locations is vital for the usability of ITM
systems.

Recently, researchers have discovered several attacking
mechanisms designed to compromise the monitor locations
of an ITM system [10], [11], [12]. An example is the probing-
traffic-based localization attack [10], [11] in which an attacker
launches a short-length high-rate port-scan probing traffic
to a targeted network, and then, queries the data center to
determine whether a short spike of high-rate traffic appears
in the queried time-series data. If so, the attacker can infer
that a monitor exists in the targeted network. Although this
attack can compromise the location of ITM monitors, it also
reveals itself to an ITM system, which monitors the spike in
traffic volume.

In the past, we investigated a steganographic localization
attack against ITM systems [12]. With this steganographic
localization attack, an attacker launches a stream of low-rate
port-scan probing traffic which is marginally modulated by a
secret Pseudonoise (PN) code. While the low-rate property
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prevents the exhibition of obvious regularity of the pub-
lished traffic data at the data center, based on the carefully
synchronized PN code, the attacker can still accurately
identify the PN-code-modulated traffic in the retrieved
published traffic data from the data center. Thereby, the
existence of monitors in the targeted network can be
compromised. To this end, the PN-code-based stegano-
graphic attack presented in our paper can be understood as a
covert channel problem [13], because the attack traffic
encoded by a signal blends into the background traffic and
is only recognizable by the attacker which knows the secret
pattern of the PN code.

In this paper, we introduce an information-theoretic
framework to model existing localization attacks. Recall that
in localization attacks, an attacker sends probing traffic with
a specific and invisible pattern to the target networks, and
then, queries the ITM data center for the aggregated traffic
logs to identify such a pattern. We model this scan-query
process as a side communication channel and derive closed
formulas of its channel capacity. To evaluate the effective-
ness of a localization attack, we use the minimum time length
required by an attacker to achieve a predefined detection rate
as the metric. Based on the information-theoretic model, we
propose an effective approach to detect existing localization
attacks. Also inspired by the information-theoretic model,
we propose a new localization attack, which concurrently
probes multiple monitors in a coordinated fashion, and we
present a new approach for detecting this new attack. We
also illustrate numerical and simulation results that validate
our theoretical findings.

The major contributions of this paper can be summarized
as follows:

1. We propose an information-theoretic framework to
model localization attacks against ITM systems, and
use this framework to analyze the performance of
existing attacking schemes. In particular, we general-
ize existing localization attacks [10], [11], [12] as
temporal attacks, where the side channel is Single-
Input Single-Output (SISO). We show that the
centralized defense scheme is ineffective against certain
temporal attacks (e.g., [12]) because it performs
detection only based upon the aggregated traffic
information from all monitors. In order to defend
against such an attack, we propose a distributed
detection scheme, which detects traffic rate change at
individual monitors. With this scheme, an attacker
who wishes to avoid detection would have to reduce
the probing traffic rate sent to each monitor. Hence,
the capacity of the SISO channel will be significantly
reduced, and the minimum time length required by
the localization attack will be correspondingly in-
creased to a prohibitively high level.

2. Inspired by the information-theoretic framework, we
propose a novel localization attack called spatial
attack. With the spatial attack, an attacker launches a
number of coordinated attacks to different monitors.
This attack can be modeled as a Multi-Input Single-
Output (MISO) side channel in the information-
theoretic model. We demonstrate that the spatial
attack renders the distributed detection ineffective
because the minimum time length required by the
localization attack will be significantly reduced. To
defend against such an attack, we propose a hybrid
detection scheme, which detects traffic correlation

across multiple monitors. This defensive scheme will
force the attacker to reduce the probing traffic rate in
order to avoid detection. Hence, the capacity of the
MISO channel will be decreased significantly, and
the minimum time length required by the localiza-
tion attack will be correspondingly increased to a
prohibitively high level.

The remainder of the paper is organized as follows: In
Section 2, we briefly review ITM systems and the threat
model. In Section 3, we present the information-theoretic
framework to model the localization attack. In Section 4, we
present our study on detecting temporal attacks proposed
in [12]. In Section 5, we present our study on detecting
spatial attacks. We report our numerical data and simula-
tion results in Section 6. In Section 7, we present some
extensions. We review the related work in Section 8,
followed by final remarks in Section 9.

2 ITM SYSTEMS AND THREAT MODEL

In this section, we first briefly review the background of
ITM systems, and then, introduce the threat model used in
this paper.

2.1 ITM Systems

In an ITM system, monitors are geographically distributed
over the Internet to capture anomalous traffic (e.g., port
scans) addressed to a set of monitored IP addresses. The
monitors can be deployed at hosts, routers, firewalls, etc., [4].
The monitors periodically forward IP header logs of
captured anomalous traffic to a data center, which analyzes
the logs and publishes aggregated views of the reports
periodically. Generally speaking, the published reports may
provide three basic statistics for each port of concern at any
given time interval: 1) the number of scans (the total number
of entries among the logs); 2) the number of scan sources (the
number of distinct source IP addresses in the logs); and 3) the
number of scan targets (the total number of distinct
destination IP addresses in the logs). To support Internet
security research and practice, the reports are commonly
accessible through query-based user interfaces [4], [5], [6].
For the purpose of this paper, we focus on the above statistics
information published by an ITM system. Note that if the
published information consists of raw traffic volume directly
collected from the ITM monitors, our steganographic attack
studied in this paper will work with even higher success rate
because it no longer needs to deal with the interference
introduced by traffic from different monitors.

Let there be a total of q networks M1;M2; . . . ;Mq on the
Internet, m (m� q) of which are monitored by the ITM
system. Monitors on these m networks periodically send
their captured logs to the data center. Let Gð�Þ 2 f0; 1g be
the membership function of a network to the ITM system.
That is, for any j 2 ½1; q�, GðMjÞ ¼ 1 iff Mj contains monitors
of the ITM system.

2.2 Threat Model

The attacker may perform localization attacks to locate the
ITM monitors. The objective of the localization attack is to
obtain GðMjÞðj 2 ½1; q�Þ without being detected by the ITM
system. The defender’s goal is to detect such an attack. After
the attack has been detected, various mitigation techniques
can be applied by defenders to reduce or eliminate its
effects [14], [15].
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Before reviewing the existing work on localization
attacks and defenses, we would like to first define the
capabilities of both the attacker and defender. We assume
that the attacker is active and is able to initiate port-scan
probing traffic using botnets [16], [17], etc. The attacker is
also able to adjust the volume and frequency of attack traffic
in order to evade detection. We assume that the defender
has the capability of detecting traffic anomalies by analyz-
ing traffic reports from the monitors.

As we mentioned earlier, researchers have proposed
various localization attacks to locate monitors of an ITM
system [10], [11], [12]. Fig. 1 describes the basic procedure of
the localization attack. It consists of the two stages:

1. Generation of attack traffic: In this stage, as shown in
Fig. 1a, the attacker first selects a signal pattern (e.g.,
a high-rate spike and a sequence of binary code), and
then, modulates the probing traffic by embedding the
selected pattern. After that, the attacker launches the
probing traffic toward a target network (e.g., net-
work A in Fig. 1a). For example, if the sequence of
code is (1, 0, 1), the attacker will first launch the
probing traffic with certain rate for a time slot, stop it
for the second time slot, and then, launch the
probing traffic again for the third time slot. By doing
so, the attacker embeds selected pattern ð1; 0; 1Þ into
the attack traffic.

2. Confirmation of localization attack: In this stage, as
shown in Fig. 1b, the attacker queries the data center
for the traffic reports. Such reports reflect an
integrated view of both probing traffic from the
localization attack and other traffic collected from
all monitors. After obtaining the reports, the
attacker tries to identify whether the embedded signal
exists or not.

To summarize, in a localization attack, an attacker sends
probing traffic with a selected pattern to the target net-
works, and then, queries the ITM data center for traffic logs.
Such a scan-query process generates a side channel, as
shown in Figs. 1a and 1b, enabling the adversary to infer the
monitors’ location. By repeating the same procedure, the
attacker can identify whether monitors are deployed at
networks A, B, and C by either sequentially launching
attacks on the same port or launching attacks on different
ports in parallel. Note that since attack traffic on different
ports is summarized and published separately at the data
center, the embedded signals will not interfere with each
other in an adversary’s view.

In [12], we describe a steganographic scheme for localiza-
tion attacks, which is designed to remain undetectable by the
data center. Specifically, the attacker launches a low-rate

noise-like port-scan probing traffic modulated by a secret
mark based on PN code. Generally, a PN code is a sequence
of�1 orþ1 with the following features [18]: 1) The PN code is
random and “balanced.” That is, the�1 andþ1 are randomly
distributed and the occurrence frequencies of �1 and þ1 are
nearly equal. It makes the modulated probing traffic similar
to noise and has it blended with background (other) traffic in
both the time and frequency domains. 2) The PN code is
highly correlated to itself and is poorly correlated to others.
This feature enables the attacker to accurately recognize
attack traffic (encoded by the PN code) from the traffic report
data in the presence of interference due to high-rate back-
ground (other) traffic. As a result, the volume of probing
traffic rate can be very small in comparison with noise, so
that the probing traffic is indistinguishable from other traffic,
while the signal patterns can still be accurately identified by
the adversary. Note that the steganographic localization attack
can determine the deployment of monitors on multiple
networks simultaneously by launching attack traffic toward
the same port by using orthogonal PN codes [12], which have
little interference with each other.

3 INFORMATION-THEORETIC FRAMEWORK

In this section, we propose an information-theoretic frame-
work to formalize the localization attack as information
transmission through a communication channel. We first
present the information-theoretic framework. Then, we
show an analogy between the channel capacity and the
minimum time length required for localization attacks.
Finally, based on insights from such analogy, we introduce
possible attacking and defensive strategies, including both
the existing ones and those developed in this paper.

3.1 Model

Recall that, as shown in Fig. 1, an attacker launches probing
traffic modulated by a special pattern to a target network.
Since the pattern is only known to the attacker, the attacker
then “decodes” the reports published by the data center to
distinguish the embedded signal from the background
noise (introduced by traffic reports from other monitored
networks). This creates a side communication channel for
the attacker to discover the location of monitors from the
published reports.

We model this side channel based on Shannon’s informa-
tion theory [19] as follows: Let the source message x be one if
there is a monitor in the network, and 0 otherwise. Note that
the attacker has no knowledge of x. The message x is first
encoded into a sequence of signals tx. Note that the encoding
process is done automatically by the ITM system: an attacker
will always send the probing traffic embedded with the
sequence of signal to a network, but the signal will only be
transmitted to the data center if the network is monitored by
the ITM system. This refers to the Attack Stage one, as shown
in Fig. 1a. The communication channel has additive noise w
due to traffic reported by other monitors. From the channel
output rx ¼ tx þ w, the attacker (also as the receiver)
attempts to recover the transmitted message x by decoding
rx to y. If y ¼ x, the attacker successfully recognizes the
source message x. This refers to the Attack Stage two, as
shown in Fig. 1b. As a result, the attacker successfully
determines whether the target network contains monitors or
not. We use the localization attack discussed in Section 2.2 as
an example to illustrate the model.
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Generation of attack traffic. (b) Attack stage two: Confirmation of attack.



First, at the transmitter end, the attacker selects an n-bit
PN code ct (n � 1) and generates the port-scan probing
traffic tx ¼ fEðx; ct; �0Þ ¼ �0xct ¼ �0ct to network Mj, where
fEð:Þ and �0 are the encoding function and the amplitude of
probing traffic, respectively. If the target network contains a
monitor, then tx will be logged and transmitted to the data
center along with any noise w. We assume that the mean
and variance of w are � and �2, respectively. At the receiver
side, the attacker receives rx ¼ tx þ w and aims to decode
and derive x based on the synchronized PN code ct. In
particular, if rx � ct ¼ �0ct � ct þ w � ct � tR, where tR is the
decoding threshold, then x ¼ 1, and the attacker is assured
that the network Mj is deployed with monitors. Otherwise,
x ¼ 0 and the network Mj is not deployed with monitors. In
order to learn how to determine tR, refer to [12].

3.2 Capacity of Channel and Minimum Time Length

To evaluate the effectiveness of localization attacks, we
introduce the concept of channel capacity, which is a
theoretical upper bound on the number of bits that can be
reliably transmitted over a noisy channel in a time slot [19].

In the model described in Fig. 2, we denote the attack
signal tx ¼ htx1; tx2; . . . ; txni as the transmitted signal over
the channel. To measure the amplitude or strength of the
transmitted signal, we define its transmission power as
s2 ¼ 1

n

Pn
i¼1 txi

2. For the sake of simplicity, we assume that
noise w ¼ hw1; w2; . . . ; wni (n � 1) follows a Gaussian white
noise (WGN) processes with mean 0 and variance �2. Note
that real Internet port-scan traffic may not follow the
Gaussian distribution. In fact, to the best of our knowledge,
the characteristics of the traffic distribution of Internet port
scans are still an open problem and require careful
investigation. Therefore, we used Gaussian white noise as
an example in our theoretical analysis to provide insights
into the localization attacks and countermeasures. Addi-
tionally, we describe in Section 6.2 how our simulation data
based on real-world traces validate our theoretical findings.

The capacity of a Gaussian channel [20] is

c ¼ 1

2
log 1þ s

2

�2

� �
: ð1Þ

Since the capacity c determines the probability of successful
message transmission over the channel, a higher capacity
reflects a more effective localization attack. From (1), we
know that for a given noise variance �2, an increase of the
transmission power s2 results in a higher capacity of the
channel for the transmission of the attack signal.

Let the length of the attack signal be l bits. Due to the
definition of channel capacity, for any given transmission
error rate � > 0, there exists no encoding/decoding scheme
with l < 1=c that can transmit the 1-bit message with error
probability less than �. On the other hand, if l � 1=c, it is
always possible to find such a scheme that has an arbitrarily
small error.

In the localization attack, we assume that the time for
transmitting a 1-bit attack signal over the channel is
denoted as chip duration tc. To efficiently locate all monitors,
the chip duration for each monitor should be as small as
possible. As the signal (attack traffic) is transmitted from
the monitors to the data center, it takes time for the attacker
to obtain such signals through the query from the data
center. A too small tc may not provide enough time for the
attacker to obtain the queried data containing such an
embedded signal. Note that the chip duration should be at
least equal to the delay between monitor sensing the data
and the data center publishing the report. The minimum
code length for reliably transmitting an r-bit attack signal
over the channel is r=c, and the minimum time length for
the r-bit signal transmission is

l ¼ rtc
c
: ð2Þ

This is the minimum time length needed for the attacker to
determine whether a particular network Mj is being
monitored or not.

3.3 Strategies

Based on the channel model described above, we introduce
the possible strategies for both the attacker and the
defender. Note that some strategies we discuss here are
existing ones, and others are newly developed in this paper.

3.3.1 Attacker Strategies

In the threat model described in Section 2.2, the attacker
intends to accurately locate monitors without being
detected. In particular, the attacker does so by launching
probing traffic embedded with a specific signal pattern.
Note that there is an inherent trade-off between the
effectiveness and the secrecy of localization attacks. For
effectiveness, the attacker needs to maintain a channel
capacity c because, otherwise, the prolonged time length
required by the localization attack may render the attack
meaningless. On the other hand, for secrecy, the attacker
should use a low transmission power s2, which will always
lead to a lower channel capacity and longer time needed for
the localization attack to succeed.

In order to address this issue, the attacker may distribute
the transmission power of the signal over the temporal
and/or spatial domains. In particular, we consider the
following two schemes:

. Temporal attack. In this scheme, the attacker targets
one network (i.e., one monitor) at a time. The signal
power within each time window is comparatively
low, which preserves the secrecy of the attack.
Nonetheless, the total signal power over the dura-
tion of the attack remains reasonably high. Thus,
attack accuracy can also be achieved. The PN-code-
based approach in [12] is an example of this scheme.
It generates a multiple-bit attack signal for a single
monitor. In addition, the schemes proposed in [10],
[11], which use an 1-bit attack signal to a single
monitor, are special cases of a temporal attack.

From the perspective of channel coding theory,
the temporal attack forms an SISO communication
channel, because attack traffic is sent to each
individual monitor sequentially. The channel model
of such an attack strategy is represented in Fig. 3a. In
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this figure, out of a total of m monitors, the attack
signal is only transmitted through a single monitor j.

. Spatial attack. In this scheme, the attacker launches
multiple coordinated attacks, each on a separate
monitor. By doing so, the power assigned to each
individual monitor can be significantly reduced, thus
preserving the secrecy of the attack. Nonetheless, the
total power from the multiple coordinated channels
(through separate monitor) may be sufficient for
achieving high attack accuracy. This scheme is an
analogy to the transmission of a signal through
multiple antennas in wireless communication sys-
tems [21], which was proposed to improve the signal
transmission reliability and reduce the interference
from noise [22]. From the perspective of commu-
nication channels, this attack forms an MISO
channel, since the attack launches probing traffic on
multiple monitors simultaneously, but receives
reports only from the data center. The channel model
of such an attack strategy is represented in Fig. 3b. In
this figure, out of a total of m monitors, the attack
signal is transmitted through j� i monitors indexed
from i to j.

3.3.2 Defender Strategies

Based on the information-theoretic framework described in
Section 3.2, the defender needs to defend against localiza-
tion attacks by constraining the channel capacity to a
sufficiently low level. By doing so, the attacker will be
forced to launch an attack that lasts for a fairly large amount
of time to achieve a meaningful localization success rate
defined as the probability of correctly identifying the
existence of monitors in a given subnetwork. According to
(1), there are two ways to achieve this objective. One is to
constrain the transmission power s2 of the attack signal (i.e.,
reducing the intensity of probing traffic). The other is to
increase the power of noise �2 (i.e., increase the intensity of
background traffic volume). Nonetheless, note that adding
noise to traffic reports will also affect the usability of ITM
systems.1 Thus, in this paper, we focus on the first strategy

of constraining the transmission power s2. We consider the
following three schemes for the defender:

. Centralized detection. In this scheme, the defender
performs detection based on traffic information
aggregated from all monitors in the ITM system. If
the overall traffic rate (e.g., volume in a given time
interval) exceeds a predetermined threshold, the
defender issues an alarm. In Section 4, we will show
that this detection scheme is effective against the
temporal attack with a 1-bit attack signal [10], [11].

. Distributed detection. In this scheme, the defender
performs detection in a fully distributed manner
based on the traffic collected by individual monitor.
That is, each monitor will be responsible for detecting
localization attacks based on the statistics of local
traffic profile. In particular, each monitor issues an
alarm whenever the traffic rate (e.g., volume for a
given time duration) exceeds a predetermined thresh-
old. We will show in Section 4 that this detection
scheme is effective against the temporal attack.

. Hybrid detection. In this scheme, the defender will
perform anomaly detection on the correlation between
traffic logs from multiple monitors. We will intro-
duce the basic principle of this detection scheme and
demonstrate in Section 5 that is effective against the
spatial attack.

In the following sections, based on the information-
theoretic framework, we will derive closed formulas for
analyzing the interactions between different attack and
detection strategies. We will show our results for temporal
and spatial attacks in Sections 4 and 5, respectively.

4 DETECTION OF TEMPORAL ATTACKS

In this section, we first show that centralized detection is
ineffective against temporal attacks. Then, we demon-
strate the effectiveness of distributed detection against
temporal attacks.

4.1 Centralized Detection

Recall that in a temporal attack, an attacker embeds an
n-bit signal into the probing traffic and directs the probing
traffic at a single monitor Mj. For centralized detection, the
defender at the data center observes the aggregated traffic
rate from all monitors and compares its distribution with a
priori distribution of background noise traffic. Theorem 1
shows the performance of centralized detection against a
temporal attack. The detailed proof can be found in
Appendix A.

Theorem 1. When a defender uses the centralized detection, the
minimum time length required by the attacker to successfully
identify a monitor is

l � 2rtc
logð1þ �ð�; �ÞÞ ; ð3Þ

where �ð�; �Þ ¼ 2½��1ð2�Þ þ ��1ð2ð1� �ÞÞ�2, �ðxÞ ¼
2ffiffi
�
p
R1
x e�t

2
dt is the standard error function, � is the detection

rate for the defender, � is the false positive rate upper bound for
the defender to set the detection parameters, and r is the length
of a source message (i.e., message x in Fig. 2). Furthermore,
there always exists a signal that allows the attacker to achieve
this minimum time length.
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1. How to balance the trade-off between monitor location privacy and
the usability of ITM systems is one critical issue that we will discuss in
Section 7.



We now illustrate the results with practical examples.
Consider an attack against a single ITM monitor (i.e.,
r ¼ 1) at SANS. Since SANS refreshes its published data
every 20 minutes, we set Tc ¼ 20 min. For the false positive
rate �, we follow the tradition [23] to set � ¼ 2 percent, in
order to reflect the requirement that defending such an
attack should not generate a large number of false
positives.

Given these parameter settings, according to (3), the
minimum time length required by an attacker to success-
fully identify a monitor will be five hours—short enough to
be acceptable for attackers in practice. Hence, we can
conclude that centralized detection may not be able to
effectively defend against temporal attacks. As a side note,
the localization attack scheme investigated in [10], [11] is
one special case of temporal attacks where the attack uses a
single-bit signal transmitted over the channel. In this
attack, an attacker launches a short high-rate port-scan
probing traffic to a targeted network, and then, queries the
data center to determine whether the short spike of high-
rate traffic appears in the queried time-series data.
Obviously, centralized detection is effective against such
special temporal attacks with a single-bit attack signals. In
contrast, the attack in the above example has to use a
5=0:3 ’ 16-bit signal to direct the attack.

4.2 Distributed Detection

We now consider distributed detection against temporal
attacks. Recall that in the distributed detection, each
monitor will individually perform anomaly detection on
its monitored traffic. Theorem 2 shows the effectiveness of
distributed detection against temporal attacks. The detailed
proof can be found in Appendix B.

Theorem 2. When the defender uses distributed detection, the
minimum time length required by the attacker to successfully
identify a monitor is

l � rtc
c
¼ 2rtc

log 1þ �ð�;�Þ
m

� � ; ð4Þ

where m is the total number of monitors in the ITM system,
and �ð�; �Þ and other parameters are the same as those defined
in Theorem 1. Furthermore, there always exists a signal that
allows the attacker to achieve this minimum time length.

We again illustrate the results with the same example
illustrated earlier in Section 4.1. Given the total number of
monitors m ¼ 1;800, according to Theorem 2, the minimum
time length will be 4,500 hours when distributed detection
is in place. Note that with such a long time length, the attack
scheme is no longer feasible in practice. Thus, distributed
detection can effectively defend against temporal attacks.

We now summarize the effectiveness of different
defensive mechanisms against the temporal attack. As we
stated in Section 3.3.2, if only centralized defense is
performed (at the data center), an attacker may launch a
temporal attack with PN code to reduce the signal strength
and make it invisible at the centralized data center.
Nonetheless, knowing the secret PN code, the attacker can
still recover a low-strength signal from the aggregate data
published by the data center. Nonetheless, if a distributed
detection mechanism is used, i.e., the defender performs
detection based on traffic data from individual monitors,

then the temporal attack may become ineffective because
the PN code it attaches to a single monitor represents a
significant portion of the signal power received by the
monitor. In order to make the temporal attack again
invisible, the attacker will have to significantly reduce the
signal strength, leading to an extremely long sequence of
PN code that renders the attack infeasible in practice. In the
next section, we will show that distributed detection
becomes ineffective against spatial attacks.

5 DETECTION OF SPATIAL ATTACKS

Inspired by the information-theoretic framework, we intro-
duce a new spatial attack in this section and show that the
distributed detection scheme is ineffective against such an
attack. Then, we propose a new hybrid detection approach,
which can effectively counteract the spatial attack.

5.1 Spatial Attack

In Section 6, we showed that the distributed detection is
effective against the temporal attack because the capacity of
the SISO channel must be reduced significantly to avoid
detection. This increases the minimum time length required
for localization attacks to a prohibitively high level. In order
to improve the channel capacity limited by the distributed
detection, we consider an attack scheme that uses an MISO
channel. The MISO channel is motivated by signal transmis-
sion scheme through multiple antennas in wireless com-
munication systems [21], which has been proven to improve
signal transmission reliability and reduce noise interference
[22]. In our case, the attacker launches a number of
coordinated attacks addressed to multiple monitors, as
described in Fig. 3. By doing so, the signal power (intensity
of probing traffic) reported from each single monitor can be
significantly reduced to preserve attack secrecy, while the
total power (the summarized volume or intensity of attack
traffic) from multiple coordinated monitors can be sufficient
for achieving the necessary accuracy of localization attack.

In a spatial attack, the attacker launches a number of
coordinated attacks by sending probing traffic to multiple
monitors simultaneously. The probing traffic for multiple
monitors is modulated by the same code along with the
synchronized time of launching the probing traffic and
time duration for each bit of code. For each monitor, Stage 1
of attack traffic generation is the same as the one shown in
Fig. 1a. Stage 2, however, requires additional changes. First,
the attacker needs to define a coordinated plan that divides
the attack into multiple rounds. In each round, the attacker
launches the same probing traffic to multiple selected
networks simultaneously. The procedure of calculating the
value of correlation degree to measure the similarity of
different traffic refers to Stage 2 in Fig. 1b. The correlation
degree is defined as the inner product of two vectors. For
two vectors ~x ¼< x1; x2; . . . ; xn > and ~y ¼< y1; y2; . . . ; yn >
of length n, the correlation degree of vector ~x and ~y is
�ð~x;~yÞ ¼ 1

n

Pn
i¼1 xiyi, where �ð:Þ represents the operator for

the inner product of two vectors. Second, based on the
values of correlation degree for all rounds, the attacker then
obtains the results for locating monitors.

The idea is drawn from matrix operation. In particular,
given vectors ~Y and ~G and a matrix D, the relationship
between ~Y and ~G can be formalized by ~Y ¼ D~G. If we
can approximate ~Y by ~Y �, then ~G can be estimated by
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~G� ’ D�1~Y � ’ ~G. To illustrate how this scheme works, we
illustrate one simple example as follows: Assuming that
there are five networks in the system, denoted as M1, M2,
M3, M4, and M5, where M2, M3, and M4 are deployed
with monitors and M1 and M5 are not. We use a
vector ~G ¼ ½0 1 1 1 0� to define whether the network Mi

i 2 ½1; 5� has monitors associated with the ITM system. We
assume that each monitor (i.e., in M2, M3, or M4)
generates a unit traffic rate as other (background) traffic.
As such, the total aggregated traffic rate on the data
center is three. For a spatial attack, the attacker will first
generate a 5� 5 invertible matrix as follows:

D ¼

1 1 1 0 0
0 1 1 1 0
0 0 1 1 1
1 0 0 1 1
1 1 0 0 1

0
BBBB@

1
CCCCA:

Based on each row of matrix D, the attacker launches the
probing traffic. Hence, there are five rounds in this example.
In the first round, the attacker uses the first row of D,
½1 1 1 0 0�, and launches the probing traffic modulated to
monitors M1, M2, and M3 simultaneously. Probing traffic to
these three monitors will be modulated by the same pattern
of code with synchronized time. In the second round, the
attacker uses the second row of D, ½0 1 1 1 0�, and launches
the probing traffic to monitors M2, M3, and M4 simulta-
neously. In the fifth round, the attacker uses the fifth row of
D, ½1 1 0 0 1�, and launches the probing traffic to monitors
M1, M2, and M5. Let Y �i (i 2 ½1; 5�) be the correlation degree
obtained by the user at the ith round. We have ~Y � ¼
½Y �1 ; Y �2 ; Y �3 ; Y �4 ; Y �5 � ¼ ½2; 3; 2; 1; 1�. Given ~Y � and the inverse
of D, we have ~G� ¼ D�1 ~Y � ¼ ~G ¼ ½0 1 1 1 0�. As such, the
monitors on M2, M3, and M4 are correctly located. As can be
seen, the spatial attack can use the constructed matrix to
launch attack via multiple rounds. In order to benefit the
aggregation effect (of signals transmitted from monitors) to
the maximum degree, the distributed attack on multiple
monitors needs to be synchronized. In reality, a large
number of such matrices exist. In this paper, we only
provided one simple approach to construct such matrix
above. In particular, we first select a fixed number of 1 and 0
as the first row of matrix and perform the right shift
operation iteratively to generate the elements of other rows.

5.2 Distributed Detection

We now consider whether distributed detection is effective
against the spatial attack.

Theorem 3. When the defender uses distributed detection, the
minimum time length l required by the attacker to successfully
identify a monitor satisfies

l � rtc
c
¼ 2rtc

log 1þ v
m�ð�; �Þ

� � ; ð5Þ

where m is the total number of monitors in the system, v is the
number of monitors that coordinate to spread the transmission
power of an attack signal for the spatial attack, and �ð�; �Þ and
other parameters are same as the one defined in Theorem 1.

The bound in (5) is tight in that there always exists a signal
which allows the attacker to achieve this minimum time length.

The detailed proof can be found in Appendix C. We now
illustrate the results with a practical example. Again, consider
other traffic following a Gaussian distribution. Letm ¼ 1;800,
v ¼ 64, � ¼ 2 percent; � ¼ 4 percent, tc ¼ 20 minutes. Accord-
ing to Theorem 3, the attacker can secretly identify a monitor
within 50 hours. This time length is relatively short and may
be practical for patient attackers. Thus, the distributed
detection scheme may not be effective against spatial attacks.

The reason for the ineffectiveness of distributed detec-
tion can be explained as follows: Unlike the temporal attack
which sends all attack traffic to a single monitor, the spatial
attack further distributes such attack traffic to multiple
monitors through coordinated attacks each on a separate
monitor. By doing so, the signal strength assigned to each
individual monitor can be fairly low, which maintains
invisibility to distributed detection, while the aggregate
power of attack signals from the multiple coordinated
channels (through separate monitor) is still significant,
leading to high attack accuracy. Note that without knowing
the matrix used by spatial attack, the defender at the center
cannot reproduce such an aggregation directly. Therefore,
the attack is invisible to the centralized detection as well. In
the next section, we will introduce a new defensive scheme
to defend against spatial attacks.

5.3 Hybrid Detection

We now introduce hybrid detection, a scheme that uses
anomaly detection based on the correlation between traffic
collected by different monitors. If such correlation is
stronger than a predetermined threshold, then the defender
will issue an alarm. In particular, we measure the
correlation by the following correlation degree: For given
two n-tuples xi and xj, the correlation degree is defined as

�ðxi; xjÞ ¼
1

n

Xn
k¼1

xikxjk; ð6Þ

where xik and xjk are the kth element in xi and xj,
respectively. The inspiration for using this measure comes
from the fact that in a spatial attack, the same synchronized
code is embedded repeatedly in the traffic for different
monitors. Recall that to be effective, for any given round, the
probing traffic on multiple monitors must be modulated by
the same pattern of code with synchronized time. After
concatenating traffic from different monitors as a longer time
series, if we can synchronize a time-shifted segment of the
traffic with an original segment so that the code reinforces
rather than cancels, an observable phenomenon will arise.

Hybrid detection consists of the following four steps:

1. Traffic from different monitors is collected. The traffic
is divided into segments of equal duration, denoted as
sampling period, and the average traffic rate for each
segment is calculated. This step generates a time series
of sampled traffic rates. Then, the traffic rate time
series for different monitors is concatenated.

2. The concatenated traffic rate time series is fed into a
high-pass filter to remove the direct component and
retrieve the PN code modulated attack signal. We
use the Fast Fourier Transform (FFT) to conduct this
filtering by calculating the FFT of the time series. We
remove the direct component by changing the
frequency component at zero frequency to 0, and
then, using the reverse FFT to derive data without
the direct component.
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3. The defender calculates the correlation degree. For
each segment of the transformed data from Step 2, we
compute the correlation degree �ð�Þ in terms of lag � .

4. The defender makes a decision. After the estimations
of correlation degree �ð�Þ, an appropriate decision rule
is applied to determine whether the traffic is modu-
lated by the same code or not. An intuitive decision
rule is: if �ð�Þ demonstrates high spikes, then the traffic is
modulated by the same attack signal, e.g., PN code.

Theorem 4 shows the effectiveness of hybrid detection

against the spatial attack. The detailed proof can be found in
Appendix D.

Theorem 4. When the defender uses hybrid detection to monitor

the self-similarity of traffic from multiple monitors, the

minimum time length l required by the attacker to successfully

identify a monitor satisfies

l � rtc
c
¼ 2rtc

log 1þ �ð�;�Þ
n

� � ; ð7Þ

where n is the length of attack signal without completely

satisfying both the attack secrecy and accuracy, and �ð�; �Þ and

other parameters are the same as those defined in Theorem 1.
This bound in (7) is tight in that there always exists a

signal pattern that allows the attacker to achieve this minimum
time length.

We again illustrate the results of the theorem with the same

example in Section 5.2. According to Theorem 4, the attack has
to spend at least 1,324 hours to secretly identify a monitor.

Obviously, such an attack is too long to be carried out in
practice. Hence, hybrid detection is effective against spatial

attacks. Note that the time requires for an attack will depend
on how frequently monitor locations change. Consider the
operation model of ITM systems, changing the monitor

location within a month is highly possible in practice.

6 PERFORMANCE EVALUATION

In this section, we present numerical and quantitative

simulation results to evaluate the effectiveness of the
localization attacking strategies and detection countermea-

sures discussed in the previous sections.

6.1 Methodology

6.1.1 Experiment Setup

In our evaluation, we use real-world port-scan traces from
SANS Internet Storm Center (ISC). The traces include the
detail logs from 01=01=2005 to 01=15=2005, which contain the

IP address header of port-scanning traffic for various ports,
including 8,080, 35, 135, etc., [4].2 We merge records of

simulated localization attack traffic into these traces and
replay the merged data to emulate the localization attack

traffic. Based on the traffic profile, we determine the
background (other) traffic statistical profile and thresholds
for the defender. We evaluate different scenarios by varying

the attacker and defender parameters. In this paper, we only
show the data on port 135; experiments on other ports result

in similar results.

6.1.2 Evaluation Metrics and Systems

We use the minimum time length l required for localization
attacks as evaluation metrics. The larger the minimum time
length, the more effective the countermeasures are. We
consider the systems with two cases: 1) the theoretical
bounds derived in Sections 4 and 5; and 2) the time length
for the PN-code-based scheme in [12]. Note that our
theoretical result is based on Shannon’s channel capacity
theory, which provides an optimal lower bound for the
minimum length of the code. Hence, no coding scheme has
been found that achieves that optimal bound [24]. The
PN-code-based scheme in [12] uses a specific channel
coding mechanism (i.e., the most intuitive correlation-based
method). As we will show in our evaluation data, there
indeed exist performance gaps between the PN-code-based
scheme and the theoretical bound. This provides a space for
future improvement in the performance.

The channel capacity in Sections 4 and 5 is introduced to
derive the minimum time length for localization attacks. In
the simulation, we use the same metrics. The basic idea is
illustrated as follows: given a low localization false positive
rate (	 2 percent), we run the simulation and find the
minimal time length for achieving a given detection rate �
of the defender. We evaluate the performance of the
centralized, distributed, and hybrid detection, respectively,
against the temporal attack proposed in [12] and the spatial
attack introduced in the paper. We set the number of
monitors to 1,800, the chip duration tc to 20 minutes, and
the number of monitors v for the spatial attack to launch a
coordinated attack to 32 or 64, which is much smaller than
the total number of monitors.

6.2 Evaluation Results

6.2.1 Centralized Detection versus Temporal Attack

Fig. 4 shows the results for the minimal time length of the
attack versus the detection rate �, when the attacker uses the
temporal attack and the defender uses centralized detection.
The results lead to a few observations. First, given a small
(e.g., four percent) detection rate that makes the attack
undetectable, the attacker can use a short time length of
10 hours based on the PN-code-based attack scheme [12] to
identify the monitor. This validates our findings that
centralized detection is not effective against a temporal
attack. Second, as expected, there are some performance
gaps between the PN-code-based scheme (a special coding
mechanism) and the theoretical bound. For example, when
the detection rate � is four percent, the PN-code-based
scheme requires a minimum time length of 10 hours to
accurately identify the monitors, while the theoretical
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bound indicates that a minimum time length of four hours

will be enough. We believe that by incorporating other

advanced channel coding schemes [24], we can make the

performance gap smaller (closer to the theoretical bound).

We leave this investigation to our future work.
Fig. 5 shows that the mixture of background traffic and

the temporal attack traffic is quite similar to background
traffic in the time domain. Fig. 6 shows that the Power

Spectrum Density (PSD) of the mixture of background traffic
and the temporal attack traffic is also quite similar to that of
background traffic in the frequency domain. Figs. 7 and 8
show the Probability Density Function (PDF) of traffic rate
in time and frequency domains. These figures demonstrate
that the temporal attack traffic can be successfully blended
in with the background traffic in both time and frequency
domains, and thereby render the centralized detection
ineffective. Note that although the PDFs of attack and
background traffic in both the time and frequency domains
are not exactly the same, such a small difference can be
easily covered by the dynamic Internet background traffic.
We also carried out implementation of Temporal attack on
an experimental ITM system to validate our results.

6.2.2 Distributed Detection versus Temporal Attack

Fig. 9 depicts the results for the minimum time length when
the attacker and the defender use a temporal attack and
distributed detection, respectively. The results give rise to
several observations. First, given the reasonably small
defender detection rate (e.g., four percent) which makes
the attack undetectable, the attacker must use a time length
of 14,000 hours for PN-code-based scheme [12]. Such a long
time will render the attack ineffective. As can be seen, the
theoretical bound is 4,800 hours, which is also quite long.
This validates our finding that distributed detection is
effective against the temporal attack. Similarly, there are
some performance gaps between the temporal attack
scheme and the theoretical bound due to the same reason
discussed earlier.

6.2.3 Distributed Detection versus Spatial Attack

Fig. 10 depicts the results for the minimum time length
when the attacker and the defender use a spatial attack and
distributed detection, respectively. This leads to a few more
observations. First, when v ¼ 64, given a reasonably small
detection rate (e.g., four percent) which makes the attack
undetectable, the patient attacker only needs a relatively
short time length of 189 hours for the temporal attack
scheme [12] and 50 hours for the theoretical bound to
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Fig. 5. Background traffic versus traffic mixed with temporal attack in
time domain.

Fig. 6. Background traffic versus traffic mixed with temporal attack in
frequency domain.

Fig. 7. PDF of background traffic versus traffic mixed with temporal
attack in time domain (port 135).

Fig. 8. PDF of background traffic versus traffic mixed with temporal
attack in frequency domain (port 135).

Fig. 9. Distributed detection versus temporal attack.

Fig. 10. Distributed detection versus spatial attack.



identify the monitors. This validates the conclusion that the
distributed detection is ineffective against a spatial attack.

6.2.4 Hybrid Detection versus Spatial Attack

Fig. 11 depicts the results for the minimum time length
when the attacker and the defender use a spatial attack and
a hybrid detection, respectively. The results give rise to
several observations. First, given the reasonably small
defender detection rate (e.g., four percent) which makes
the attack undetectable, the attacker must use a time length
of 1,780 hours for PN-code-based scheme [12]. Such a long
time will make the attack ineffective. As can be seen, the
theoretical bound is 1,346 hours, which is also quite long.
This validates our finding that hybrid detection is effective
against the spatial attack.

6.2.5 Comparison of Real-World Traffic and Traffic with

Gaussian Distribution

To validate our theoretical results based on the Gaussian
distribution in Section 3, we investigate the performance for
real-world traffic in comparison with traffic drawn from a
Gaussian distribution. We use the simulation setting of
temporal attack versus centralized detection as an example
to demonstrate our findings. Fig. 12 shows the minimum
time length for localization attack of the real-world traffic
traces versus the traffic drawn from a Gaussian distribution
with the same mean and variance. This leads to a few
observations. First, with the increase of detection rate �, the
overall time required for localization attack using real-
world traffic will be relatively longer than that of localiza-
tion attack using traffic with Gaussian distribution. Second,
the minimum time length for the case with the real-world
traffic is a comparatively longer than that of the case with
the traffic drawn from a Gaussian distribution. It can be
reasoned that Internet port-scan traffic does not follow

Gaussian distribution exactly. Nevertheless, our theoretical
analysis based on Gaussian distribution provides enough
insights into the effectiveness of localization attacks and
countermeasures. Fig. 13 shows the localization success rate
versus the detection rate given the attack length 20 hours.
Here, the localization success rate is defined as the
probability that the attacker can successfully localize
monitors. This figure shows that from the attack perspec-
tive, the traffic drawn from a Gaussian distribution achieves
a comparatively a higher attack accuracy in comparison
with the real-world traffic.

7 EXTENSIONS

We have developed a unified information-theoretic-based
framework for analyzing localization attacks and develop-
ing detection techniques. In this section, we first discuss
some related issues and extensions to our proposed attacks,
and then, present additional countermeasures to defend
against these attack.

7.1 Other Issue Related to Attacks

7.1.1 Importance of Attacks

While many ITM systems like SANS ISC directly publishes
the aggregates of monitored traffic to the public, many other
ITM systems employ certain access control mechanisms to
limit data access to collaborators, system administrators,
government officials, etc. Nevertheless, we would like to
point out that the absence of a public interface does not
necessarily immune an ITM system from our proposed
attacks. The reason is that, on the one hand, in order to better
detect and thwart unknown attacks, the ITM system should
make the traffic aggregates widely accessible so such data
can be studied by as many researchers or systems adminis-
trators as possible. On the other hand, doing so makes it
possible for malicious insiders (with access to the data) to
launch our proposed attacks. Thus, our proposed attacks still
apply to systems without real public front-end interfaces.

7.1.2 Launching Attack via Botnets

As we mentioned earlier, the attacker may use the botnets
[16], [17] and other alternatives to launch the attack. Using
a Botnet for probing the ITM may introduce an uncertain
amount of delay from sending commands to the Bots and
Bots sending the attack traffic. Nonetheless, we would like
to point out that our attacking scenario is inherently delay-
tolerant. As discussed in Section 2, the ITM server does
not publish incoming traffic aggregates at real time, but do
so with a predetermine time interval, say 20 minutes.
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Fig. 11. Hybrid detection versus spacial attack.

Fig. 12. Minimum time length of real-world traffic versus traffic with
Gaussian distribution.

Fig. 13. Localization success rate of real-world traffic versus traffic with
Gaussian distribution.



Therefore, the attack accuracy will not be significantly
reduced if the delay incurred by Bot’s response time is
significantly shorter than the data publishing interval. If
the response time delay is indeed longer, then the attacker
can consider the upper bound of such delays and only
retrieve the ITM traffic aggregates with interval longer
than the delay upper bound, to eliminate the impact of
response delay on attack accuracy (this, naturally, would
prolong the amount of time required for the probing attack
to succeed).

7.2 Countermeasures

7.2.1 Perturbation-Based Defense

The countermeasures in this paper mainly focus on the
detection of localization attacks without changing the data
published by an ITM system. Perturbation (i.e., adding
random noise to data published by ITM) is another possible
way to defend against localization attacks. With our
information-theoretic framework, the insertion of random
noise can be considered as the increase of the power of
noise. Thus, the channel capacity, and therefore, the
efficiency of localization attack, will be reduced.

Let the published time-series data be Dn ¼ hd1;
d2; . . . ; dni in which di is published at time i. Let the
inserted noise be Wn ¼ hw1; w2; . . . ; wni such that the newly
perturbed data become d0j ¼ dj þ wj, where j 2 ½1; n�. We
consider two perturbation schemes, namely, blind-based and
guidance-based perturbation, respectively. The blind-based
scheme inserts random noise purely based on statistics of
the observed traffic (e.g., the variance of traffic volume). In
this scheme, at time j, we have wj ¼ rs�ðDj�1Þ, where r is
drawn uniformly at random from [�1; 1], s is a predeter-
mined perturbing rate, and �ðDjÞ is the standard derivation
of Dj�1 ¼ hd1; d2; . . . ; dj�1i.

The guidance-based scheme, on the other hand, adds
random noise based on not only the statistics of observed
traffic but also the value of the individual data point to be
perturbed. In particular, wi > 0 (or < 0) if di is less (or
greater) than the average historic volume. By doing so, the
variance and entropy of the published data will decrease,
thus reducing the efficiency of localization attacks. In
general, we have d0j ¼ dj � rsðdj �EðDj�1ÞÞ, where r is
drawn uniformly at random from [�1; 1], s is a predeter-
mined perturbing rate, and EðDj�1Þ is the mean of Dj�1 ¼
hd1; d2; . . . ; dj�1i.

Similar to the experimental evaluation presented in
Section 6.2.5, we use the localization success rate to measure
the effectiveness of localization attacks. Since the information
perturbation scheme introduces noise in the published data,
we also define a metric called the data accuracy rate to measure

the data utility. The data accuracy rate represents the
normalized variance change rate of published data and is
defined by j�ðD

0Þ��ðDÞj
�ðDÞ , whereD0 is the perturbed data andD is

the original data. Note that we used a domain-specific
measure due to the absence of a universal utility measure in
the literature. The normalized variance change rate of
published data is chosen as the utility measure because the
steganographic attack intends to hide the attack signal
covered by the variety of other traffic. Another possible
measure is the average traffic rate. Nonetheless, as one can see
from our attack, the invisible nature of the attack leads to only
slight changes on the average traffic rate.

Fig. 14 shows the localization success rate versus perturb-
ing rate for both the blind-based and guidance-based
perturbation schemes. As can be seen from this figure, the
guidance-based perturbation scheme is more effective to
defend against the attack by suppressing the localization
success rate. This can be reasoned that the guidance-based
scheme introduces more effective interference to the attack
signal (i.e., when the attack traffic is high, the traffic rate will
be deliberately decreased inversely; when the attack traffic is
low, the traffic rate will be increased inversely). Fig. 15 shows
the data accuracy rate versus perturbing rate for both the
blind-based and guidance-based perturbation schemes. As
expected, the guidance-based scheme has a larger impact on
the data utility than that of the blind-based scheme.

7.2.2 Other Mechanisms to Hide Monitor Location

Besides the detection- and the perturbation-based schemes,
limiting access to data published by an ITM systems is
another way to counteract localization attacks. Recall that in
a localization attack, the attacker has to launch a number of
queries to the data center of ITM systems in order to
accurately recognize the attack signal. The data center may
throttle the query request rate via enforcing human/system
interaction (e.g., CAPTCHA flags [25]) for the query,
thereby eliminating the automatic query in the localization
attack. Since this countermeasure increases the quantization
error of recognizing the attack signal [18], the attack success
rate will be reduced and the capacity of the localization
attack will be reduced as well.

There are also other possible defensive mechanisms. For
example, the ITM system can randomly select monitors at
different time and monitors dynamically change its mon-
itoring IP address space. That is, distributed sensors have a
certain churn rate such that the location of the sensors can
change frequently. While this method can hide some
monitors from attack, it also reduces the effective monitor-
ing space of ITM system, impairing the effectiveness of
threat monitoring over the Internet. In addition, we would
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like to point out that there are also a substantial percentage
of ITM monitors that do not change their IP address (or at
least the subnetwork they belong to) for a substantial
amount of time. As long as an attacker is able to identify
these long-standing monitors, the ability of an ITM system
on detecting ongoing attacks may be significantly degraded.

8 RELATED WORK

Since the Cooperative Association for Internet Data Analysis
(CAIDA) initiated the Network Telescope project [26] in 2001
to monitor Internet traffic, there have been many real-world
developments and deployments of such systems. Examples
include Distributed Overlay for Monitoring InterNet Out-
breaks (DOMINOs) [8], SANS Internet Storm Center (ISC)
[4], Internet Sink [5], Network Telescope [6], MyNetWatch-
Man [27], and Honeynet [28]. ITM systems have been
successfully used to detect the outbreaks of worms [4] and
DDoS attacks [7]. Although the IP addresses of monitors
themselves can be protected by security mechanisms, such
as encryption and Bloom filters [29], the public data reported
by these ITM systems could still disclose the IP address
space covered by monitors [10], [11], [12] via the scan-query
process described in Section 2. The unique set of risks and
challenges raised by Internet-scale security data sharing was
discussed in [30]. In [31], the correlation of cyberrisks within
a firm and at a global level was discussed. Viecco and Camp
[32] discussed the sampling of monitors inputs to asymme-
trically increase the cost of localizing monitors.

Our work is based on Spread spectrum (SS) transmission
technique in which a PN code, independent of the original
data signal, is employed to spread the signal over a
bandwidth greater than the original data signal bandwidth.
At the receiver, the signal is despread, using a synchronized
copy of the PN code. The spread spectrum technique was
initially used in military communication systems to provide
antijamming and secured communication [18]. In wireless
communication, spread spectrum technique has been
widely used to improve the communication efficiency
[33]. In addition, the spread spectrum techniques have
been applied other application domains.

Our work is also related to covert channels. Covert
channels typically manipulate certain properties of the
communications medium in an unexpected, unconventional,
or unforeseen way in order to transmit information through
the medium without detection by anyone other than the
entities operating the covert channel. A larger number of
covert channels have been studied [13], [34], [35]. For
example, JitterBugs in [34] is a class of inline interception
mechanisms that covertly transmit data by perturbing the
timing of input events in order to affect externally observable
network traffic. Takahshi and Lee [36] assessed VoIP cover
channel threats that utilize an IP phone conversation to
illicitly transfer information across the network.

9 FINAL REMARKS

In this paper, we proposed an information-theoretic frame-
work to model localization attacks against ITM systems and
the defensive countermeasures. In localization attacks, an
attacker first sends scan traffic with embedded signals to a
target network, and then, queries the ITM data center for
traffic reports. If the attacker can identify the signal from the

reports, it can infer that the target network contains ITM
monitors. We model this scan-query process as a commu-
nication channel and derive theoretical bounds on the
channel capacity for various combinations of localization
attacks and defensive countermeasures. Our theoretical
results give the bound for the minimal time length (i.e., the
signal length), required for an attacker to achieve a desired
localization success rate in terms of probing traffic intensity
(i.e., the power of attack signal). Inspired by the informa-
tion-theoretic framework, we also propose a class of new
localization attacks, spatial attacks, and a new detection
scheme based on the traffic correlation from multiple
monitors. We use extensive numerical data and simulation
results to validate our theoretical results.

APPENDIX A

PROOF OF THEOREM 1

Proof. (Sketch) Let the observation Z for the defender be
Z ¼ X þ Y , where X and Y are the random variables that
represent the traffic volume of probing attack of localiza-
tion attack and background traffic in one sampling
window, respectively. Without loss of generality, we
assume that Y is drawn from the Gaussian distribution
with zero mean and variance �2. In order to prevent the
defender from issuing an alarm that is lower than the give
rate �, Y must satisfy PrðY > ThÞ 	 �, where Th is the
detection threshold for the defender. As such, we have

PrðY � ThÞ ¼
1ffiffiffiffiffiffi
2�
p

�

Z 1
Th

e�
y2

2�2dy 	 �:

With some mathematical manipulation, we have

1

2
�

Thffiffi
ð

p
2Þ�

 !
	 �;

where

�ðxÞ ¼ 2ffiffiffi
�
p
Z 1
x

e�t
2

dt

is the standard error function. Note that �ðxÞ is a
decreasing function of x. We can derive the low bound of
threshold as follows: Th �

ffiffiffi
2
p

���1ð2�Þ. Note that the
attacker needs to limit the detection rate for the defender
to be under �. In order to do so, the attacker must ensure
that PrðZ > ThÞ 	 �, that is,

PrðY þ s � ThÞ ¼ PrðY � s� ThÞ

¼ 1ffiffiffiffiffiffi
2�
p

�

Z s�Th

�1
e�

y2

2�dy 	 �:

After a few mathematical manipulations, we have
1� 1

2 �ðs�Thffiffi
2
p

�
Þ 	 �. Thus, s 	 Th þ

ffiffiffi
2
p

���1ð2ð1� �Þ. We
can derive a power constraint as follows:

s2 	 2�2½��1ð2�Þ þ ��1ð2ð1� �ÞÞ�2 ¼ �2�ð�; �Þ;

where �ð�; �Þ ¼ 2½��1ð2�Þ þ ��1ð2ð1� �ÞÞ�2. Given the
upper bound of attack signal power in above formula,
the channel capacity is c ¼ 1

2 logð1þ �ð�; �ÞÞ. Hence, we
derive the minimal time length as (3). tu
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APPENDIX B

PROOF OF THEOREM 2

Proof. (Sketch) Recall that there are m monitors in the ITM
system and the intensity of aggregated background noise
traffic is �2. Since the traffic experienced by different
monitors is independent, the intensity of traffic on each
monitor can be approximated by �2=m. Since the
distributed detection scheme monitors the traffic anom-
aly on traffic associated to each individual monitor.
Follow the similar procedures as shown in the proof of
Theorem 1 in Appendix A, the capacity of the system is
given by c ¼ 1

2 logð1þ �ð�;�Þ
m Þ, and the minimal time length

is given by (4). tu

APPENDIX C

PROOF OF THEOREM 3

Proof. (Sketch) Recall that for the spatial attack, the attack

signal is transmitted through v monitors simulta-

neously (as an MISO channel). On average, each

monitor will carry approximately 1=v of total attack

signal power. As we use multiple monitors to transmit

the attack signal, the statistics of capacity will improve.

As such, the transmission power for the spatial attack

is v times as much as the signal transmission power

for the temporal attack. Given v monitors for spatial

attack, we have an MISO system with a capacity given

by c ¼ 1
2 logð1 þ

Pv
j¼1

�ð�;�Þ
m Þ ¼ 1

2 logð1þ v
m�ð�; �ÞÞ. Then,

follow the similar procedures as shown in the proof of

Theorem 1, the minimal time length is given by (5). tu

APPENDIX D

PROOF OF THEOREM 4

Proof. (Sketch) Assume that attack traffic xi ¼ hxi;1;
xi;2; . . . ; xi;ni is for the ith monitor and attack traffic xj ¼
hxj;1; xj;2; . . . ; xj;ni is for the jth monitor. Assume that
each monitor has background noise traffic of wi ¼ hwi;1;
wi;2; . . . ; wi;ni and wj ¼ hwj;1; wj;2; . . . ; wj;ni. The code
sequence used for launching the attack is represented
by ct ¼ hct;1; ct;2; . . . ; ct;ni. Based on the correlation degree
definition in (6), we have �ðxi; xiÞ ¼

P
sctsct=n ¼ s2. The

component related to the background noise is denoted as
nr ¼ �ðwi; xiÞ ¼

P
wi � sct=n.

We can compute the mean and variance of wr as
follows:

EðnrÞ ¼ E
X

wisct=n
� �

¼
X

EðwiÞsEðctÞ=n ¼ 0;

and varðnrÞ ¼ Eððnr �EðnrÞÞ2Þ

¼ E
X

nrsct=n
� �2
� �

¼
X
ðE
�
w2
i

�
s2E

�
c2
t;i

��
=n2:

Since Eðw2
i Þ ¼ �2 and Eðc2

t Þ ¼ 1, we have varðnrÞ ¼ s2�2

n .
As such, for the traffic from two monitors, we obtain the
correlation degree as �ðxi þ wi; xj þ wjÞ ¼ xixj þ xiwj þ
xjwi þ yiyj. Obviously, the mean and variance of �ðxi þ
wi; xj þ wjÞ are 2s2 and 2 s2�2

n , respectively. Note that
�ðxi þ wi; xj þ wjÞ represents a signal consisted of both
the attack signal (with power 4s4) and background noise

(with power s2�2=n). Given the system parameters � and
�, in analogy to the procedures in Theorem 1, we have the
power constraint for signal transmission as follows: 4s4 	
2 � 22 s2�2

n ½��1ð2�Þ þ ��1ð2ð1� �ÞÞ�2 ¼ �2 �ð�;�Þ
n , where

�ð�; �Þ ¼ 2½��1ð2�Þ þ ��1ð2ð1� �ÞÞ�2. Given the upper
bound of attack signal power in above Equation, the
channel capacity is c ¼ 1

2 logð1þ �ð�;�Þ
n Þ. Hence, we derive

the minimal time length as (7). tu
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